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Lay Abstract

This thesis explores methods for improving intersection tra ¢ monitoring using over-
head sheye cameras. It enhances vehicle and pedestrian detection with a re ned
object detection model that improves accuracy by e ectively handling object orienta-
tion and size variations. A new calibration technique has been developed to address
road surface elevation changes, improving the precision of object localization. The
thesis also presents a novel object localization approach that combines Kalman Iter-
ing with camera altitude correction, enabling accurate object localization in complex
environments like sloped streets. Additionally, a new vehicle counting algorithm is
designed to handle sheye imagery and tra c¢ management challenges. This system
has proven e ective in real-world tests, accurately classifying the vehicle maneuvers
used to detect tra c violations such as illegal turns and box-blocking with an im-
pressive precision rate. The proposed methods signi cantly enhance real-time tra c

monitoring and enforcement, contributing to safer and more e cient intersections.



Abstract

This thesis addresses key challenges in intersection tra ¢ monitoring using overhead
sheye cameras, focusing on object detection, localization, vehicle maneuver classi -
cation, and tra c violation detection. A data augmentation technique was developed
to improve the performance of deep learning-based object detection algorithms for
sheye images. By ne-tuning these models, signi cant improvements in Average
Precision (AP) were achieved for vehicle and pedestrian detection, e ectively ad-
dressing object orientation and size variability.

A novel calibration method was introduced to mitigate the e ects of road surface
elevation changes on object localization. This method accurately translates image
coordinates into geographical coordinates by incorporating 3D road characteristics.
The proposed localization algorithm, validated through eld tests, demonstrated high
accuracy in localizing both cars and pedestrians. Furthermore, Kalman ltering tech-
niques were integrated to enhance object tracking, providing precise localization even
in complex environments like sloped streets.

In addition, a self-learning vehicle maneuver classi cation and counting algorithm
was developed, capable of recognizing various vehicle movements such as turns and

U-turns. The algorithm’s performance was validated in real-world scenarios, where it



successfully classi ed and counted vehicle maneuvers at multiple intersections. More-
over, a tra c violation detection system was designed on top of the maneuver classi-
cation algorithm to identify common infractions like box-blocking and illegal turns
at intersections.
The outcomes of this research contribute to a comprehensive system that enhances
tra ¢ monitoring, safety enforcement, and operational e ciency at intersections, of-

fering practical solutions to modern tra ¢ management challenges.
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Chapter 1

Introduction

1.1 Background and Motivation

Integrating smart intersections into urban infrastructure is a vital step forward in
managing today's complex tra c patterns and ensuring safety, particularly as au-
tonomous vehicles become more prevalent. These intersections leverage sophisticated
technologies like vehicle-to-infrastructure (V2I) communication to enhance coopera-
tion between roadside infrastructure and connected vehicles. By employing stationary
object detection and localization, smart intersections facilitate the exchange of crit-
ical information, compensating for limitations of the vehicle sensors and mitigating
the risks associated with accident-prone intersections.

Autonomous vehicles rely heavily on accurate road object localization achieved
through a combination of sensors such as lidar, radar, cameras, etc. However, these
sensors will face limitations in complex tra ¢ scenarios such as intersections. There-
fore, stationary sensors installed at intersections can enhance their detection capabil-

ities by positioning occluded or blind spot road objects. Their elevated installation
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position provides clear visibility and reduced object occlusion, signi cantly improving

the detection capabilities crucial for enhancing road safety and optimizing tra ¢ ow.

Figure 1.1: An intersection view captured by an overhead sheye camera.

Furthermore, value-added services, derived from data collected by stationary sen-
sors, can provide valuable insights for e cient tra ¢ management. A critical aspect of
intersection analysis involves classi cation and counting vehicle maneuvers, including
straight movements, right turns, left turns, and U-turns across multiple lanes lead-
ing to the intersection. Accurate real-time tra c count data obtained through this

analysis can provide strategies for improving tra ¢ ow dynamics, optimizing tra c
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signal control systems, and enhancing overall road safety measures.

To achieve these goals, it is necessary to have a wide eld of view from the in-
tersection, which can be attained by utilizing sheye lens cameras. An example of
such technology is GRIDSMART cameras, deployed in 1,200 cities worldwide [65],
demonstrating their broad application in tra c management and vehicle counting.
While the exact number of U.S. installations is not speci ed, their global presence
highlights their e ectiveness. As depicted in Figure 1.1, Monitoring intersections us-
ing sheye cameras presents a signi cant advantage by providing an expanded eld of
view, allowing for wider intersection coverage. The broader perspective o ers unique
insights into road object detection, enabling the tracking of road users over an ex-
tended distance. This remarkable capability results in valuable data that can be used
for localization of road objects and in-depth analysis of tra ¢ patterns and driver
behavior at intersections.

This thesis introduces a comprehensive framework designed to tackle the chal-
lenges of road object detection, localization, path-speci ¢ vehicle maneuver counting,
and illegal maneuver detection at intersections using images captured by sheye cam-
eras. By leveraging the unique capabilities of sheye vision, this research aims to
enhance intersection management and safety, paving the way for more e cient and

reliable tra ¢ systems in urban environments.

1.2 Objectives of the Study

Given the challenges associated with road object detection from sheye images, coop-
erative localization, and vehicle movement classi cation and counting, this doctoral

study aims to achieve the following primary objectives, as illustrated in Figure 1.2.

3
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The research will integrate these components into a uni ed pipeline to establish a
comprehensive system for detecting, positioning, and classifying vehicle movements

at intersections using sheye cameras.

1. Enhance the Average Precision(AP) of deep learning-based object detection

algorithms for overhead sheye images

" Develop a robust dataset tailored for training and evaluating object detec-

tion models with sheye images.

" Fine-tune an existing deep learning model speci cally for road object de-

tection tasks.

" Conduct a comparative analysis of the ne-tuned model's performance
against current state-of-the-art methods to assess improvements in average

precision.

2. Design and implement a localization algorithm for extracting object positions

from sheye images

" Establish a standardized calibration procedure for sheye cameras to en-

sure accurate image recti cation.

" Develop a localization algorithm that incorporates the 3D characteristics
of road objects within tra ¢ scenes, translating image coordinates to geo-

graphical coordinates (latitude and longitude).

~ Validate the positioning accuracy of the proposed algorithm for car and
pedestrian localization through rigorous eld testing and comparison with

ground truth data.
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3. Create a self-learning vehicle maneuver classi cation and counting algorithm

for intersections monitored by sheye cameras

" Design an e cient, lightweight algorithm with self-learning capability for

A

classifying and counting vehicle maneuvers, utilizing advanced detection
techniques to handle various types of vehicle movements, including right

turns, left turns, straight paths, and U-turns.

Implement and test the algorithm across multiple intersections to evaluate
its performance in di erent tra ¢ scenarios and ensure reliable classi ca-

tion and counting of vehicle maneuvers.

4. Develop an algorithm for detecting intersection tra c rule violations, including

Box-blocking and lllegal turns.

" Design the violation detection algorithm based on the vehicle maneuver

classi cation module.

" Real-time testing of the algorithm to evaluate its performance in detecting

di erent violations.

Figure 1.2: The proposed pipeline and solutions for road object localization,

movement classi cation, and illegal maneuver detection.
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This research will integrate these solutions into a cohesive system to advance the
eld of smart tra c management, o ering improved accuracy and functionality in

intersection monitoring and analysis.

1.3 Research Contributions

This research introduces novel contributions in cooperative road user localization and
vehicle movement counting at intersections using sheye perception. The proposed
framework o ers advancements in enhancing the safety, functionality, and e ciency
of connected automated vehicles (CAVs) and tra ¢ management systems.

Firstly, the research contributes to improving cooperative road user localization
by introducing a sheye perception algorithm designed for V2I communication. By
deploying stationary sheye cameras at strategic positions, particularly at intersec-
tions, the algorithm extends the perception range for CAVs, thereby addressing the
limitations of onboard perception sensors, especially in identifying occluded or blind
spot road users. Through experimental evaluations, the algorithm demonstrates sig-
ni cant accuracy and holds promise for real-world applications, thereby contributing
to the advancement of cooperative road user localization technology.

Secondly, the proposal presents an innovative framework for vehicle movement
counting at intersections utilizing sheye camera systems. This algorithm introduces
a novel Zone Sequence-Based counting methodology, which categorizes and collects
trajectory data and integrates the Density-Based Spatial Clustering of Applications
with Noise (DBSCAN) clustering algorithm. Moreover, the framework seamlessly

transitions into a hybrid mode, combining Zone Sequence-Based and Path-Based
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counting techniques. This ensures accurate vehicle counting even in challenging sce-
narios like broken tracks or partial trajectories. Experimental evaluations conducted

on real-world sheye camera footage datasets demonstrate the e cacy of proposed ap-
proach, achieving an impressive F1 score exceeding 98% across all tested intersections.
These ndings underscore the potential of the framework for real-world applications

in tra ¢ management, contributing signi cantly to advancing intersection monitoring

and control systems.

Thirdly, both developed systems benet from a ne-tuned model for road object
detection in overhead sheye images. Trained on a comprehensive dataset sourced
from COCO, this model has been rigorously optimized to avoid over tting, ensur-
ing its applicability across diverse tra c scenarios and geographical locations. Its
robustness for object orientation and adaptability nominates it as a versatile object
detection model in overhead sheye images within tra c scenes.

Finally, This research provides a real-time illegal maneuver identi cation method
for monitoring intersections using a designed detection and tracking framework for
sheye cameras installed at intersections. The proposed algorithm classi es the tra-
jectories accurately by Itering broken trajectories and noisy data far from the junc-
tion. By rectifying the detection data and classifying the maneuvers, the algorithm
can distinguish vehicles arriving from various paths and detect prohibited turns and

box-blocking violations.

1.4 Thesis Outline

This thesis is organized into seven chapters, each addressing key aspects of road object

detection, localization, and vehicle maneuver analysis using sheye camera imagery.

7
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Chapter 2, titled "Road Object Detection in Overhead Fisheye Images," intro-
duces the challenges and methodologies associated with detecting road objects from
sheye images. It begins with a background and review of related work, followed by a
detailed explanation of the methodology used in this research. The chapter presents
the results and discusses their implications, concluding with a summary of the key
ndings.

Chapter 3, "Camera Calibration Considering Road Surface Elevation," focuses
on the calibration techniques necessary for accurate image recti cation, especially
considering variations in road surface elevation. This chapter includes a review of
existing camera models and calibration methods, describes the proposed calibration
procedures, and presents the calibration process results. It concludes with a summary
of the calibration results by comparing them with a traditional calibration method.

Chapter 4, "Localization and Bird's Eye View Mapping of Road Users," addresses
the development of localization algorithms and their application in creating bird's eye
view maps of road users. This chapter outlines the methodology for localization and
mapping of cars and pedestrians, presents the results obtained, and discusses the
ndings. It concludes with a summary of the results.

Chapter 5, "Vehicle Maneuver Classi cation at Intersections by Learning Tra c
Patterns," explores the classi cation and counting of vehicle maneuvers at intersec-
tions. The chapter employs clustering techniques to analyze tra c patterns and
classify maneuvers such as right turns, left turns, straight paths, and U-turns. It
details the methodology used, discusses the results, and concludes with a summary
of the vehicle maneuver classi cation and counting performance.

Chapter 6, "Application of Vehicle Maneuver Classi cation in Detecting lllegal
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Maneuvers," extends the vehicle maneuver classi cation framework to identify and
analyze illegal maneuvers. This chapter evaluates the practical implications of the
classi cation system for tra ¢ enforcement and safety, presenting results and dis-
cussing their signi cance. The chapter concludes with a summary of the ndings and
their potential applications.

Finally, Chapter 7, "Conclusion and Future Work," synthesizes the research nd-
ings from the previous chapters, discusses the contributions of the study, and out-
lines potential directions for future research. This concluding chapter provides a
comprehensive overview of the research achievements and suggests areas for further

exploration and development.



Chapter 2

Road Object Detection in

Overhead Fisheye Images

The advent of advanced camera technologies and the increasing integration of surveil-
lance systems in tra ¢ management have underscored the importance of e ective
road object detection. Overhead sheye cameras, with their wide eld of view, o er
a promising solution for comprehensive tra ¢ monitoring and analysis, particularly
at intersections where complex vehicle interactions occur. However, algorithms de-
signed for detecting objects in side-view, standard-lens images struggle to perform
e ectively on overhead sheye images because of their distinctive radial geometry
and barrel distortions [26]. This chapter delves into the methodologies and challenges
associated with road object detection using overhead sheye images, highlighting the
unique characteristics and advantages of sheye cameras in tra ¢ scenarios.
Detecting road objects from overhead sheye images involves several challenges

that are distinct from those encountered with standard perspective cameras. The

10
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wide-angle lens introduces objects with diverse orientations and signi cant radial dis-
tortion, which can complicate the detection and localization of objects. Additionally,
the curvature of the image can cause objects at the periphery to appear in compact
size, necessitating specialized preprocessing techniques.

Another challenge is the high density of objects and the potential for occlusion,
particularly at busy intersections. The ability to di erentiate between overlapping
or closely packed objects is crucial for accurate detection and subsequent analysis.
Furthermore, variations in lighting conditions, weather, and the dynamic nature of
tra c require robust and adaptable detection algorithms.

The primary objectives of road object detection in overhead sheye images are to
enhance the accuracy and reliability of object detection algorithms and to improve
the overall system's ability to monitor and analyze tra ¢ conditions. This chapter

aims to address the following objectives:

" Develop and re ne object detection algorithms that are speci cally tai-
lored for overhead sheye images, improving their ability to handle size and

orientation variation.

A

Evaluate the performance of existing deep learning-based object detection
models when applied to sheye images, identifying strengths and areas for im-

provement.

" Propose novel ne-tuning technique to mitigate the e ects of object ori-

entation and enhance the detection of road objects in complex tra ¢ scenarios.

To achieve these objectives, this chapter is organized as follows: Section 2.2 in-

troduces the conventional camera sensors used for tra ¢ monitoring. Section 2.3

11
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reviews related work in object detection, speci cally for sheye images, providing a
comprehensive overview of current methods, their limitations, and evaluation metrics.
Section 2.4 details the methodology employed in this chapter, including the dataset
preparation, training details, and evaluation metrics used. Section 2.5 presents the
results of the proposed method, including a comparison with existing approaches.
Finally, Section 2.6 summarizes the key ndings of this chapter and discusses their
implications for future research and practical applications in tra ¢ management.

In conclusion, this chapter aims to advance the eld of road object detection by
addressing the unique challenges posed by sheye imagery and proposing innovative
solutions to enhance detection performance. The insights gained will contribute to
the development of more e ective tra c monitoring systems and improved safety

measures at intersections.

2.1 Cameras

In the realm of smart transportation systems, camera sensors play a critical role in
monitoring and analyzing tra c, detecting objects, and ensuring road safety. These
sensors capture visual data that can be processed to provide real-time insights into
the behavior of vehicles, pedestrians, and other road users. Various types of camera

sensors are utilized, each with its own strengths and applications.

1Some part of this section is based on the research paper [5] submitted to IEEE Transactions on
Intelligent Transportation Systems

12
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2.1.1 Conventional Cameras

Standard cameras with narrow eld-of-view (FOV) lenses are commonly used for de-
tailed monitoring and object detection. These cameras o er high-resolution imagery
and are e ective for tasks requiring precise visual detail, such as highway monitor-
ing as in Figure 2.1, recognizing tra c signs, or reading license plates. However,
their limited FOV restricts the area they can cover, necessitating the use of multiple

cameras to monitor large intersections or complex road layouts.

Figure 2.1: Highway tra c monitoring by conventional cameras.

2.1.2 Stereo Cameras

A stereo camera is equipped with two or more lenses, each paired with its own image
sensor or Im frame. This setup enables the camera to mimic human binocular vi-
sion, allowing it to capture three-dimensional images through a process called stereo

photography. By capturing images from di erent viewpoints, stereo cameras can

13



Ph.D. Thesis { M. Adl; McMaster University { Mechanical Engineering

generate 3D representations of the scene, making them ideal for applications like
distance measurement, obstacle detection, and advanced driver-assistance systems
(ADAS). Despite their bene ts, stereo cameras can be complex to calibrate and re-

quire sophisticated algorithms to interpret the depth data accurately.

2.1.3 Fisheye Lens Cameras

Fisheye lens cameras are a specialized type of wide-angle camera sensor designed to
capture an extremely broad FOV, often approaching or exceeding 180 degrees. These
cameras are particularly valuable in smart transportation systems, where monitoring

large areas with minimal sensor deployment is advantageous, as shown in Figure 2.2.

Figure 2.2: A sheye view of tra c at an intersection.
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The primary advantage of sheye lens cameras is their ability to capture an al-
most hemispherical view of the surroundings. This makes them highly e ective for
intersection monitoring, where a single camera can cover all directions simultaneously.
The wide FOV reduces the need for multiple cameras, simplifying installation and
maintenance while ensuring comprehensive coverage.

The extreme wide-angle nature of sheye lenses introduces signi cant distortion,
particularly at the edges of the image. This distortion, known as barrel distortion,
causes straight lines to appear curved. While this e ect can be visually striking, it
presents challenges for image processing and object detection algorithms, which must
account for the non-linear nature of the captured imagery.

Fisheye lens cameras are well-suited for applications such as road object detection,
trac ow analysis, and intersection surveillance. Their ability to monitor large
areas from a single vantage point makes them ideal for complex environments where
traditional cameras might struggle to provide su cient coverage.

Despite their benets, sheye lens cameras require careful calibration and ad-
vanced image processing techniques to correct for distortion and extract meaningful
data. Algorithms speci cally designed to handle sheye imagery, such as de-warping
techniques or sheye-adapted object detection models, are essential to maximize the
utility of these sensors.

In summary, sheye lens cameras o er signi cant advantages in terms of FOV and
area coverage, making them essential tools in smart transportation systems. However,
their e ective use depends on addressing the challenges posed by image distortion and
ensuring that processing algorithms are appropriately adapted to handle the unique

characteristics of sheye imagery.
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2.2 Object Detection

Object detection is a fundamental task in computer vision that focuses on identifying
and locating objects within digital images. As illustrated in Figure 2.3, by determin-

ing the presence and position of speci c classes of objects, such as vehicles, object
detection provides essential information for various applications in the eld. The key
objectives of object detection are to achieve high accuracy in both classifying ob-
jects and pinpointing their exact locations while also maintaining e cient processing

speeds [132].

Figure 2.3: Sample detected vehicles from KITI dataset [36].

This task is crucial not only as a standalone problem but also as a foundation
for more complex vision tasks like instance segmentation [44, 14], image captioning
[96, 118], and object tracking [11, 126]. In recent years, the rise of deep learning [51]
techniques has signi cantly advanced the eld, resulting in notable improvements
in detection performance and making it a focal point of research. Consequently,
object detection has become a vital component in numerous real-world applications,

including autonomous vehicles, robotic vision, and surveillance systems [132].
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Despite its progress, object detection faces several challenges, such as handling
varying viewpoints, lighting conditions, and intraclass variations. Additional com-
plexities arise from issues like object rotation, scale changes, and the need for precise
localization, particularly in cases involving small, dense, or occluded objects. Ad-
dressing these challenges continues to be a driving force in the ongoing development

of object detection technologies.

2.2.1 Traditional Methods

Object detection has evolved signi cantly over the years, with early techniques fo-
cusing on handcrafted features and innovative approaches to image analysis. Key

milestones in traditional object detection include:

~ Viola-Jones Detector (2001): This approach marked a breakthrough in
real-time face detection, achieving remarkable speed through techniques like in-
tegral images, feature selection, and detection cascades, all while using a sliding

window method to scan images [97, 98].

"~ HOG Detector (2005): The Histogram of Oriented Gradients (HOG) de-
scriptor [23] is a robust feature descriptor for detecting pedestrians in images.
The paper demonstrated how HOG captures object shape and appearance by
analyzing local gradient orientations and their distributions, signi cantly im-
proving pedestrian detection performance compared to previous methods. This
approach has since become a fundamental technique in object detection and

computer vision.

" Deformable Part-Based Model (DPM) (2008): DPM [29] introduced a
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transformative approach to object detection using a deformable part model.
This model breaks objects into exible components, such as a car's windows,
body, and wheels, which enhances its ability to handle variations in shape and
appearance. By incorporating multiscale detection and discriminative training,

the model improves accuracy and robustness

Figure 2.4. An overview of object detection methods, highlighting Key detectors
[132].

2.2.2 Deep Learning-Based Methods

The evolution of deep learning-based object detection has been driven by signi cant
advancements in both two-stage and one-stage approaches as depicted in Figure 2.4,
beginning with the introduction of Regions with CNN features (RCNN) in 2014.
RCNN [38] marked a pivotal shift by utilizing convolutional neural networks (CNNs)

to classify object proposals generated by selective search, which improved mean Av-
erage Precision (mAP) signi cantly but at the cost of speed, with detections taking

around 14 seconds per image. SPPNet [43] introduced spatial pyramid pooling (SPP)
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to generate xed-length feature representations regardless of input size, drastically
reducing computation time by avoiding repetitive feature extraction for overlapping
proposals. This innovation made detection 20 times faster than RCNN without com-
promising accuracy, but the model still required multiple stages of training and only
ne-tuned speci ¢ layers of the network.

Building on these innovations, Fast RCNN [37] was introduced in 2015, further
streamlining object detection by enabling simultaneous training of a detector and
a bounding box regressor within a unied network. This integration resulted in
a signi cant speedup, increasing the detection speed over 200 times compared to
RCNN while boosting the mAP to 70.0% on the VOCO7 dataset. However, Fast
RCNN's performance was still limited by the need for external region proposals. This
limitation was addressed by Faster RCNN [73], which introduced a Region Proposal
Network (RPN) that generated region proposals directly within the network, making
it the rst near-real-time object detector with a mAP of 42.7% on the COCO dataset
and 17 frames per second (fps) with ZF-Net neural architecture. Faster RCNN set
a new standard by integrating the key components of object detection|proposal
generation, feature extraction, and bounding box regression|into a single end-to-end
learning framework. However, it faced challenges with computational redundancy in
the subsequent detection stages.

Feature Pyramid Networks (FPNs) [56] were developed to further enhance detec-
tion across di erent scales in 2017. FPNs introduced a top-down architecture with
lateral connections, allowing for high-level feature representation at all scales, signi -
cantly improving the detection of objects of varying sizes and becoming a foundational

element in many modern detectors.
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One-stage detectors emerged as a faster and more e cient alternative to the two-
stage models, with the introduction of You Only Look Once (YOLO) [72] in 2015,
which transformed object detection by processing the entire image in a single pass.
YOLO's innovative approach of dividing the image into regions and predicting bound-
ing boxes and class probabilities simultaneously resulted in an extraordinary increase
in detection speed, with a fast version running at 155 fps and achieving a VOCO07
mAP of 52.7%. However, this speed came at the cost of lower localization accu-
racy, particularly for smaller objects. To address these challenges, the Single Shot
Multibox Detector (SSD) [58] was developed, introducing multiscale feature maps to
detect objects of varying sizes within a single network pass. SSD achieved a bal-
ance between speed and accuracy, running at 59 fps with a COCO mAP of 46.5%.
RetinaNet [57], introduced in 2017, tackled the signi cant issue of class imbalance
that hindered the performance of one-stage detectors. By implementing the focal
loss function, RetinaNet focused more on di cult-to-classify examples during train-
ing, enabling one-stage detectors to reach accuracy levels comparable to two-stage
detectors while maintaining high detection speed, with a COCO mAP of 59.1%.

Further innovations in one-stage object detection came with models like CornerNet
[50] and CenterNet [128], which shifted away from traditional anchor-based methods
to keypoint-based detection. CornerNet, introduced in 2018, approached detection
by predicting the corners of bounding boxes instead of using prede ned anchor boxes,
which helped reduce the complexity associated with anchor-based methods and im-
proved detection accuracy with a COCO mAP of 57.8%. CenterNet, developed in
2019, simpli ed the detection process even further by predicting the center point of

an object and regressing all other attributes from this central reference, such as size,
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orientation, and pose. This model eliminated the need for complex post-processing
steps like non-maximum suppression (NMS) and keypoint grouping, resulting in a
fully end-to-end detection network that could handle multiple tasks within a single
framework, achieving a COCO mAP of 61.1%. The eld saw another major advance-
ment with the introduction of DETR [15] in 2020, which utilized Transformers to
rede ne object detection as a set prediction problem. DETR discarded traditional
convolutional operations in favor of attention mechanisms, enabling global context
awareness and the elimination of anchor boxes and points. While DETR faced chal-
lenges with convergence speed and small object detection, its follow-up, Deformable
DETR [131], addressed these issues, achieving state-of-the-art performance on the
MSCOCO dataset with a mAP of 71.9%. This development marked a new era in ob-
ject detection, where the focus shifted toward fully end-to-end and transformer-based

models.

2.2.3 Object Detection in Fisheye Images

Generic deep learning-based object detection algorithms face challenges when pro-
cessing sheye images from an overhead perspective. This limitation arises from their
training on rectilinear images, where objects mostly stand upright. The accuracy
of vehicle detection and tracking in sheye camera tra ¢ scenes using the YOLOvV5
algorithm has been enhanced in [7] by implementing the bounding box propagation
technique across video frames. The author in [129] proposes a framework using a
MobileNet-based neural network for sheye images trained on a custom dataset with
rotation augmentation. Fisheye images in [54, 4] are rotated to analyze their up-

per regions for improved detection performance. Techniques like rotation-equivariant
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training [111] and angle regression [26] have also been explored to improve object
detection in sheye images.

Another signi cant contribution is the FishEye8K benchmark dataset introduced
in [41] for road object detection using sheye cameras. This dataset comprises 157K
bounding boxes across ve classes and includes benchmark results of state-of-the-art
models such as YOLOvV5, YOLOR, YOLO7, and YOLOV8, demonstrating YOLOvV7-
e6e's superior recall on this dataset. While signi cant research has explored object
detection using overhead sheye cameras, particularly in people detection, few studies

have addressed road user detection in overhead tra c scenes.

2.2.4 Datasets
Rectilinear image datasets

Over the years, several datasets have become benchmarks for evaluating the per-
formance of object detection models. These datasets have played a pivotal role in
advancing the eld by providing diverse and challenging environments for training
and testing algorithms. Some of the most renowned object detection datasets that
have shaped the landscape of this domain have been highlighted here.

1. Pascal VOC (Visual Object Classes) [28]: The dataset, rstintroduced in 2005,
is one of the earliest and most in uential datasets in object detection. It contains a set
of standardized image datasets for object class recognition, which includes 20 object
classes, such as people, animals, vehicles, and household items. The dataset provides
annotated images with bounding boxes and object labels, making it a popular choice
for evaluating object detection algorithms. The challenges organized around Pascal

VOC, especially the VOC 2007 and VOC 2012, have signi cantly improved object
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detection techniques.

2. COCO (Common Objects in Context) [55]: The dataset, introduced by Mi-
crosoft in 2014, is widely regarded as one of the most comprehensive object detection
datasets available. It contains over 330,000 images, with over 200,000 labeled images
and 1.5 million object instances across 80 object categories. What sets COCO apart
is its focus on detecting objects in complex and diverse scenes, where objects often
overlap or appear in non-canonical poses. As demonstrated in Figure 2.5, the dataset
also includes annotations for object segmentation and keypoint detection, providing

diverse challenges for object detection models.

Figure 2.5: Sample detected and segmented objects from Microsoft COCO dataset
[55].

3. ImageNet [74]: Although primarily known for image classi cation, this dataset
has an object detection subset known as ImageNet Object Detection. This subset was

created as part of the ImageNet Large Scale Visual Recognition Challenge (ILSVRC)
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and includes more than 400,000 images with bounding box annotations for 200 object
categories. The sheer size and variety of the dataset have made it a cornerstone
for training deep learning models, contributing signi cantly to the development of
advanced object detection techniques.

4. Open Images [49]: This large-scale dataset released by Google contains over
9 million images with around 15 million bounding boxes across 600 object classes.
Unlike other datasets, Open Images provides hierarchical labels and supports visual
relationship detection, object segmentation, and instance segmentation. This dataset
is particularly useful for training and evaluating models that need to understand com-
plex relationships between objects and their attributes in a diverse range of contexts.

5. The KITTI dataset [35]: The dataset is speci cally designed for applications
in autonomous driving, making it a crucial resource for research in this domain. It
contains images captured from a vehicle-mounted camera system, with annotations
for various objects such as cars, pedestrians, and cyclists. The dataset also includes
stereo images, 3D point clouds, and odometry data, enabling the development of
object detection algorithms that can be applied to real-world driving scenarios. The
KITTI object detection benchmark has become a standard for evaluating models in
the context of autonomous vehicles.

6. Cityscapes [21]: This dataset is another dataset tailored for autonomous driving
applications. It consists of high-resolution images captured in urban environments,
with annotations for objects like cars, pedestrians, and tra c signs. Cityscapes is par-
ticularly known for its pixel-level annotations used for object detection and semantic
segmentation tasks. The dataset provides a challenging setting for object detection

models due to the diversity of scenes and the presence of occlusions, varying weather
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conditions, and di erent times of day.

Fisheye Datasets for Object Detection

1. WoodScape [116]: The dataset is a comprehensive sheye dataset tailored for au-
tonomous driving applications to sense the vehicles around with four sheye cameras.

It comprises images captured from a vehicle using four sheye cameras, providing

a full 360-degree view of the surrounding environment. The dataset includes over
10,000 annotated images, covering many object classes such as vehicles, pedestrians,
tra c signs, and lane markings. WoodScape is particularly valuable for its dense se-
mantic segmentation masks, which support multi-task learning for object detection,
segmentation, and other vision tasks. This dataset is crucial for developing models
that can accurately interpret the heavily distorted images produced by sheye lenses,
especially in complex driving scenarios.

2. The FishEye8k [41]: This dataset is a specialized resource designed for sheye
camera object detection in urban environments from tra c cameras. It contains ap-
proximately 8,000 images captured using sheye cameras with a wide eld of view.
The dataset includes bounding box annotations for various urban objects, includ-
ing pedestrians, bikes, cars, trucks, and buses. FishEye8k addresses the signi cant
challenges posed by the distortion inherent in sheye imagery, providing real-world
scenarios where objects appear with varying levels of distortion, especially near the
image edges. This dataset is essential for training models that accurately detect ob-
jects in sheye images, particularly in the context of smart city initiatives and urban
tra c management.

3. The LOAF [111] (Large-scale Overhead Annotated Fisheye): This dataset
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is the rst extensive dataset designed for person detection and localization using
overhead sheye cameras. LOAF contains 600,000 annotated bounding boxes with
ground-truth location information, covering diverse scenes, human poses, densities,
and locations. The dataset features radially aligned body boxes to address position-
ing challenges. It aims to stimulate research by providing comprehensive data for
developing robust person detection and localization methods in large eld-of-view
scenarios.

The aforementioned datasets have been instrumental in pushing the boundaries
of object detection technology. By providing a variety of challenging scenarios, these
datasets have enabled researchers to develop and re ne algorithms that are more
robust, accurate, and capable of handling real-world complexities. As object detection
continues to evolve, the importance of these datasets remains, serving as benchmarks

that guide future innovations in the eld.

2.2.5 Evaluation Metrics

In the eld of object detection, assessing the performance of algorithms is essential for
understanding their e ectiveness in identifying and localizing objects within images.
Key metrics used for this evaluation include Precision, Recall, Average Precision,
and Mean Average Precision. These metrics provide a comprehensive view of how
well an object detection algorithm performs in terms of accuracy and completeness.
This subsection will explain these metrics, focusing on their application in evaluating
object detection algorithms. Before delving into the speci cs, it will brie y overview
key algorithms and de nitions that serve as prerequisites for a thorough understanding

of these evaluation metrics.
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Intersection over Union (loU)

Intersection over Union (loU) is a fundamental metric used in object detection to eval-
uate the accuracy of predicted bounding boxes relative to the ground truth bounding
boxes. It provides a quantitative measure of how well the predicted object localization
matches the actual object position within an image. As depicted in Figure 2.6, loU
is de ned as the ratio of the area of overlap between the predicted bounding box and
the ground truth bounding box to the area of their union. This metric is essential for
assessing the localization performance of object detection algorithms. The formula

for loU is given by:

Figure 2.6: lllustration of Intersection over Union (loU) metric, depicting the
overlap between the predicted and ground truth bounding boxes.

loU = Area of Intersection
~ Area of Union

(2.2.1)
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where:

" Area of Intersection represents the area where the predicted bounding box
and the ground truth bounding box intersect. This overlap area indicates the

extent to which the predicted box aligns with the actual object location.

" Area of Union represents the total area covered by both bounding boxes
combined. It is calculated as the sum of the areas of the predicted and ground

truth bounding boxes, minus the area of their overlap.

The IoU metric is crucial for evaluating the performance of object detection mod-
els. It provides a measure of localization accuracy by quantifying how well the pre-
dicted bounding boxes match the true object positions. High IoU values indicate a
strong alignment between the predicted and ground truth boxes, re ecting e ective
object localization. Conversely, low loU values suggest that the predicted boxes do
not accurately capture the location of the objects. loU is widely used to assess and
compare the performance of di erent object detection algorithms, as it o ers a clear

and objective criterion for evaluating model accuracy in terms of localization.

True Positives, False Positives, and False Negatives in Object Detection

In the context of object detection, accurately evaluating the performance of a model
involves classifying its predictions into various categories: True Positives (TP), False
Positives (FP), and False Negatives (FN) as depicted in Figure 2.7. These classi -
cations are crucial for computing metrics such as precision and recall, which in turn
help in assessing the model's e ectiveness in identifying and localizing objects within

images.
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Figure 2.7: True positive (TP): the detected object matches the actual object in the
image. False positive (FP): the model detects an object where there is none. False
negative (FN): the model fails to detect an object that is actually present in the
image [69].
True Positives (TP) are predictions made by the object detection model that

correctly identify and localize an object. A predicted bounding box is classi ed as a

True Positive if it meets the following criteria:

1. Correct Classi cation: The predicted class label matches the true class label of

the object.

2. Su cient Overlap: The Intersection over Union (loU) between the predicted
bounding box and the ground truth bounding box meets or exceeds a prede ned
loU threshold. Typically, this threshold is set to 0.5 or other levels depending

on the evaluation protocol.

False Positives (FP) are predictions where the object detection model incor-
rectly identi es an object or incorrectly localizes it. A predicted bounding box is

classi ed as a False Positive if it satis es one of the following conditions:

1. Incorrect Classi cation: The predicted class label does not match the true class
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label of the object.

2. Insu cient Overlap: The loU between the predicted bounding box and the
ground truth bounding box is below the prede ned IoU threshold, even if the

predicted class label is correct.

False Negatives (FN) refer to ground truth objects that the model fails to
detect. A ground truth bounding box is classi ed as a False Negative if it does
not have a corresponding predicted bounding box with an loU above the prede ned
threshold. In other words, False Negatives occur when the model misses detecting an
object that is present in the image.

Formally, a ground truth object is considered a False Negative if there is no pre-
dicted bounding box with an loU meeting or exceeding the threshold, or if all pre-
dicted bounding boxes that do overlap have a lower loU score than the threshold.

To summarize, the de nitions of True Positives, False Positives, and False Nega-
tives in object detection are essential for evaluating and understanding model perfor-

mance:

" True Positives (TP) are correct detections that match both in classi cation

and localization.

" False Positives (FP) are incorrect detections, either due to incorrect classi -

cation or insu cient localization overlap.

" False Negatives (FN) are missed detections where the model fails to identify

objects that are present in the ground truth.
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These classi cations enable the calculation of performance metrics such as preci-
sion and recall, providing insights into the strengths and weaknesses of object detec-

tion models.

Precision

Precision in object detection measures the accuracy of the algorithm's positive detec-
tions. Speci cally, it is the proportion of true positive detections among all detections
made by the algorithm. In other words, Precision tells us how many of the detected
objects are correctly identi ed.

The formula for Precision is:

True Positives (TP)

Precision = — — :
True Positives (TP) + False Positives (FP)

(2.2.2)

High Precision indicates that when the algorithm detects an object, it is likely to
be correct. This is particularly important in applications where false detections can

be costly or problematic, such as in autonomous driving systems.

Recall

Recall, also known as the True Positive Rate, measures the algorithm's ability to
identify all relevant objects within the images. It is the proportion of true positive
detections among all actual objects that should have been detected. Recall assesses
how well the algorithm captures all instances of objects.

The formula for Recall is:

True Positives (TP)

Recall = — . :
a True Positives (TP) + False Negatives (FN)

(2.2.3)
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High Recall ensures that the algorithm identi es as many relevant objects as
possible, which is crucial in scenarios where missing an object can have signi cant

consequences, such as in security surveillance or medical imaging.

Precision and Recall Curve

The Precision-Recall (PR) curve is a crucial tool for evaluating classi cation models,
particularly in object detection tasks. As illustrated in Figure 2.8, it visually repre-
sents the relationship between precision and recall across varying con dence thresh-
olds, providing insights into the model's performance under di erent conditions.

In object detection, the con dence thresholds used to plot the PR curve are often
based on Intersection over Union (loU) values. IoU measures the overlap between
the predicted bounding boxes and the ground truth boxes. By setting di erent loU
thresholds, the PR curve evaluates how well the model's detections align with the
true objects in the image. Each loU threshold de nes a criterion for determining
whether a predicted detection is considered a true positive or a false positive.

As the loU threshold varies, precision and recall values are computed, re ecting the
model's performance in identifying objects and avoiding false detections. Generally,
higher loU thresholds mean that detections must have a greater overlap with ground
truth boxes to be considered correct, which can increase precision but may reduce
recall. Conversely, lower loU thresholds require less overlap, which might improve
recall but can lead to more false positives.

The PR curve, plotted with precision on the y-axis and recall on the x-axis for
various loU thresholds, illustrates these trade-os. A curve closer to the top-right

corner indicates better overall performance, with high precision and recall across
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Figure 2.8: The ideal Precision-Recall curve begins at P=1, R=0 in the top left and
progresses toward P=0, R=1 in the bottom right to capture the entire area under
the curve (AP). By adjusting the con dence threshold, a speci ¢ point on the curve
can be selected for model operation. Depending on the application, precision may
be prioritized over recall or vice versa [94].

di erent loU thresholds. The area under the PR curve (AUC) provides a single
metric summarizing the model's performance, with a higher AUC indicating superior
performance.

In summary, the Precision-Recall curve, using loU-based thresholds, o ers a com-
prehensive view of an object detection model's e ectiveness. It helps in understanding
the balance between precision and recall and provides insights into the model's ability

to detect objects accurately across varying levels of overlap with ground truth.

Average Precision

Average Precision (AP) provides a comprehensive measure of an algorithm's perfor-

mance in object detection by summarizing precision across di erent recall levels, as
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depicted by the Precision-Recall (PR) curve in Figure 2.8. This metric is particularly
useful for evaluating models where detection thresholds and performance can vary
widely.

AP is derived from the PR curve by integrating precision values at various levels
of recall. It e ectively captures the model's ability to maintain high precision as
recall changes, giving an overall performance assessment. The Average Precision is
computed as the area under the Precision-Recall curve, which the following formula

can approximate:

1 -
AP = N Precision (Recall Recall ;); (2.2.4)

i=1
whereN is the number of recall points.

This metric is valuable because it consolidates the model's performance across
various thresholds into a single value. By examining the area under the PR curve,
Average Precision re ects how well the model balances precision and recall across
di erent levels of detection overlap.

Finally, AP, is a speci ¢ measure of AP where the detection performance is eval-
uated with an Intersection over Union (loU) threshold set tox. For example, ARys
gives a general idea of how well the model performs when the overlap requirement for
a successful detection is moderate. This means that a prediction is considered correct

if the overlap between the predicted and true object boundaries is at least 50%.

Mean Average Precision

Mean Average Precision (mAP) extends Average Precision to evaluate the perfor-

mance of object detection algorithms across multiple classes or images. It provides
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an overall measure of how well the algorithm performs in detecting objects of di erent
categories or in various images.

The formula for Mean Average Precision is:

1 X
mMAP = c AP;; (2.2.5)
i=1
where C represents the total number of classes and ARlenotes the Average Pre-
cision for thei-th class. mAP is particularly useful in multi-class object detection,
as it provides a comprehensive measure of performance across di erent categories or
instances, allowing for a holistic assessment of the algorithm's e ectiveness.

In object detection, Precision and Recall are fundamental metrics that evaluate
the accuracy and completeness of an algorithm's detections. Average Precision o ers
a detailed view by integrating Precision and Recall across di erent levels of recall,
while Mean Average Precision provides an overall assessment across multiple classes

or images.

2.3 Rotation-Augmented Training for Fisheye Ob-
ject Detection

Most generic object detection algorithms, while initially e ective with their default
weights, encounter challenges when applied to sheye images captured from an over-
head perspective, particularly in identifying objects that exhibit non-upright orienta-
tions within the lower and central regions of the image. This diminished performance
stems from the model's training on rectilinear images, where objects typically main-

tain an upright orientation.
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Since conventional Convolutional Neural Networks (CNNs) are not equivariant
under rotations, their responses vary with image orientation, preventing them from
automatically generalizing learned patterns for diverse orientations of objects [105].
This is particularly challenging with overhead sheye images, where objects appear
in radial directions within a circular image. To address this limitation, we propose
rotation augmentation during training. By rotating the images and including these
rotated versions in the training dataset, we can help the CNNs learn to recognize
features in diverse orientations. This approach aims to make models more robust and
capable of generalizing learned patterns, thereby achieving a degree of rotation invari-
ance. This method is applicable to any object detection algorithm that incorporates
CNNs, including popular frameworks such as the YOLO family, Faster R-CNN, SSD,
DERT, and others.

Considering the crucial latency requirements for cooperative localizations, YOLOv7
is chosen for ne-tuning due to its distinguished real-time processing capabilities, pre-
cision, and e ectiveness in detecting small objects. A labeled dataset in which objects
are segmented is required for this task. Therefore, we use the COCO dataset [55] for
ne-tuning the model. Speci cally, two Iters are undertaken to select and prepare
images from this dataset, ensuring their e ectiveness in training the model for over-
head sheye tra c scenes.

First, the COCO dataset, which includes 80 object categories, is re ned to retain
only the images containing at least one road object. Second, due to the camera's
elevated installation and wide eld of view, these images' objects often appear smaller
than conventional datasets like COCO, where larger objects typically dominate. To

address this, size-based thresholds for maximum coverage across the entire image area
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Figure 2.9: A sample rotated image from the COCO dataset with horizontal
bounding boxes for road objects extracted from rotated segmentation polygons [55].

are applied during data preprocessing: 5% for persons, bicycles, and motorcycles;
10% for cars; 25% for buses and trucks; and 15% for non-road user objects, based on
average dimensions. These thresholds ensure that object representations align with
those observed in elevated sheye cameras.

Uniform rotation augmentation is crucial for simulating the diverse orientations

of objects as seen through tra c sheye cameras. A set of rotation angles for each

image is de ned as follows:

Angles= +n %jano;l;:::;N 1g ; (2.3.1)
whereN is the number of rotations of each image, andis a random angle in the range
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[O; %). The rotation angle set ensures a uniform distribution of rotation angles,
preventing over tting to certain orientations and enhancing the model's performance
across various object placements. Each image is rotated around the image center
according to the generated angles. As depicted in Figure 2.9, the annotations are
rotated corresponding to each rotated image. This involves rotating the polygonal
annotation vertices around the image's center at the same angle and tting a new

bounding box to the rotated polygon.

2.4 Evaluation of the Fine-Tuned Model

After ltering the COCO dataset for speci ¢ object classes and sizes, 24,460 images
remain for training. The YOLOv7-e6e model for 1280 1280 image sizes is retrained
using a rotation augmentation parameterN = 20 for 200 epochs on this dataset.
A small labeled dataset comprising 600 overhead sheye images captured by an in-
stalled camera at an intersection (Longwood-Frid intersection in Hamilton city) is also
prepared as the validation dataset. The performance of the retrained YOLOv7-e6e
model is quantitatively evaluated against its original training on the COCO dataset
[114] and another retraining using the FishEye8K dataset [41], focusing on pedestrian

and car detection metrics.
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