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Abstract

Temporal graphs play a crucial role in modelling dynamic applications where (node)
attribute values change over time. However, in some domains, speci c attribute value
relationships are expected to remain consistent over a time-interval. For example, in
therapeutic drug monitoring, the measurement of speci ¢ drug levels is expected to
remain constant at de ned time intervals. A patient must be given a drug dose within
a time interval to ensure e ective and therapeutic drug concentrations remain in the
body. Existing work has largely focused on static graphs, and are unable to capture
attribute value relationships over a time interval. Recent work has proposed a new
class of dependencies, Temporal Graph Functional Dependencies (TGFDs) that model
such semantics [Alipour et. al]. However, declarative speci cation of these constraints

is challenging given the large-scale of real-life graphs.

In this thesis, we propose, ParaTGFDMiner, a parallel discovery algorithm to iden-
tify TGFDs from large-scale graphs. Given an input graph G, ParaTGFDMiner discov-
ers TGFDs by rst generating candidate constraints locally at each worker node from
a subset of G. A coordinator then validates and merges these candidate constraints,
across all workers, to compute high-frequency TGFDs that are satis ed in G. We

propose two optimizations that implement asynchronous processing to minimize idle



time, and fast graph pattern matching to identify high-likelihood candidates. Our
evaluation on two real large-scale graphs demonstrate that ParaTGFDMiner is up to

60% faster than baseline approaches.
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We make the following contributions:

" New parallel algorithm for ~ TGFD discovery. We presentParaTGFDMiner
a parallel algorithm for discoveringTGFDsin large-scale temporal graphs.
ParaTGFDMinere ciently generates and processes matches in two phases: by
vertically expanding graph patterns with the most frequent edges, and by hor-
izontally expanding graph nodes to associate attribute dependencies and value
constraints. We search for matches satisfying pre-de ned support thresholds
that fall within a time interval. We prune infrequent graph patterns and TGFDs

based on support thresholds to avoid redundantGFD candidates.

Performance optimizations for faster matching and candidate eval-
uation. We introduce two optimizations that signi cantly enhance runtime

performance:

1. Asynchronous and Parallel Processing: We perform pattern match-

ing and candidate evaluation in parallel using multiple worker threads.

XV



This enables simultaneous matching across multiple snapshots and concur-
rent evaluation of candidate dependencies, signi cantly reducing discovery
time. We implement this parallelism through Java 8'SCompletableFuture

and Spring Boot's @Asyncwhich allow for multi-threaded concurrent ex-
ecution of tasks, ensuring that tasks are processed asynchronously within

separate threads.

2. Fast Pattern Matching: We develop a fast matching algorithm that
enhances the e ciency of pattern matching by avoiding computationally
expensive isomorphism checks. Our method begins with an initial vertex-
type ltering to eliminate irrelevant vertices and identify candidates, fol-
lowed by simpli ed edge comparisons to verify essential connections, with-
out performing isomorphism checks after Itering. By bypassing complete
graph isomorphism checks, our approach signi cantly reduces computa-

tional overhead and time complexity during the matching process.

These optimizations lead to an average 90% reduction in runtime. Speci cally,
asynchronous processing reduced the pattern matching time by 45-50%, while
the fast matching algorithm decreased the matching overhead by 60-70% (Sec-

tion 7.4).

Scalable architecture for TGFD discovery. We design a distributed sys-
tem architecture consisting of a coordinator, worker nodes, a storage layer
(HDFS/S3), and a messaging system (ActiveMQ). This architecture supports
scalableTGFD discovery by managing graph partitioning, task distribution, and
result aggregation in a parallel and distributed environment, ensuring e cient

communication and coordination between components.
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" Comprehensive system evaluation. We evaluate ParaTGFDMineron two
real-world datasets, IMDB and DBpedia, to validate its scalability and e ec-
tiveness. We testedParaTGFDMines distributed scalability on AWS, where
our results show thatParaTGFDMinersigni cantly outperforms existing depen-
dency discovery methods, achieving a 62.87% speedup o&tDMinerParallel
on the IMDB dataset, and a 20.37% speedup on the DBpedia dataset. More-
over, ParaTGFDMinere ectively handles large datasets without encountering

out-of-memory issues.

Comprehensive system evaluation. We evaluate ParaTGFDMines dis-
tributed scalability and e ectiveness on two real-world datasets, IMDB and
DBpedia. The scalability of ParaTGFDMineris demonstrated through tests on
AWS using an increasing number of compute nodes. Our results show that
ParaTGFDMinersigni cantly outperforms existing parallel dependency discov-
ery methods likeGFDMinerParalle] achieving a 62.87% speedup on the IMDB
dataset and a 20.37% speedup on the DBpedia dataset, both tested in the
same distributed environment. Furthermore,ParaTGFDMinere ectively han-
dles large datasets without encountering out-of-memory issues, demonstrating

its robustness in distributed environments.
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Chapter 1

Introduction

Graphs play a crucial role in domains like social networks, knowledge graphs, and
temporal data management, where they e ectively model complex relationships and
evolving dynamic graph structures [5, 24]. In social networks, graphs represent intri-
cate user interactions, while knowledge graphs capture entity relationships for tasks
like information retrieval [29]. Temporal graphs extend these capabilities by tracking

changes over time, which is vital for applications such as event monitoring and fraud

detection.

Enforcing consistency in temporal graphs is commonly needed to capture attribute
relationships and ensure attribute values that must coincide across time. For example,
we expect that an elected o cial from a political party holds a speci c position
within a city for the duration of their term, such as a mayor serving continuously
in the same city throughout their elected term. Existing work has largely usegraph

data dependencie$3, 15, 26] to capture topological and attribute value constraints
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over time.

However, traditional methods like Graph Functional DependenciesGFDg are
primarily focused on static attribute dependencies, ensuring consistency within a
single graph snapshot, but not addressing temporal changes over multiple time points
[15]. Similarly, Graph Entity Dependencies GED$ extend GFDsby adding entity-
level constraints, but they still fall short when dealing with inconsistencies that arise

across evolving graph snapshots over time [13].

While Graph Temporal Association RulesGTARS9 [26] capture co-occurring events
in temporal graphs and can model sequences of events, they are limited in e ec-
tively managing attribute value dependencies and enforcing constraints across mul-
tiple snapshots. Moreover, AMIE (Association Rule Mining under Incomplete Ev-
idence) [19], though e cient in static knowledge base mining, is not designed to
handle temporal dynamics or evolving relationships. As a result, these methods lack

the expressiveness required to model and enforce constraints over time.

Recent work has proposedemporal Graph Functional Dependencie§TGFD9 to
model time-evolving relationships while ensuring consistency across temporal snap-
shots [3]. TGFDsenable the detection of temporal patterns and inconsistencies in
dynamic data, which is essential in applications such as healthcare anomaly detec-
tion, policy enforcement, and dynamic social network analysis [22, 26]. Consider the

following example demonstrating the usage GiGFDsin the health care domain.

Example 1: Figure 1.1(a) shows a graph patterrQ representing the interactions
between a patient, the medication administered, the disease treated, and the dosage.

This pattern is designed to track temporal changes in the patient's medication dosage.
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Figure 1.1: Example: usingTGFDsto identify inconsistent medication dosage.

In this example, the patient is prescribed Acetaminophen (Tylen@ Regular Strength)
for pain management, with a dosage of 325 mg per pill. The patient is instructed to

take 2 pills every 4 to 6 hours, with a daily limit of 10 pills [30].

Figure 1.1(b) shows a temporal graph with matches d®, monitoring medical
activities over time. In this example, 2 patients, Jack and Joe, are receiving treatment
for di erent symptoms|Jack has a headache, and Joe has a fever|both of which are
treated with Tylenol. The system tracks their adherence to the medication dosage
instructions. The green check marks indicate snapshots where the patients adhered

to the correct dosage of 2 pills (650 mg).

Both patients followed the prescribed dosage dt, t,, t3, and ts. However, attg,
Jack violated the dosage guideline by taking 3 pills (975 mg) instead of the recom-
mended 2 pills. This overdose is agged as a violation (red cross) since it exceeds
the dosage compared to previous administrations that must be 2 pills within a 4 to

6-hour interval.

To capture such dosage violations, it is essential to compare current administra-
tions with both past and subsequent ones within a speci c time period. This time-
sensitive rule requires that for any administration occurring between 4 to 6 hours

apart, the dosage must remain 2 pills. Temporal Graph Functional Dependencies
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(TGFD9 enable the detection of such violations by enforcing constraints on attribute
values like dosage over a time window. Traditional static data constraints lack the
expressiveness to capture such complex temporal relationships and ensure consistency

across multiple snapshots in evolving data environments.

Despite their utility, manual de nition of TGFDsis laborious and time-consuming.
Enforcing these conditions is critical towards improved data quality over evolving
graphs. De ning such dependencies manually is an burdensome task requiring domain
expertise. To makeTGFDsuseful in practice, where data semantics are often poorly
documented and change over time, we propoBaraTGFDMinera parallel algorithm
to discoverTGFDsfrom graph data. Mining TGFDsis challenging as we must consider
topological and temporal constraints that traditional dependencies over relations [6,
10, 17], and existing graph dependencies [13, 15, 21], respectively, do not consider.
We build upon existing work by Noronha et. al. [27], that propose a sequenti@dlGFD
mining algorithm, which as we experimentally show, does not scale for large data

graphs.

Outline . We rst introduce TGFDsin Chapter 2, followed by a review of related
work in Chapter 3, which also discusses th8eqTGFDMinerlgorithm for sequential
TGFD discovery and its limitations. Chapter 4 formalizes thef GFD discovery prob-
lem, outlining the challenges of mining dependencies in temporal graphs. Chapter 5
introduces theParaTGFDMineialgorithm, highlighting parallel optimizations such as
asynchronous processing and fast matching. Chapter 6 discusses additional optimiza-
tion techniques to improve TGFD mining. Chapter 7 presents experimental results
demonstrating the e ciency and scalability of the proposed methods. Finally, we

conclude the thesis and propose future research directions in Chapter 8.



Chapter 2

Temporal Graph Functional

Dependencies

Next, we introduce the concepts of temporal graph pattern matching, Temporal
Graph Functional DependenciesTGFD), and their syntax and semantics. We base

our terminology and notation on the framework established by Alipourlangouri et al.

[4].

2.1 Temporal Graph Pattern Matching

Temporal Graphs. We consider a temporal graplGy = fGy;:::; Grgas a sequence
of graph snapshots at consecutive time intervals. Each snapsh@t (t 2 [1;T]) is a
graph (V;E;; L; Fa,) with a xed node setV and edge seE; V V. Each node

v 2V (resp. edgee 2 E;) has a labelL(v) (resp. L(e)) at time t. For each nodev,
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at time t.

Temporal graph pattern matching . A graph pattern is a directed, connected
graph Q[x] = (Vq;Eq;Lq; ) with a set of nodesV, and edgesEq Vo Vq. For
each nodeu 2 Vg and each edge 2 Eq, the function L assigns a labelL q(u) and
Lo(e) to u and e, respectively. x is a set of variables, and is a function that maps

eachu 2 Vg to a distinct variable in x. We shall refer to (u) as u for simplicity.

Matches Given a temporal graphG; and pattern Q, a match h¢(x) between a snap-
shot G; of Gr and pattern Q is a subgraphG? = (V% EZ LY FR ) induced by V,° of
G; that is isomorphic to Q. That is, there exists a bijective function (a matching)
h; from Vg to V% such that: (1) for each nodeu 2 Vg, Lo(u) = LI(hi(u)); and (2)
for each edgee = (u;u9 2 Q, there is an edgee® = (h;(u); hi(u%) in G? such that
Lo(e) = LXED. If Lo(u)is ", it acts as awildcard and matches with any label for

any timestampt.

As a matchingh; uniquely determines a match (subgraph) fox at any time t, we

refer to a match ash; for simplicity.

2.2 Temporal Graph Functional Dependencies

Syntax. A Temporal Graph Functional DependencyTGFD) isatriple (Q[x]; ;X !

Y), where:

"~ Q[x] is a graph pattern;

A

=( p;Q is atime interval, speci ed by a lower boundp, and an upper bound
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g(p;gareintegersandg p 0);

" avalue dependencyX ! Y, whereX andY are two (possibly empty) sets of

literals de ned on Xx.

We consider literals of the formu:A = c¢ (a constant literal) or u:A = u®A° (a

variable literal), whereu 2 x, A and A°are attributes, and c is a constant.
A TGFD enforces three constraints:

1. topological and label constraint of patternQ,

2. avalue dependency specied bX ! Y, and

3. atime interval constraint , which species, for a time t, two time windows
[t qg;t pland [t + p;t+ g]. The time windows induce the set of snapshots

over which the constraint should hold (see \Semantics").

For simplicity, we considerw.l.o.g. TGFDsin a normal form, i.e., with a depen-

dencyX ! Y whereY contains a single literal.

Example 2: We dene aTGFD = (Q[x]; ;[y;z;X]! w) to capture the tempo-
ral dynamics and dosage consistency in patient medication. Consider the following

TGFD:

= (QI; =4 ;6),
[y:patientID = P123 z:diseaseType =Chronic Pain; x:medication = Tylenol] !

[w:dosage =650 mg)
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This TGFD s designed to monitor the dosage ddcetaminopher(Tylenol Regular
Strength) for a patient with chronic pain. Speci cally, it asserts that if the prescribed
dosage is 650 mg (2 pills of 325 mg each) every 4 to 6 hours at a given time, this

dosage should remain consistent within that time interval.

Semantics. Given a temporal graphGy, a TGFD enforces value dependencies be-
tween any pair of snapshots that are (1) matches via graph pattern matching, and (2)

having timestamps within time ranges speci ed by , for any timestamp in [1 T].

Consider aTGFD = (Q[x]; ;X ! Y), and a pair of matches [;; h;) of Q in

Gi and G;, respectively (;j 2 [1;T]). We say (;; h;) matches if

" (hi;hy) satis es X (denoted as b;; hj) F X), that is, for each constant literal |
= (WA = ¢) (resp. variable literal u:A = u%A9 in X, hi(u) = h;(u) = c (resp.
hi(u) = h;(u9); and

T2 .

The termjj ij2 conveniently express temporal semantics including \future”
and \past" from their conventional counterparts in temporal integrity constraints [31]
to temporal graphs. For any speci c timestampg 2 [1,T], (@) ifi |, thenjj ij2
speci es any timestampj from a \future" time window [i + p;i+ q]; (b) if i>] , then
jl  ij 2 species timestamps j from a \past" time window [i ;i p]. Given
atime interval ,a TGFD enforces data consistency over all pairdi¢ h;) 2 [1;T]

that matches in terms of .

For any pair (h;; h;) that does not match , (h;; hy) \trivially” satises . We say

a temporal graphGr nontrivially satises a TGFD , denoted asGrE , if (a) there
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exists at least a pair of matchesk; h;) that also matches , and (b) (hi;h;) F Y.

Gr satises a set ofTGFDs if forevery 2 , G F

Relationship to Other Dependencies. GFDsde ne topological and attribute de-
pendence ovestatic graphs without temporal semantics, involving a single match [15].
As expected, TGFDssubsumeGFDsas a special case when = (Q0). Graph keys
(GKey3, and their ontological variant [9, 21] specify topological and value constraints
to enforce node equivalence but do not consider attribute dependencies. Graph Entity
DependenciesGED3 [13] extendGFDsto support equality of entity ids, and subsume
GFDs but again, are de ned over static graphs GTARS[26] are soft rules that use an
approximate subgraph isomorphism matching, in contrast td GFDswhich are hard
constraints enforcing strict subgraph isomorphism matching based én In addition,
GTARsonly consider matching with time intervalsp = 0, and do not include historical

matches as part of their temporal semantics.



Chapter 3

Related Work

Graph Dependencies. Most integrity constraints are designed for static graphs and
struggle to capture temporal inconsistencies. Graph Entity Dependencies (GEDs) [13]
extend Graph Functional Dependencies (GFDs) [15] by supporting literal equal-
ity of entity id across two nodes in a graph pattern, subsuming GFDs and Graph
Keys (GKeys). GKeys and their ontological extensions uniquely identify entities in
graphs [9, 21], while Numeric Graph Dependencies (NGDs) [12] add linear arithmetic
expressions and comparison predicates. However, none of these handle temporal in-
consistencies. Temporal Graph Functional DependencieSGFD9 |l this gap by
enforcing dependencies through pairwise comparisons across timestamps, ensuring
consistency over time. In contrast, Graph Pattern Association Rules (GPARS) [14]
and Graph Temporal Association Rules (GTARS) [26] are heuristic-based and focus
on predictive analysis, lacking the ability to handle rare temporal inconsistencies.
These shortcomings highlight the importance of GFDsin enforcing both topological

and temporal constraints.

10
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Dependency Mining.  Dependency mining in graphs is essential for maintaining
data quality and enforcing constraints across both static and dynamic environments.
Graph Functional Dependencies (GFDs) are vital in static graphs, ensuring certain
attributes depend on others and preserving data integrity [11]. In dynamic graphs,
Temporal Graph Functional DependenciesTGFD9 extend GFDs to capture evolv-
ing relationships over time, e ectively managing dependencies in temporal data [4].
Recent advancements have introduced methods for mining multi-attribute functional
dependencies through attribute co-occurrence analysis and context-aware dependency
discovery, addressing the complexity of dependencies across multiple attributes. Ad-
ditionally, parallelized functional dependency discovery algorithms using distributed
graph processing frameworks have tackled scalability challenges, enabling e cient

handling of large-scale graphs [23, 25].

Rule Mining in Knowledge Bases. While not a direct dependency mining ap-
proach, rule mining in knowledge bases is closely related to dependencies mining,
focusing on the discovery of Horn rules that capture relationships within large-scale
knowledge graphs AMIE (Association Rule Mining under Incomplete Evidence) [26]
represents a signi cant advancement in this area, particularly with its latest itera-
tion, AMIE 3, which excels at e ciently mining rules in static knowledge bases [19].
However, it is important to note that while AMIE provides powerful rule mining capa-
bilities, it does not address the temporal dynamics captured byGFDs highlighting

the distinct focus of these di erent methodologies.

Sequential TGFD Discovery . Past work has proposed aequential TGFD algo-
rithm, named SeqTGFDMinef27]. We give an overview o5eqTGFDMinerand use

it as a baseline comparison.

11
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SegTGFDMineiteratively discovers TGFDsin a temporal graphG;. It follows a
level-wise approach by traversing a lattice, where graph patterns of increasing size (up
to k edges) are considered at each level. Each level of the lattice generates patterns

of sizei, for2 i k [27].

Initially, the algorithm identi es frequent vertices and edges inGr, ranking them
based on their occurrence frequency. Using these frequent vertices and edges, it
generates candidate graph patterns for each levelEach pattern hasi edges, and its
matches inGrare found by performing a subgraph isomorphism search, which nds

all instances of the pattern in di erent snapshots of theG;.

For each frequent pattern, the algorithm generates a set of candidate dependen-
cies. These dependencies are de ned on the attributes associated with the vertices
of the pattern. The algorithm then examines pairs of matches of the pattern from
di erent time points t; and t; (within a speci ed time interval ) to check whether

the dependencies hold consistently.

The dependencies take the fornX ! Y. The validation process involves com-
paring pairs of matches and verifying if the values of the attributes itX remain the
same in both matches. If so, the algorithm checks whether the attributes v also
hold the same values. If the dependency ! Y holds over all such pairs within the

time interval , it is considered valid.

If a TGFD satis es the support threshold , it is added to , the set of discovered
TGFDs. The process continues for increasingly larger patterns until all patterns up

to k edges have been explored.

Limitations. While the sequential algorithm is straightforward, its performance

12
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is determined by the size of the graph and the number of graph patterns. The
computational complexity increases signi cantly with larger graphs and higher values

of k. This motivates the need for distributed, parallel solutions.

Algorithm 1: SeqTGFDMine G, k, )

Input: Temporal graph Gr, maximum pattern sizek, support threshold
Output: Set of discovered TGFDs

1 ,
2 Compute frequent verticesRy and edgesRg from Gy
3fori 1to kdo
4 if i =1 then
5 \ Generate patternsQ; consisting of single frequent edges froRg
6 else
7 Generate patternsQ; by extending patterns of siza 1 with frequent
edges
s | foreach pattern Q2 Q; do
9 Identify matchesM o of Q in Gy
10 if supgQ;Gr) then
11 Generate candidate dependencies based on attributes of the
matched subgraphdM q
12 foreach dependencyX ! A do
13 Validate the dependency over pairs of matches within time
interval
14 if the dependency satis es the support thresholdthen
15 | Add the valid TGFD to
16 return

13



Chapter 4

TGFD Discovery Problem

We mine minimal, frequentTGFDs in Gr such thatGrE . A TGFDis considered
minimal when it is both non-trivial and simplied. This ensures that the TGFD
contains the smallest possible graph pattern and dependency that cannot be implied
by any other TGFD. We de ne these properties, and introduce th& GFD discovery

problem.

4.1 Minimality

Non-Trivial TGFD. A TGFD = (QI[x]; ;X ! A)is trivial if X is considered
false or A 2 X.

Simplied TGFD [27]: For ;1 = (Qu[X]; 1;X1! A1), 2=(Qzx]; 2,X2!

A,), we say ; simplies ,, denoted as ; 21t (1) Q1 Qqy, i.e., if Q; removes

14
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nodes or edges from, or updates labels inQ, to wildcard '-'; (2) there is an isomor-
phic function f from Q; to a subgraph ofQ, such thatf (X;) X, andf(A;) Ay;
and (3) 5, and @ ° 1, where 9= (Q[x]; %X.! A;) holds overG;.
A TGFD s simplied in G; if Gt , and there is no °such that GiE  © and

0

Minimality: A TGFD is minimal if it is simpli ed and non-trivial.
Example 3:

Consider the graph patternQ, in Figure 1.1(a) representing the interactions
between a patient {), the medication administered &), the disease being treatedz),

and the dosageW). A TGFD , is de ned as:
> = (Q2[X]; 2 = (4;6);[y:patientID; z:diseaseT ype; x:medicationNam¢g !
[w:dosagé)

where the dependency enforces that for any patient, medication, and disease, the

dosage should remain consistent within a time window , = (4 6).

treat

(1) Simplifying the Graph Pattern. The original pattern Q includes the edgex ! z

betweenmedication (x) and disease (z). However, even after removing this edge,
the TGFD still maintains the structural constraint. In other words, the removal of

this edge does not a ect the dependency between these attributes.

(2) Simplifying the Dependency. The original dependency in; is de ned as:

[y:patientID; z:diseaseTypex:medicationName]! [w:dosage]

15
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However, the disease typez(diseaseType) does not a ect the dosage of Tylenol (650
mg) in this scenario. Both patients (Jack and Joe) are prescribed the same dosage
of 650 mg, regardless of their speci ¢ conditions (headache or fever). Therefore, we
simplify the dependency by removing:diseaseType. The simpli ed dependency in

1 becomes:

[y:patientlD ; x:medicationName]! [w:dosage]

There exists an isomorphic functiorf such that:

f (X 1) X and f (Al) A,

where X ; = [y:patientID ; x:medicationName] andA; = [w:dosage], simplifying the

original TGFD.

(3) Simplifying the time interval. The original time interval , = (4;6) species

that the dosage rule must hold for a time interval between 4 and 6 hours. However,
for patients with more severe symptoms, such as Jack, a stricter dosage schedule
is recommended, where medication must be taken every 4 to 5 hours to maintain
e ective treatment. Thus, we adjust the time interval to ; = (4;5). Formally, this
holds because ; », and there exists no smaller interval ©° 1 such that the

TGFD °= (Ql[X], O;X]_ ! A]_) holds.

Therefore, the simplied TGFD ; = (Qq[x]; 1;X1! A;) satis es the condition
1 2, as it simpli es both the graph pattern and the time interval while retaining

the essential constraints.

We simplify , by reducing both the graph patternQ,, the dependency, and the
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time window 5, resulting in a simplied TGFD ;.

4.2 Support Metrics

We de ne the support of aTGFD =(Q;X ! Y; ) as a measure of how frequently
the dependencyX ! Y holds across the temporal grapl;. Support metrics are
essential for Itering out infrequent patterns, ensuring that only those with su cient

temporal consistency are considered.

4.2.1 Support of Constant TGFDs

For a constant TGFD, where X includes specic attribute values, the support is
calculated as:
jO(; Gr)i

constantTGFDSupp = - 1
JE] 2

(4.2.1)

where:

O(; Gr) is the set of occurrences where holds in Gr.
E is the set of unique matches for the left-hand side attributeX .

" T is the number of timestamps inGr.

A TH1

, represents the total number of timestamp pairs (i.e., all possible pairs

over time).
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4.2.2 Support of Graph Patterns

The support of a graph patternQ, with C as the center vertex, is de ned as:

patternSupp =

M (Q; Gr)j
0(QcG] '} @22

where:

"~ M (Q; Gr) is the set of valid matches of the pattermQ in Gr.

" O(Qc; Gr) is the set of occurrences of the center vertein Gy.

These support metrics ensure that only patterns and dependencies with meaning-

ful temporal consistency are considered in the mining process.

4.3 TGFD Discovery Problem

We seek to identify minimal TGFDs over a temporal graphGr To manage com-
putational complexity and interpretability, we de ne a parameter k that de nes the
maximum number of edges il®Q. This constraint addresses the computational expense

of pattern matching and the general infrequency and complexity of larger patterns

[4].

In the context of a distributed system, the problem extends to e ciently parti-
tioning the graph among multiple workers, each processing a fraction of the graph
under the orchestration of a central coordinator. This setup aims to leverage paral-
lel processing to enhance the e ciency and scalability of GFD discovery [27]. The

problem is formalized as follows.
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Problem. Given Gr, k 2, and support threshold , compute the set of k-

bounded, minimal TGFDs , such that Gi and 8 2 ;supp(; Gr)

Each worker is responsible for identifying potential matches and dependencies
within their respective subgraphs, while the coordinator integrates these candidate
matches to computeT GFDssatisfying the givenk-bounded and support constraints.

We introduce our parallel algorithm for TGFD discovery next.
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Chapter 5

Parallel TGFD Discovery

We introduce our algorithm for parallel TGFD discovery, ParaTGFDMiner We rst

give an overview and then discuss each of its components in detalil.

5.1 Overview

We present a distributed and parallel system architecture designed to e ciently mine
TGFDsfrom large-scale temporal graphs. Figure 5.1 showaraTGFDMin€s architec-
ture, consisting of four key components: Coordinator, Workers, Storage (HDFS/S3),

and Messaging (ActiveMQ).

The Coordinator manages the overalTGFD discovery process. Initially, it per-
forms a Workerslinitialize step, con rming the status of all workers. It then loads
the complete graph and computes the necessary histograms, which include the most

frequent edges, vertices, and the most frequent active attributes associated with these
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vertices. These histograms are essential for guiding tMeSpawnprocess (for pattern
generation) andH-Spawnprocess (for dependency generation) at each worker. The
goal of computing the histograms is to focus on the most frequent and signi cant
parts of the graph, reducing the search space and improving the discovery e ciency.
Once the histograms are generated, the Coordinator uploads this data to the Stor-
age layer (e.g., HDFS or S3). The Coordinator then noti es all workers through the

Messaging system, providing the download location of the histogram data.

Workers operate in parallel, each responsible for analyzing a speci ¢ partition of

the temporal graph.

The data graph is partitioned across the workers, where each worker generates
graph patterns (V-Spawr), and then applies these patterns against their respective
subgraphs to compute matchesHindMatches We generate candidateTGFDs by
de ning attribute dependencies using attributes from graph pattern nodes
(H-Spawr). Lastly, we identify minimal time intervals where the dependencies are
satis ed (DeltaDisg. Workers store their locally discoveredTGFDsin the Storage

layer, and notify the Coordinator of the results via the Messaging system.

The Coordinator aggregates the results from all workers by merging the discovered
TGFDs During this merging process, duplicate, redundant, and non-satisfyingGFDs
are ltered out. The duplicate entries are identi ed and removed, while redundant
TGFDsare pruned based on minimality criteria, ensuring that only the most concise
and signi cant dependencies are retained. Non-satisfyingGFDsare discarded based
on their support or validation against the overall graph. The nal set of discovered

TGFDsis then made available for further analysis or application.
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Figure 5.1: ParaTGFDMinersystem overview.

5.1.1 Histogram Calculation

We compute histograms to identify the most frequent edges, vertices, and attributes

across all snapshots of the temporal graph by aggregating their occurrences over time.

Most Frequent Edges: The most frequent edgefRe are determined by summing

the occurrences of each edge across all snapshtsn the temporal graph:

|
X !
Re = fe2 E jrank 1fe2 Eig Ng

t2T

This formula ranks edges by their frequency of occurrence in the edge sEts

across all timestampsTl, and the top N edges are selected.

Most Frequent Vertices: The vertices Ry are derived from the selected most

frequent edges by considering the source and target vertices connected by these edges:

Ry = fessourceetargetj e2 Reg

These vertices play a key role in subsequent pattern generation and dependency
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discovery.

Most Frequent Attributes: The most frequent attributes A are calculated by

summing how often each attribute appears in the vertex set¢ across all snapshots:

!
X X
A =fa2 Ajrank 1f a 2 v:attributesg g

t2T v2V;

The top attributes are selected, which will be associated with their corresponding

vertices for further dependency generation.

5.2 Graph Pattern Generation

The rst step in TGFD discovery is to generate candidate graph pattern®. This
involves selecting the most frequent edges and attributes and vertically building can-
didate graph patterns one edge at a time. We adopt ®ertical Spawning (V-Spawn
procedure that iteratively generates graph patterns incrementally, a process that is
similar to GFD generation [11]. This algorithm is designed to dynamically construct
graph patterns by incrementally adding the most frequent edges and attributes, lead-
ing to higher support graph patterns. The primary goal is to identify increasingly
complex and meaningfulTGFDs over time while ensuring computational e ciency

through strategic pruning of less signi cant patterns.

The pattern generation process begins by initializing the pattern tred with a
height of k, starting with single-node patterns derived from the most frequent vertices

Ry, which are extracted from the sources and targets of the most frequent eddes.
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Each frequent vertex inRy forms the root of a separate pattern tree. At each level
of the pattern tree (with level O representing single-node patterns and subsequent
levels adding more edges), th¥-Spawnexpands existing patterns by adding edges
from Rg that are not already part of the pattern. The added edge must connect to
an existing vertex in the pattern. The process continues until the patterns have been
expanded to containk edges or no further expansion is possible. At each level, the
V-Spawnprunes patterns based on redundancy and support to ensure only relevant

and non-redundant patterns are considered for further expansion.

Algorithm 2: VSpawnPatternGeneration(Gr, Rg, k, )
Input: Temporal graph Gy, frequent edgeR g, maximum pattern sizek,
support threshold
Output: Set of generated patternd
1 level O
2 Ry f esource etargetje2 Reg
3 T[O] ff vgjv2Ryg
4 while level <k do
5 Current T [level]

6 Gext

7 foreach pattern P 2 Ccyprent dO

8 if isPruned (P, ) then

9 | continue

10 foreach e2 Rg nEp do

11 Q P[f eg

12 if not isDuplicate (Q, Gex) and not
hasPrunedSubGraph (Q, T) then

13 L Cnext C next [f Qg

14 | if Geq = then

15 | break

16 T[level+1] C pext

17 | level level+1

18 return T
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Pruning. During each iteration, ParaTGFDMinerperforms pruning to keep the

most frequent and smallest patterns:

1. isPruned( Q; ): This function checks whether the patternQ should be pruned
based on its support. If the pattern's support is below the prede ned threshold
, meaning it does not have enough matches in the temporal graph, the pattern

is pruned and not considered for further expansion.

2. isDuplicate( Q; Gext ): This function checks if the newly generated patterr@
is a duplicate of any pattern already present in the current level's candidate set
Gext- Each level represents a set of patterns with the same number of edges
(from O to k). If a duplicate is found, the pattern is not added again, preventing

redundant computations.

3. hasPrunedSubGraph( Q;T): This function determines whether any sub-
pattern of the newly formed patternQ has been previously pruned. If) con-
tains a sub-pattern that was pruned in earlier iterationsQ will be infrequent,

redundant, and is not added to the candidate set.

Figure 5.2 illustrates the V-Spawnprocess, where patterns are generated and re-
ned across multiple levels of the pattern tree, with each level corresponding to the
number of edges in the pattern. At Level OY-Spawnstarts with single-node patterns
(e.g., Movie, Album). At Level 1, edges from the most frequent set are added (e.g.,
Actor _of added to Movie). This expansion continues through Level 2 and Level 3,
where patterns gain more edges, such as Movie-Actor-Actress or Movie-Actor-Actress-

Genre. During this process, patterns that do not meet the support threshold are
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pruned (marked with red crosses), as seen with Movie-Country and Album-Band in
Level 1. The pruning continues at higher levels for patterns with insu cient support,
ensuring that only frequent patterns are retained. This iterative process stops when

no further expansions are possible or the maximum pattern sikeis reached.

Figure 5.2: lllustration of pattern generation across multiple levels, demonstrating
expansion and pruning decisions.

5.3 Pattern Matching

Given a candidate graph patternQ, the goal is to identify subgraphs inG;, a snapshot
of the temporal graphG; at time t, that match Q. This process starts by selecting
the center vertex, which is de ned as the vertex in the pattern with the highest
degree. The choice of center vertex is critical as it increases the chances of nding
valid matches by anchoring the search around the most connected vertex. For each
snapshotG;, we iterate over all verticesv in G; that match the type of the center

vertex Cin Q.
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Next, for each such vertex, we create a subgrapls? centered atv with a diameter
d, which represents the distance from the center vertex to the farthest vertex in the
pattern. The diameter is calculated during theV-Spawnprocess using a breadth- rst
search (BFS), ensuring that the subgraplG? covers the required distance to match
the pattern's structure. Additionally, the subgraph includes only the vertex types/
present in the pattern, reducing the search space and improving the e ciency of the

matching process.

5.3.1 Standard Matching (Using VF2)

To determine whether the subgraph matches the pattern, we employ the VF2 algo-
rithm [8, 18]. VF2 is a well-established method for subgraph isomorphism, utilizing a
backtracking approach that explores all possible vertex and edge mappings between
the pattern Q and the subgraphG?. It prunes infeasible mappings early by ensuring
that each partial mapping maintains structural consistency, including vertex labels,

degrees, and neighborhood connectivity.

Although VF2 ensures exact matches, it can be computationally expensive in
dense graphs, as the number of potential mappings increases rapidly with the degree
of the vertices and the size of the pattern. This results in higher computational costs,

especially for large or complex graphs.
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Algorithm 3:  StandardMatch(Q, G;)
Input: Pattern Q, SnapshotG;
Output: MatchesM (Q; G;)
C Q:centerVertexType()
V  Q:getAllVertexTypes()
d Q:determineDiameter()
for v2 V(G;) where v:itype= Cdo
GY subgraphG;v;d)
if G2= Q then
L M(Q;G) M (Q;Gy)[f match(G)g

return M (Q; Gy)

N o O~ W N R

(0]

5.3.2 Example: Pattern Matching in a Movie Graph

Figure 5.3 illustrates the execution of theFindMatchesalgorithm. The pattern in
Figure 5.3(a) consists of &/ovie vertex connected to anActor and anActress . Our
goal is to nd all subgraphs in the temporal graph that match this pattern, as shown

in Figure 5.3(b). The following are the key steps in the matching process:

Pattern De nition: The pattern involves aMovie vertex (center vertex) connected

to both an Actor and anActress through edges labeled\ctor _of and Actress _of,
respectively. The center vertex is chosen based on the vertex with the highest degree,
which in this case is theMovie vertex. The diameter of the pattern is de ned as the
maximum distance from the center vertex to any other vertex, which is 1 since all

vertices are directly connected to théMovie vertex.

Subgraph Extraction:  We traverse the snapshoiG;, and for eachMovie vertex,
we extract a subgraph that includes its neighboring vertices and edges within the
speci ed diameterd = 1. In Figure 5.3(b), the subgraph centered on the movie

Inception includes the verticesActor: Leonardo, Actor: Joseph Actress: Marion,

28



M.Sc. Thesis|Y. Wang McMaster University|Computer Science

and Director: Nolan.

Subgraph Filtering:  The subgraph is ltered to retain only the vertices that match
the types speci ed in the pattern (i.e., Movie, Actor, and Actress ). Any vertices
not present in the pattern (such as theDirector ) are excluded. After lItering, we
compare the subgraph's structure to the pattern. Since the subgraph contains only
the required vertex types Movie, Actor , and Actress ) and their respective edges, it

is identi ed as a match.

Figure 5.3: Graph pattern matching example.

5.3.3 Optimization and Further Details

While the standard pattern matching method using VF2 ensures exact matches, it
is computationally expensive, especially for large and dense temporal graphs. To ad-

dress these challenges, optimizations such as vertex type ltering and simpli ed edge
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comparison are introduced to enhance matching performance. These optimizations

are discussed in detail in Section 6.2.

5.4 Generating Dependencies

After the V-Spawnstep generates candidate graph pattern@ and identi es matching

subgraphs in the temporal graphGr, the next step is to generate candidate attribute
dependencies based on the vertex attributes @. This step, calledHorizontal Spawn-
ing (H- Spawn, expands the candidate dependencies fGiGFDs by considering po-
tential attribute dependencies among the matched subgraphs. ThéSpawnprocess

involves three key steps:

1. Active Attribute Extraction . Identifying the most frequent attributes for

each vertex type inQ.

2. Candidate Dependency Generation : Forming candidate dependencies from

combinations of these active attributes.

3. Pruning Strategy : Filtering out redundant dependencies based on minimal

dependencies derived from gener@lGFDs

Active Attribute Extraction: The H- Spawnprocess begins by identifyingctive
attributes, which are the most frequent attributes in the temporal graphG;. The
histogram of active attributes is computed by the Coordinator, which scans the en-

tire Gr and selects the top- most frequent attributes for each vertex type. These
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histograms are then distributed to all workers, who use only these selected attributes

to form dependencies.

For a given graph patternQ, the active attributes for each vertex type are ex-

tracted using the histogram, as outlined in Algorithm 4.

Algorithm 4:  ExtractActiveAttributes  (Vo, H)
Input: Pattern's Vertex Set Vg, Histogram H
Output: List of Active Attribute Sets A

1A ]

2 foreach v2 Vg do

if vitype2 H :vertexTypesToAttributesMapthen

w

4 A, H :vertexTypesToAttributesMap|[v:type]
5 A:append@,)
6 return A

Example 4: Consider the pattern involving a Movie, an Actor, and an Actress
as shown in Figure 5.3(a). We extract the most frequent active attributes for each

vertex type:

" Movie: ftitle , year, distributor g
" Actor : fname birthplace ¢

" Actress : fname birthplace g

These active attributes form the basis for generating candidate dependencies.

Candidate Dependency Generation: With the active attributes extracted, we
generate candidate dependencies in two steps. First, we create all possible combina-

tions of these attributes using the Cartesian product, where each combination consists
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of one attribute from each vertex in the patternQ. Second, from these combinations,
we form candidate dependencies of the fordd ! A, whereX is a set of attributes

and A is a single attribute from the combination.

Algorithm 5 outlines the process of generating candidate dependencies.

Algorithm 5:  CreateAttributeDependencies (A)
Input: List of Active Attribute Sets A
Output: Set of Candidate DependencieB
D ; ;
G ComputeCartesianProduct(A);
foreach c2 C, do
foreach A 2 cdo
X cnfAg;
if X 6 ; then
| D D[f (X! A)g;

~ o 0 A W N R

8 return D;

9 Function ComputeCartesianProduct(A):

10 Cc

11 A° A [1;

12 foreach a2 A[0] do

13 L foreach c®2 ComputeCartesianProduct (A9 do

14 LC C[f (a)+ c%;

15 return C

Example 5: Using the active attributes from the previous example, the Cartesian

product generates combinations such as:
[movie.title,actor.name,actress.name], [movie.year,actor.name,actress.namej, ...

From the combination [movie.distributor  ; actor.name; actress.name |, we gen-

erate candidate dependencies:
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~ factor.name;actress.nameg! movie.distributor
" fmovie.distributor  ;actress.nameg! actor.name

" fmovie.distributor  ;actor.nameg! actress.name

Pruning Strategy: To retain only the most relevant and non-redundant candidate
dependencies, we apply a pruning strategy based on minimal dependencies derived
from previously discovered generdiGFDs A candidate dependencX ! A is pruned

if there exists a minimal dependencyXx®! A such that X° X. This means
the candidate dependency is a superset of a minimal dependency and is therefore

redundant.

Algorithm 6 illustrates the pruning process.

Algorithm 6: FilterDependencies (D, Dy)
Input: Set of Candidate Dependencield, Minimal DependencieDy
Output: Filtered Dependencies-
F
foreach d2 D do
if not 9m 2Dy where m:X d:X and m:A = d:A then
L L F F[f dg

A W N BB

return F

[¢)]

Example 6: Assume we have a minimal dependency:

factor.nameg! director.birthplace
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If a candidate dependency such as

factor.name; movie.titte g! director.birthplace

is generated, it will be pruned because it is a superset of the minimal dependency.
This ensures that larger redundant dependencies that add no new information are

excluded from further consideration.

By lItering out redundant candidate dependencies, the pruning strategy focuses
the search on discovering the most concise and informatiiésFDs that hold over

speci ¢ time intervals, aligning with the goal of the TGFD discovery process.

5.5 Time Interval Selection

The last stage of theTGFD generation pipeline involves identifying minimal time
intervals where the graph pattern and the attribute dependencies are consistent. Our
objective is to identify and validate TGFDs and determining the time intervals
during which these dependencies hold with su cient support.

5.5.1 Overview

We consider two types offGFDsin our validation:

" Constant TGFDs speci es that the value dependencX ! A contains constant

literals. For example:
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=(Q[X]; =@ ;6);[y:patientiD = P123 z:diseaseType= Chronic Pain;

x:medication = Acetaminophen! [w:dosage= 650 mg)

" General TGFDs involves variable literals in the value dependencxX ! A,

allowing for more abstract dependencies. For example:

=(Q[x]; =(4 ;6);[z.diseaseType;x:medicationNamg! [w:dosagé)

General TGFDscan be seen as an abstraction of constaiGFDs While constant
TGFDsenforce strict dependencies with speci ¢ values, genefldbFDscapture broader

relationships that are not tied to particular constants.

We de ne a function, calledDelta Discovery which operates in two main stages:

local (worker-side) processing, and global (coordinator-side) processing.

(1) Local processing Each worker validatesTGFD candidates within its own subset
of the Gr. Workers compute support and identify time intervals where TGFDshold

consistently. Local results are then sent to the coordinator for aggregation.

(2) Global processing The coordinator aggregates and process@$sFDs from all
workers, resolving con icts, calculating global support, and generating both constant
and generalTGFDs This ensures that only consistent and su ciently supported

TGFDsare retained across the entire temporal graph.

We rst describe how each worker processes matchesm validates candide®FDs
and how it decides whichTGFDsto prune from the candidate list, and those to keep
for further processing. We then discuss the global processing by the coordintor, which
must handle incomingTGFD candidates from all workers, how thes€GFD candidates

are validated, and how con icts amongl GFDsare managed.
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5.5.2 Local, Worker-side Processing

In the local processing phase, each worker operates independently on a partition
of the temporal graph, identifying candidateTGFDsand validating them based on
support and consistency criteria. This stage is critical for pre-processing the data

before sending the validatedGFDsto the coordinator for global evaluation.

(1) Extracting and Grouping Candidate TGFDs: Each worker starts by identifying

entities in the local graph partition that match the pattern Q and the candidate
TGFD X ! A. The goal is to determine where the pattern holds and evaluate the
dependency's support across multiple snapshots. Entities are grouped based on their
attribute values for X , allowing workers to validate dependencies over di erent values

of A.

(2) Local Consistencyand Support Calculation: After extracting and grouping enti-

ties, workers perform docal consistency checkThis check identi es potential con icts
where the sameX maps to multiple values ofA at the same timestamp. There are

two key outcomes:

1. Consistent TGFDs If no inconsistencies are found (i.eX consistently maps
to the sameA value), the worker calculates the local support for eachA value.
TGFDsthat meet the support threshold are considered valid for further pro-

cessing.

2. Inconsistent TGFDs If X maps to multiple values of A within the same

timestamp (local inconsistency), workers discard the con ictingrGFD locally.
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However, if the support is strong enough, th& GFD is passed to the global

phase for potential con ict resolution at the global level.

(3) Handling Local Inconsistenciesith Strong Support: Local inconsistencies, where

the sameX maps to di erent A values at the same timestamp, can still be retained if
they meet the local support threshold. In these cases, the worker sends T@FD to
the global coordinator for further evaluation, as the inconsistency might be resolved

when global support is calculated.

(4) Pruning TGFDs: TGFDsthat are both inconsistent and lack su cient local sup-

port are discarded during this phase. This ensures that only potentially valilGFDs
with strong support are sent to the global phase, reducing the amount of redundant

or irrelevant data processed by the coordinator.

5.5.3 Global, Coordinator-side Processing

In the global phase, the coordinator collectf GFDs from all workers, aggregates
support, and handles any inconsistencies that arise when combining local results.
The global processing ensures thaiGFDsare consistent across all partitions of the

temporal graph and that they meet the required global support threshold.

(1) Aggregating Local TGFDs: The coordinator collects the valid constantTGFDs

from all workers, consolidating their results. At this stage, the primary goal is to
recalculate the global support for eaclTGFD by aggregating the support from all

workers. The coordinator groupd GFDsbased on the structural dependenc( ! A,
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ensuring that any con icts in the local TGFDsare addressed globally.

(2) Global Support Calculation: Once the TGFDshave been aggregated, the coor-

dinator recalculates the global support by summing the support values from each
worker. The global support must meet the prede ned threshold to retain th& GFD.

If a TGFD fails to meet the global support threshold, it is discarded.

(3) ResolvingGlobal Inconsistenciesand Con icts: Several types of con icts can arise

when TGFDsfrom di erent workers are aggregated. The coordinator manages these

con icts as follows:

" Global Consistency with Strong Support . TGFDs that are consistent
across all workers and have strong global support are retained as valid de-

pendencies.

Global Inconsistency with Strong Support : When local TGFDsare in-
consistent (i.e.,X maps to di erent A values across workers at the same times-
tamp), the coordinator resolves this by examining support levels. If botA; and
A, have strong support but their occurrences overlap at the same timestamp,

the TGFD is discarded globally, as consistency is required for validGFDs

Global Consistency without Enough Support : TGFDsthat remain con-
sistent across all workers but fail to meet the global support threshold after

aggregation are also discarded.

Global Inconsistency without Enough Support . TGFDsthat are both
globally inconsistent and lack support are discarded early in the global phase,

as they fail both consistency and support criteria.
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(5) Global Delta Management: The coordinator also handles delta management glob-

ally, merging or segmenting the time intervals of TGFDsas necessary:

~

Merging Deltas : If the TGFD holds consistently across similar time inter-
vals in multiple workers, the coordinator merges the deltas to create a more

generalizedTGFD.

Segmenting Deltas : If merging the deltas would introduce con icts or incon-
sistencies, the coordinator segments the deltas into distinct, non-overlapping
intervals. This reduces the number of valid' GFDsbut ensures that the remain-
ing TGFDsare consistent and valid across the temporal graph. This trade-o

IS necessary to maintain consistency.

5.5.4 Delta Discovery Process

This section covers the steps for discovering valilGFDs handling inconsistencies,

and calculating delta intervals both locally and globally.

Explanation: This function (see Algorithm 7) begins with each worker extracting
matches based on the candidate dependensy! A. Groups of entities with the same
X values are then checked for local inconsistencies. Consistent and strdiagfDsare
retained, while those that are inconsistent or weak are discarded. Once &GFDs
are passed to the coordinator, global support is recalculated, and global consistency
is checked. Overlapping deltas are resolved, either by merging them or segmenting

them into distinct intervals.
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