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Lay Abstract

Head Related Transfer Functions (HRTFs) are crucial in creating realistic spatial

audio. They model how sound is �ltered by a subject’s unique head shape. Realistic

spatial audio requires personalized HRTFs, which are often obtained through direct

measurement. However, the need of special equipment and facilities can make direct

measurement infeasible. Simulation is an attractive alternative to measuring HRTFs,

because it only requires a 3D capture of the head and ears, however, 3D scanning

technologies often leave artifacts that impede numerical simulation. To mitigate these

common artifacts, this thesis presents three semi-automated shape �tting pipelines for

generating meshes suitable for simulation. The pipeline registers a template to a 3D

scan such that the output mesh is suitable for numerical simulation (i.e. watertight

and manifold). The morphed template is used as input to the Mesh2HRTF simulator.

The proposed pipelines are evaluated for reconstruction accuracy and the accuracy

of their simulated HRTFs.
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Abstract

For rendering realistic binaural and spatial audio, it is important to have accurate

Head Related Transfer Functions. HRTFs are directional �lters that models how

sound di�racts and re
ects around a subject’s head and ears. Due to their dependence

on a subject’s head and ear morphology, HRTFs are unique to the individual and

should be measured on a per-subject basis. Simulation is an attractive alternative

to measurement, because it does not require special facilities, only a 3D mesh. For

simulation to work, the simulator needs a high quality mesh of the subject’s head

and ears as input, but 3D capture techniques produce meshes that have artifacts.

This thesis proposes three semi-automated non-rigid registration pipelines that use

both global and part-based approaches to generate meshes that are watertight and

manifold and thus suitable for simulation. The pipelines are referred to as follows:

the hybrid, global+ear-re�ne, and model-part pipelines. Each pipeline non-rigidly

registers a template to an artifact-laden 3D scan and morphs the template mesh to

resemble the 3D scan free of the artifacts that cause simulation to fail. All pipelines

were tested on the scans of 15 subjects. The global+ear-re�ne pipeline was found to

produce meshes with the lowest average vertex error. The maximum average vertex

error across subjects was 0.8 mm. For the left ear the pipeline produced a maximum

average landmark error of 3 mm and 2.5 mm for the right ear. The global+ear-re�ne
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pipeline was also found to produce the smoothest meshes in the forehead region

with a maximum roughness of 17.28. The morphed template was used as input to

the Mesh2HRTF simulator, to generate HRTFs. The simulations were compared to

ground truth and were found to be comparable to the ground truth, up to 3 kHz,

above which the simulations su�er from large discrepancies.
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Notation

i Vertex index.

p i Vertex i .

j Region index.

Rj Regionj (eyes, lips, chin, etc.).

K Total number of regions.
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H j The number of landmarks in regionj .

S Template mesh. Average of the UHM model.

N Total number of template vertices (71926).

T Target scan. Represented as a triangle mesh.
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NT Total number of target vertices.

N j Number of vertices in regionj . N j � N .

w j weight map for regionj .

w j
col4 is the weight map expanded to 4N j elements.

v N � 4 matrix where each row contains the homogeneous coordinates

of the template.

s 4N column vector that contains the coordinates of the template.

sj 4N j column vector that contains the coordinates template vertices

in region j .

m 4N column vector representing the vertex positions of the average

mesh of PCA model or un-morphed template.

B The 4N � 500 PCA model matrix. Represents the eigenvectors of

the model

B j The 4N j � 500 PCA model matrix of regionj . Only the rows corre-

sponding to the vertices found in regionj are included.

c The 500-element shape parameter vector of the UHM.

cj The 500-element shape parameter associated with �tting regionj .

m j 4N j column vector representing the vertex positions of the average

mesh of PCA model in regionj .
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X j 4N j � 3 matrix which represents the per vertex transformations for

region j .

D j N j � 4N j diagonal matrix containing the vertices of regionj .

u j 4N j column vector representing the nearest neighbours of the tem-

plate vertices of regionj on the target scan.

E The optimization cost function.

N" The number of the edges.

N"j The number of edges in regionj .

D A N � 4N diagonal matrix containing the vertex. positions of the

template. Each row contains the (x; y; z; 1) coordinates

D j N j � 4Nj Same asD but for vertices in regionj .

DL A N � 4N matrix containing the landmark position of the template.

Only rows corresponding to landmarks have non-zero elements.

D j
L A N j � 4Nj matrix same asDL but for the landmarks in regionj .

~u A N � 4 matrix representing the corresponding vertices on the target.

Each row contains the (x; y; z; 1) coordinates.

~u j A N j � 4 matrix representing the vertices on the target that corre-

spond to the template vertices of regionj .

~uL A N j � 4 matrix representing the landmark positions on the target

that correspond to the template landmarks of regionj .

xviii



~u j
L A N j � 4 matrix representing the positions of the target landmarks

that correspond to the template landmarks in regionj .

M The node-arc incidence matrix of the template. AN" � N j that

indicates which vertices are connected by an edge.

M j The node-arc incidence matrix of regionj of the template. AN"j � N j

matrix.

G A 4 � 4 diagonal weighting matrix that applies weight to transfor-

mations assigned adjacent vertices.G := diag(1; 1; 1; 
 )


 A scalar weight applied to translational part of the per-vertex trans-

formation X j
i . Set to 1 in this implementation.

� The sti�ness weight.

P 
 Q The Kronecker product of P and Q.

De�nitions

Template A generic head mesh that is morphed to �t to a target scan.

Target The input 3D mesh collected from a 3D scanner.

3D Scan See de�nition of target.

Rigid registration

The process of �nding a rotation and translation to align two point

sets.
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Non-rigid registration

The process of �nding per-vertex transformation that aligns one

point set to a target point set.

Fitting The process of morphing a template to resemble a target scan. See

de�nition for non-rigid registration.

Reconstruction

See de�nition for �tting.

Expressiveness

The ability of a model to �t to a given shape.

Correspondence

The pairing of template vertices with vertices in the scan, based on

either a proximity heuristic or similar semantic meaning.

Abbreviations

3DMM 3D morphable model

HRTF Head-Related Transfer Function

UHM Universal Head Model

ICP Iterative Closest Point

NICP Non-rigid Iterative Closest Point

CPD Coherent Point Drift
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Chapter 1

Introduction

1.1 Motivation

Personalized audio devices such as headphones, earbuds and hearing aids have changed

the way we experience sound in our day-to-day lives. They can be used to listen to

music or help compensate for hearing impairment. It is not uncommon to see people

using these devices to consume various forms of audio media and interact with their

smart devices. However, personal audio devices continue to struggle with emulating a

human being's innate ability to accurately perceive sounds in three-dimensional space

as rendering a 3D audio scene remains an area of open research [84]. Much of the

di�culty comes from how the unique morphology of an individual's head and auricle

(pinna) in
uence the cues they use for localization. Head and especially ear shape

can be as unique as �ngerprint [9].

Head Related Transfer Functions (HRTFs) are essential components in the realm

of spatial audio. These directional �lters model the di�raction and re
ection of acous-

tic waves around the head and ears, capturing the unique way sounds are �ltered by
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the shape of an individual's head, pinna, and ear canal [22]. Some devices implement

generic HRTFs, which underperform in rendering realistic spatial audio compared to

a true personalized HRTF. Certain distortions such as perceiving sounds to be com-

ing from inside the head and back-front confusion are common when using a generic

HRTF [83]. In short, personalized HRTFs enable accurate spatial audio represen-

tation, allowing listeners to perceive the realistic location and movement of sound

sources in three-dimensional space, greatly enhancing user experiences.

Traditionally, HRTFs are measured using an array of loudspeakers arranged around

the subject in an anechoic chamber, which is designed to eliminate re
ections and

external noise [82]. The subject sits in the centre of the chamber with microphones

placed at the entrance of the ear canals. Excitation sounds - such as a chirp - are

played one at a time from each loudspeaker, and the microphones record the re-

sultant sound. This method is highly accurate provided high quality microphones

and speakers but time-consuming, requiring 30 minutes to an hour per subject [60].

Additionally, the reliance on specialized equipment and facilities, such as anechoic

chambers limit the accessibility and scalability of personalized HRTF measurements,

making it di�cult to apply them on a large scale. Figure 1.1 shows an anechoic cham-

ber with a system of loudspeakers and microphones to measure HRTFs [82]. E�orts

to simplify the measurement process have been made; for example, Zandi et al. pro-

pose a protocol using a smartphone and app to facilitate easier HRTF measurements

[89].

Another approach to obtaining personalized HRTFs involves the use of approxi-

mate mathematical models. These models give a closed-form solution for the transfer

2
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Figure 1.1: Measurement setup for HRTF in anechoic chamber
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function. Algazi et al., in their work, propose a simpli�ed model known as the \snow-

man" model, where the head is represented as a sphere and the torso as an ellipsoid

[5]. By inputting anthropometric measurements, such as the size of the head and

torso, this model allows for some coarse-grained personalization of the HRTFs. Jo et

al, propose a similar solution for acoustic scattering for spheroids [46]. However, the

accuracy of such models is limited to lower frequencies [17]. They also fail to take

into account the substantial e�ect that ears have on the HRTFs. Subjects could have

similar head sizes but very di�erent ear shapes resulting in di�erent HRTFs.

Several approaches focus on approximating HRTFs using anthropometric mea-

surements to select or compute matching HRTFs. Zotkin et al. use anthropometric

data to select the closest matching HRTFs from a pre-existing database [95]. Bilinski

et al. attempt to synthesize a tranfer function, based on the idea that HRTFs can

be expressed as a sparse representation or a linear combination of `basis' HRTFs. By

using a database containing both anthropometric features and corresponding HRTFs,

they �nd a linear combination of anthropometric features that match a subject and

apply the combination to the HRTF data in the database to compute the subject's

HRTFs [14]. Another approach by Hu et al. involves using an arti�cial neural net-

work to learn the correlation between anthropometric features and HRTFs [44]. Using

anthropometric measures is not an ideal way of individualizing HRTF because the

relationship between the chosen measures and the HRTF is not well understood [12].

Some measures may have more impact the others, and there may exist better mea-

surements not accounted for in the subset. While the use of anthropometric measures

produces more individualized HRTFs than approximate mathematical models, it is

still coarse-grained, only re
ecting the general ear and head shape, as opposed to a

4
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subject's unique morphology.

1.2 HRTF Computation Using Numerical Simula-

tion

Numerical simulation o�ers an alternative method for obtaining personalized HRTFs,

particularly when direct measurement is impractical. Simulation can be slower than

direct measurement but it does not need an anechoic chamber or an array of loud-

speakers, making the approach more accessible. All that is needed is a high quality

3D mesh of the subject's head and ears [86]. `High quality' means that the mesh is

manifold, watertight and free from holes. The mesh can then be used as an input into

a simulator. The HRTFs are calculated by applying numerical techniques to solve a

system of partial di�erential equations that model sound propagation [40]. For in-

stance, Mokhtari et al. used a magnetic resonance imaging (MRI) scanner to capture

a 3D model of the head shape and employed the �nite-time domain di�erence tech-

nique to simulate acoustic wave propagation [62]. The Boundary Element Method

(BEM) is another popular numerical technique for simulating HRTFs. Ziegelwanger

et al. implemented BEM in their open-source software package Mesh2HRTF, which

is leveraged in this work to simulate personalized HRTFs [94]. Other notable works

that use BEM include contributions from Katz [51] and Zhang et al [92].

Simulation emerges as an attractive tool for obtaining personalized HRTFs be-

cause of its accessibility especially when combined with relatively low cost scanning

sensors like Apple's FaceID depth sensor [70]. Simulation is also more accurate than

some of the methods described previously because the mesh input fully captures the

5
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unique morphology of a subject from the shape of the cranium to the folds of the

auricle/pinna, in contrast to just the general shape given by anthropometric mea-

surements or the spheroid based mathematical models. The mesh representation of

the head's surface serves as a highly detailed acoustic boundary for numerical cal-

culations, and as a result, the output is more representative of the ground truth

[51].

However, acquiring a high-quality mesh can be challenging due to occlusions that

often occur during the scanning process [90]. These occlusions result in incomplete

data or other artifacts that must be often, manually repaired through post-processing

steps such as hole-�lling and remeshing [20].These methods require signi�cant manual

work to prepare the mesh, lengthening the data collection process and making batch

processing of meshes infeasible.

1.3 Contributions

The emergence of commodity sensors presents new opportunities for the collection of

facial and ear scans, o�ering a more accessible approach to gathering the necessary

data for HRTF generation. This thesis outlines a semi-automated framework for pro-

ducing meshes are ready for simulation. Discussed therein are di�erent optimization

stages: a model-based optimization that �nds the shape parameters of a statisti-

cal prior and a non-rigid optimization that �nd a set vertex transformation. These

stages can be linked together to create a full pipeline. Three �tting pipelines are

proposed and compared, with the most accurate being used for further experiments.

The most accurate pipeline referred to as theglobal+ear-re�ne pipeline achieved a

worst case vertex error of 0.8 mm. The outputs of the pipelines are used as input
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into Mesh2HRTF and the simulation results are compared to the ground truth.

By non-rigidly registering a generic head mesh to the 3D scan, and applying a

simple hole-�lling procedure to close the eyes, mouth and neck, a mesh is generated

that is suitable for input into Mesh2HRTF - a mature and well documented open-

source pipeline. The procedure presented signi�cantly reduces the time needed for

mesh preparation. The procedure takes 25 minutes, compared to the 3 hours it

would normally take to perform repairs manually. Scan data from a standalone 3D

scanner or commodity depth sensors found on mobile device such as the FaceID

camera on iPhone X and later, can be used as input into the pipeline. By leveraging

advancements in 3D scanning technology, this pipeline simpli�es the preparation of

meshes for numerical simulation of individualized HRTFs.

1.4 Thesis Organization

This thesis is organized into �ve additional chapters. The chapters discuss back-

ground, related work, the methodology, evaluation of results, and the conclusions of

the work.

Chapter 2 presents background knowledge. It outlines core concepts related to

3D capture techniques, shape modeling and numerical simulation. This chapter gives

the advantages and disadvantages of di�erent shape capture techniques, motivating

the ones that are best suited for producing meshes HRTF simulation. The Boundary

Element Method - the numerical technique used by many acoustics simulators, in-

cluding Mesh2HRTF - is discussed; and some mesh resolution considerations for good

simulations are outlined.

Chapter 3 presents a short summary of the body of work related to non-rigid
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registration. The chapter �rst de�nes the problem and presents a taxonomy of ap-

proaches. The purpose of this chapter is to situate the work within broader �eld and

to highlight the approaches that inform the techniques used in this paper.

Chapter 4 outlines the steps in the procedure for shape �tting. It outlines the

initial preprocessing steps and their motivation. Later, it gives the mathematical

formulation for the optimization problem and presents the algorithm for �nding a

solution.

Chapter 5 investigates three shape �tting pipelines for how well they can recreate

ground truth scans. A qualitative evaluation is presented examining the visual ap-

pearance and �delity of the outputs. Included are the type of visual artifacts that can

be expected from the pipelines. A quantitative evaluation is also presented where the

reconstruction accuracy of three pipelines is compared. An ablation study of the most

accurate pipeline (theglobal+ear-re�ne pipeline) is presented followed by a compari-

son with another approach that leverages the FLAME 3D morphable model. Finally,

a comparison between the measured HRTF and the simulated HRTFs of outputs of

the shape �tting pipelines is made.

Final conclusions are outlined in chapter 6. The results from the various experi-

ments are outlined and some future directions are presented.

8



Chapter 2

Background

2.1 3D Capture

There are various scanning technologies used to capture 3D head shapes for HRTF

simulations. They can be classi�ed into four main types: medical imaging systems

structured light scanners, multi-view capture and time-of-
ight systems.

Medical Imaging Systems

Medical imaging systems typically use techniques such as computer tomography (CT)

or magnetic resonance imaging to collect data on the internal tissues (e.g. bone,

muscle and other organs) [48]. CT systems rotate an x-ray beam around the body. A

computer interprets the transmittance data as a 2D image. The contrast in the image

is created by various absorptions of di�erent tissues [37]. MRI works by applying a

magnetic �eld to the tissues, aligning the protons in the tissue with the �eld. The

concentration of protons is based on the water content of the tissues [66]. A radio-

frequency pulse misaligns the protons and contrast in the image is based is how long
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it takes for the proton to realign with magnetic �eld [50]. By stacking `slices' of

images at various depths, one can infer the volume of the internal tissues and thus

the shape of the head. In their paper, Mokhtari et al used MRI to capture a 3D model

of the head shape for simulation [62]. MRI produces higher contrast images of soft

tissues - like the cartilage which make up the nose and auricle - than a CT scan [34].

The ITA HRTF database contains a number of ear scans captured using MRI images

[18]. Due to their low resolution, these scanning technologies are not as attractive as

illumination scanning techniques, which capture detail by re
ecting light o� of the

subject's surface [11]. In addition to limited resolution, such systems are expensive,

time-consuming and loud [50].

Structured Light Scanners

Structured light scanners project a dot or stripe pattern onto a surface and infer

depth based on how the arti�cial texture deforms [4]. The arti�cial texture patterns

can either be laser-based or projector-based [91]. Scanners like the Cyberware 3030

3D color scanner are laser based and have been used by many researchers to capture

3D head data. The dataset of scans used to create the �rst 3DMM was collected

using a laser based scanner. These scanners are accurate, but slow and also pose

potential hazards to eye safety [74]. Projector-based scanners use less coherent light

sources such as LEDs to project the arti�cial texture [59]. The Artec Eva 3D uses

a ring of 
ash LEDs to project a pattern, and an RGB camera captures the pattern

on the surface of the subject [1]. The FaceID depth sensor on the iPhone works a

similar way, except it uses an infrared dot projector and an infrared camera to create
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and capture the arti�cial texture [25]. Compared to laser-based scanners, projector-

based scanners are less accurate, but faster, and safer. The convenience and safety of

projector-based scanners make them very attractive for collecting 3D head datasets

and thus an attractive data collection method for HRTF simulation inputs [69]. One

drawback however is the scans often have missing data if projector does not properly

illuminate surface. This is common in the nostrils, under the chin, and behind the

ears [20].

Multi-view camera system

Multi-view camera capture setups use views from two or more perspectives to infer 3D

structure. Some systems use multiple static cameras to capture head shape, such as

the 3dMD head scanning system. It uses 5 static 3D cameras (IR projector, IR camera

and RGB camera) to capture a subject's head from multiple viewpoints [29]. Such a

system was used to capture the Headspace dataset used to create the Liverpool-York

Head Model [27]. Other systems use a single camera in motion to collect images

from di�erent perspectives in a technique called photogrammetry. Depth is inferred

by triangulating points that are common between the images using a structure-from-

motion (SfM) algorithm [39].

Both the multiple and single camera setups o�er impressive �delity under good il-

lumination, but have drawbacks. First, the aforementioned illumination issue. With-

out good illumination of the target, RGB cameras cannot capture any �ne detail.

Second, movement of the subject during capture can lead to severe artifacts when

reconstructing 3D shape. Third, multi-camera setups are very bulky. Fourth, multi-

camera systems require time-consuming calibration, such that a shift in the position
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of the camera would mean the system would have to be recalibrated. Lastly, a single

camera setup would need to take a large number of images with overlap between

them. The large number of high resolution images dramatically increases the data

storage requirements [91].

Time of Flight Systems

Time-of-
ight (TOF) systems use the time it takes for an emitted beam of light to

travel to a target, bounce o� a surface and return to a sensor, to calculate distance

from the device. The distance is used to infer 3D structure. LIDAR, like the one on

the iPhone 12 and later work based on this principle [91]. RADAR and SONAR also

work based on this principle but are not typically used for head scanning [26]. Time

of 
ight sensors are more often used for body scanning than head scanning because

of their lower spatial resolution [35].

2.2 3D Morphable Models

3D Morphable Models (3DMMs) are parametric statistical models that encode 3D

geometric and sometimes texture variation of an object class. These models have

become an essential tool in the �elds of computer graphics, computer vision, and bio-

metric recognition, serving as powerful shape priors for ill-conditioned reconstruction

problems such as estimating 3D shapes from 2D images [32].

Linear 3DMMs The fundamental concept behind linear 3DMMs is that 3D shape

or texture can be expressed as a linear combination of basis shapes or textures, which

are derived from a dataset of 3D scans. 3D shapes are parameterized into a low
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dimensional vector space and new realistic 3D faces can represented by a unique

point in the vector space. This is equivalent to adjusting the weights of the linear

combination of bases [91].

In their seminal paper, Blanz and Vetter develop a morphable model that captures

the shape and texture of the human face. The linear model is �t to both 2D images

and 3D scans by optimizing a cost function using stochastic gradient descent [15].

Constructed using principal component analysis (PCA) on 200 subjects, the model

is limited in terms of age and ethnic diversity. Despite the limitations, the original

model would inspire other face models, such as the Basel Face Model (BFM) [65] or

the Large Scale Facial Model (LSFM) [19].

Morphable models of the head and face can also be extended to model variations

in expression. In their paper, Amberg et al. extend the typical shape model with a

PCA expression model with separate eigenvectors and eigenvalues. The expression

component is represented by a vector that describes the per-vertex o�sets from a

neutral expression [8]. The FLAME model was constructed from 3800 scan for identity

and 400 4D sequences (3D + time) for expression and pose variation [57].

While the face often gets the most attention, other parts of the head have also

been represented with morphable models. The work presented by Dai et al models

both face and cranium shape. It is constructed from the Headspace dataset and

known as the Liverpool York Head Model (LYHM) [27]. Dai et al also present a

morphable model of the human ear (York Ear Model) [28]. Ploumpis et al. present

a morphable shape model that combines models of various craniofacial parts called

the Universal Head Model (UHM) [67]. The model is constructed by combining

three di�erent models: the LSFM [19], to capture facial variation; the LYHM [27],
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to capture cranial variation; and the York Ear Model, to capture ear variation [28].

The expressiveness of the model in the ear regions sets the UHM apart from other

statistical models, and is well suited for modeling the ear shape variation in the detail

needed for HRTF simulation. The UHM also includes eye, tongue and teeth models,

but for this work those parts are excluded and only the craniofacial model. According

to the model, head shape is represented by the following:

s = m +
500X

q=1

cqB q (2.2.1)

wheres represents the vertices of a resultant head mesh as a column vector.m 2 R4N

is the average shape of the model.cq is the qth eigenvalue andB q 2 R4N is the qth

eigenvector. Equation 2.2.2 gives the expression in matrix form:

s = Bc + m (2.2.2)

The linear combination of model parameter and eigenvectors give vertex o�sets

from the mean that would result in a particular face, head, and ears. The statisti-

cal model consists of 500 principal components, 500 eigenvalues and a 71926-vertex,

143232-triangle mesh. The meshm represents the average of the model dataset. All

principle components were used to improve the model's ability to �t to �ne detail

in the 3D scans - expressiveness. To further improve expressiveness, the model was

sometimes split into parts, and the parts were �t independently. The �tted parts

have to blended together afterward.
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Non-linear 3DMMs With the rise in popularity of deep learning techniques, many

works employ neural network architectures to learn non-linear representation of the

head and face. In their work, Giebenhain et al. represent facial identity and expression

as a signed-distance �eld (SDF), learned via an ensemble of MLPs [36]. Li et al. also

use a series of neural networks to learn a non-linear morphable model [58]. Other

works include those by Tran and Liu [78], Faceverse by Wang et al[80], and i3dmm

by Yenamandra et al [85].

Overall, 3D morphable models play a critical role in advancing technologies that

rely on 3D shape representation and manipulation, o�ering a robust method for cap-

turing and recreating the intricate details of human faces and other complex shapes.

2.3 Boundary Element Method

The Boundary Element Method (BEM) is a numerical technique used to solve lin-

ear partial di�erential equations (PDEs) by applying boundary conditions to a given

problem [53]. In contrast to methods like the Finite Element Method (FEM), which

discretizes the entire domain of interest, BEM focuses only on discretizing the bound-

ary or surface [49]. This makes BEM more computationally e�cient for problems

where behaviour at the boundaries is of primary concern, such as in the simulation

of Head-Related Transfer Functions (HRTFs) [49].
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2.3.1 Fundamentals of the Boundary Element Method

BEM begins by taking the surface of the object of interest|in this case, the head

and ears|and discretizing it into a mesh composed of smaller planar surface ele-

ments. Each surface element is associated with a set of simpler element equations

that approximate the local e�ects of the problem being modeled. These local equa-

tions are expressed as integral equations when dealing with transient problems, such

as modeling the scattering and re
ection of short-duration acoustic signals.

Once the local element equations are established, they are combined into a larger

global system of equations. This system represents the entire boundary of the object

and is used to solve for the unknowns at each element. The key advantage of BEM

is its focus on the boundary, which reduces the complexity of the problem [71].

2.3.2 Application of BEM in HRTF Simulation

When simulating HRTFs, the primary concern is how an incoming pressure wave

interacts with the surface of the head and ears, rather than how the acoustic wave

propagates through the surrounding free space. This is because the HRTF is funda-

mentally concerned with the di�raction and re
ection e�ects caused by the unique

geometry of an individual's head and ears. BEM is well-suited to this task because it

directly models the interaction between the pressure wave and the boundary surface,

providing accurate results without the need to model the entire acoustic domain [49].

2.3.3 Importance of Element Size

One critical aspect of BEM is the size of the surface elements used in the mesh.

The size of these elements has a signi�cant impact on the frequency range that can
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be accurately simulated. The maximum frequencyFmax that can be resolved by

the simulation is determined by the edge length of the largest element in the mesh,

according to the following relationship [51]:

Fmax =
c

� � l
(2.3.1)

In this equation, Fmax is the maximum frequency,c is the speed of sound,� is the

number of elements suggested to represent a single wavelength (typically 4 or 6), and

l is the length of the largest element edge. For example, if the desired maximum fre-

quency was 20 kHz, and� = 6, then largest edgel = 1=(20000�6�(1=343)) � 0:00286m

or 2.86 mm. If the maximum frequency was 1 kHz, then the largest edge length would

be 1=(1000�6�(1=343)) � 0:0572m or 57.2 mm. This relationship highlights the trade-

o� between the size of the mesh elements and the frequency resolution of the BEM

simulation. Smaller elements allow for higher frequency simulations but require more

computational resources [51].
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Chapter 3

Related Work

Registration is a procedure that �nds a transformation that aligns two geometric

entities. The entities can be point clouds, triangle meshes, images etc. but the

entities should match [13]. The source entity (in this case triangle mesh) is the

shape that the transformation is applied to, in order to align it to the target entity

(also a triangle mesh). Registration can be separated into two types: rigid and non-

rigid. Rigid registration seeks an a�ne transformation consisting of a rotation and

translation to bring the data into a canonical coordinate system. On the other hand,

non-rigid registration allows for point transformations to deform the source shape

to �t the target. This 
exibility is crucial in applications like medical imaging and

3D morphable modeling, where objects may have complex, detailed structures that

require localized adjustments [30]. Non-rigid registration methods generally fall into

two main categories, based on how deformations in the source shape are constrained:

model-based and non-model-based. Model based methods, use prede�ned models, like

statistical shape models to guide the registration by capturing realistic deformations

of the model's shape class. Non-model-based methods, on the other hand, rely purely
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Figure 3.1: Taxonomy of registration methods

on the data and do not make assumptions about the shape of the source and target

[23]. Figure 3.1 introduces a taxonomy of registration methods.

3.1 Model-Based Fitting Procedures:

Some �tting algorithms use a 3DMM as the deformation model, which describes how

vertices are permitted to be shifted during optimization. Cheng et al. present a non-

rigid iterative closest point (NICP) algorithm that �nds the PCA shape parameters

that most closely match the per-vertex transformation that minimize the Euclidean

distance between the template and 3D scan [24]. Schneider and Eisert also propose

an iterative closest point algorithm that uses multiple PCA models corresponding to

di�erent face regions as the deformation model [72]. Schneider et al. later propose

�tting algorithms that use PCA sub-models, but are more robust to missing point-

cloud data [73]. Tena et al. use a similar multiple PCA sub-models approach to
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improve model 
exibility, helpful for tracking motion across scans [77]. Passalis et al.

propose a physics-inspired �tting framework of an annotated face model (AFM). A

mass matrix term, a damping term and sti�ness term are de�ned to control template

deformation. The movement of vertices toward the target is described by an `external

force' acing on them. Finite Element Modeling which is often used in structural

analysis problems, was used to solve the cost function [64]. Amberg et al. implement

a NICP algorithm with weighted correspondences to better handle missing data [8].

In their paper, Bogo et al. use a human body prior to register their artist designed

template to RGB-D sequences [16]. Yu et al. combine a regularizing skeleton model

with one of the human body model to improve reconstruction of large deformations.

However, the model was not robust to missing data due to its sparsity [87]. Yu et al.

address this problem by proposing dense geometry model in addition to body shape

prior [88].

Fitting or reconstruction algorithms can also leverage machine learning architec-

tures for non-linear optimization. A Hierarchical Representation Network (HRN)

[55] generally separates facial detail by frequency, with the low frequency detail being

modeled with a 3DMM. Another model-based work by Deng et al., called Deep3D

[31], trains a convolutional neural network (CNN) to predict 3DMM parameters.

Similarly, Guo et al. present a network architecture that regresses a set of 3DMM

parameters [41].

3.2 Non-model based Fitting Procedure:

There are also �tting procedures that do not rely on 3DMMs as the deformation

model. In [7], Amberg et al. propose a non-rigid variant of the iterative closest
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point algorithm. The goal is to solve for a set of per-vertex transformations that

are regularized by a special sti�ness term [7]. The process is iterative where new

correspondences that reduce the overall Euclidean distance are found each iteration.

Correspondence between is based on a nearest-neighbour search. Hahnel et al, in their

work discuss a hierarchical approach where a coarse mesh is �tted to the scan and

then local patches are �tted [42]. Allen et al. also solve for an a�ne transformation

for each vertex [6]. Li et al. propose an approach that optimizes for per-vertex

transformation while simultaneously optimizing for correspondences [56]. Myronenko

et al. propose an alternative approach that treats the alignment of point clouds as a

probability density estimation problem [63]. This approach is called Coherent Point

Drift (CPD), and is expanded upon in other works such as the ones by Wang et al.

[81], Golyanik et al. [38] and Hu et al. [45]. Some extensions, add regularization

terms to preserve shape [43]
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Chapter 4

Methodology for Shape Fitting

4.1 Data Pre-processing

Before they are used as input into a �tting algorithm, both the scans and the template

are processed. There are both manual and automatic steps in the pre-processing

procedure that serve to prepare the meshes for further downstream tasks such as

rigid registration, non-rigid optimization, and the smoothing of region discontinuities.

Among them, the manual orientation step is applied only to the 3D scan; while manual

region segmentation and pre-computation of vertex blending weights are only applied

to the template. Manual ear landmark placement and automatic facial landmark

placement are applied to both the 3D scan and the template. Figure 4.1 outlines the

pre-processing steps for both the scans and the template.
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Figure 4.1: Pre-processing steps.

The processing steps use either the template or target (3D scan) as input. LetT

denote the 3D scan of a human head, also known as the target.T = u whereu 2 RB � 4

denotes the vertices of the mesh.NT is the number of vertices in the scan. Di�erent

scans will have a di�erent number of vertices. Each row contains the homogeneous

coordinates (x; y; z; 1) for each vertex. LetS represent the template mesh. In this

context, the template is the average of head meshes in the UHM database.S = v

where v 2 RN � 4 denotes the homogeneous coordinates (x; y; z; 1) of the vertices of

the template, and N denotes the number of vertices in the template. At this stage,

the connectivity between the vertices is not important. In Section 4.2, the de�nition

of the template is expanded to include connectivity.

4.1.1 Manual Orientation

For further processing steps, scans must be manually oriented to roughly match the

orientation of the template. Conventionally, the z-axis is considered the up/down

axis, and the y-axis as the forward axis (forward in this context means toward or

away from the observer). However, in camera projection problems this convention is
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ipped where the z-axis is the forward axis and the y-axis is the up/down axis. This is

the convention that the template mesh adopts where the direction of a vector from the

origin to top of the head is the positive y-axis, and the direction of a vector from the

origin to the tip of the nose is the positive z-axis. The change in convention is to match

that of the virtual camera and ensure the face of the mesh is always facing the camera.

The synthetic images created must always have a clear view of the face for placing

landmarks. A manual orientation step was opted for instead of a more automatic

approach like mesh PCA because mesh PCA - which can be used to align a mesh

with its axis of greatest variation - is dependent of mesh quality and density. When

there is not consistent density in the mesh, alignment may not be consistent. Mesh

PCA can also be a�ected by outliers in the point distribution - which can happen if

there is extraneous geometry, a common artifact of 3D scanning. Furthermore, mesh

processing steps that may be undertaken to alleviate the aforementioned problems

can change point distribution, which can alter the alignment of mesh [52]. In future

work, a more robust variant of mesh PCA could be employed to streamline this step.

4.1.2 Automatic Selection of Facial Landmarks

Finding landmarks that share semantic meaning across meshes establishes a corre-

spondence that is useful for subsequent �tting tasks. Manual landmark placement,

however, is a time consuming task that may not be consistent between annotators

or even meshes annotated by the same person. Fortunately, automatic facial land-

mark placement is a well researched problem. From our survey, publicly available

2D landmarking models were found to be more mature, reliable and robust than 3D

landmarking solutions, due to their popularity for face tracking across video frames.
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Such solutions are able to consistently place landmarks in images captured from dif-

ferent angles and under various lighting conditions. In order to leverage the wealth

of research done on face recognition and alignment on 2D images, the pipeline adopts

a model for automatic landmark placement that uses RGB images as input. Other

works have also used 2D landmarking models to guide 3D registration with good re-

sults [10]. Synthetic RGB images of the target scan and template are rendered and

then used as input to a data driven model and 2D landmark locations are given as

output. Using the parameters of the virtual camera, the landmarks are back-projected

on the mesh, converting the 2D landmark coordinates to 3D landmark coordinates.

Google's Mediapipe FaceMesh V2 convolutional neural network (CNN) was used to

estimate the 478 facial landmark positions [2].

To ensure the full coverage of the face when placing landmarks, synthetic images

from three di�erent perspectives were rendered and used as input to the neural net-

work. Only a subset of the 478 landmarks were placed on each perspective view.

Centering the meshes at the origin, the images were rendered at -30, 0 and 30 degrees

counterclockwise from the positive z-axis about the y-axis. Figure 4.2 below shows

the pipeline automatically placing 3D facial landmarks.

4.1.3 Manual Selection of Ear Landmarks

In order to guide ear registration, the �tting pipeline needs a set of well placed ear

landmarks. The objective of this pre-processing step is to place a set of 55 landmarks

on each ear as proposed by Zhou et al. in [93]. Unlike the face, automatic landmark

placement on the ear is under explored. There is no publicly available model for 3D

ear landmarking. A data-driven 2D ear alignment model was originally being used
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Figure 4.2: 2D to 3D landmark placement pipeline

to automatically place landmarks, however the results were not satisfying due to the

intrinsic feature of ears and inaccurate depth information from occlusion. To avoid

the large reconstruction errors due to poor placement, it was decided to manually

place the landmarks once per target scan. It takes approximately 15 minutes to

apply the ear landmarks to a scan. Figure 4.3 shows the ear landmarks that were

selected.

4.1.4 Manual Region Segmentation

The template is split into multiple parts each representing a region of the head (e.g.

eyes, nose, lips). The parts can then be �tted independently to the surface of the

target scan. It was found that the full model struggled to express the full target

scan accurately, so it was necessary to split the model into several parts to improve

expressiveness. The template was divided intoK = 10 parts: right ear, left ear, eyes,

nose, lips, cheeks, chin, forehead, cranium, and neck. Every vertex on the template
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Figure 4.3: Placement of landmarks on ear as proposed by [93]

was assigned to one of the regions. LetfR j gK
j =1 denote the index sets associated

with regions of the template. If the vertexp i is in the j th region, then i 2 R j . This

segmentation step is performed only once for the template.

4.1.5 Pre-computation of Vertex Weights

Segmenting the template into regions allows parts to be �tted independently, but

leaves discontinuities at the boundaries of the regions. To address this problem,

blending weights are computed. Blending weights describe the relative strength of

transformations assigned to vertices. The weights are used in a weighted sum of

vertex o�sets to �nd the �nal vertex position. For each vertex there are K weights

(i.e. one for each region). Taking the index sets from the manual region segmentation

27



M.A.Sc. Thesis { B. Quansah; McMaster University { School of Biomedical Engineering

step, a weight mapf w j gK
j =1 is created. Each map corresponds to a region and hasN

entries such thatw j = [ wj
1; wj

2; : : : ; wj
N ]T . N is the number of vertices in the template

(i.e., 71926).

f wj
i [0]gN

i =1 =

8
>><

>>:

1; if p i 2 R j

0; otherwise
(4.1.1)

The regions after the segmentation step do not have any overlap, but by applying a

blur to the mask similar to a blur applied to a 2D image, a gradual transition between

regions can be achieved. A nearest neighbour search on the template was used to �nd

the nearest 200 points to each vertex. The weight assigned to a vertexi (wj
i ) is the

average of the weights assigned to the nearest 200 vertices in the neighbourhood. The

vertex weight is given by the following expression:

wj
i [n] =

1
jN � (i )j

X

k2N � (i )

wj
k [n � 1] (4.1.2)

wherejN � (i )j is the number of neighbours within the� -ring neighbourhood ofp i (i.e.

200); andn is a weight map iteration index. The weights from the previous iteration

are used to calculate the weights of the current iteration. The initial weights are either

0 or 1 as de�ned in Equation 4.1.1. Other blurring schemes such as Gaussian blurring

can also be used. After blurring the maps, it is necessary to normalize the weights so

that the transformation on the vertex is scaled appropriately. The resulting weights

corresponding to vertexi from each region map should satisfy:

KX

j =1

wj
i = 1 (4.1.3)
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. The weight map generally has weight of 1 at regionj then as the edges of the region

are reached the weight will gradually drop to zero. Figure 4.4 illustrates the vertex

weights assigned to 3 regions: eyes, nose, and lips, visualized on a the template mesh.

Figure 4.4: Vertex weights represented as colours on the template. Blue represents
the weights assigned to vertices in the eye region. Red represents the weights
assigned to vertices in the nose region. Green represents the weights of vertices in
the lips region. Notice how the boundaries of the regions are soft and where two
regions meet there is a gradual transition from one colour to another.

4.2 Fitting Framework

4.2.1 Problem De�nition

Expanding on the de�nition of the template, let S = ( v; ") where v represents the

vertices, and" denotes a set of edges. Each edge is represented by the indices of the

vertices that form the edges endpoints. The goal of �tting/reconstruction is to �nd

a set of a�ne parameters � = f X j gK
j =1 and a non-rigid parametersC = f cj gK

j =1 such
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that the transformed vertices ofS �t on T . It should be noted that X j is a set of

per-vertex transformations for vertices in partj such that: X j = [ X j
1; X j

2; : : : ;X j
N ]

whereX j
N is a 4� 3 matrix. cj is a 500 parameter vector of the UHM for partj .

The re�ned correspondence along withf X j ; cj gK
j =1 (the a�ne parameter and the

non-rigid parameter) form the parametric form of the 3D scan. It is assumed that

there exists a di�erentiable function f that is convex with respect to the a�ne pa-

rameter � and non-rigid shape parameterC. This assumption is motivated by the

formulation proposed in [24]. The functionf when given� , C and template S ap-

proximates target T as given below:

f (�; C; S) � T (4.2.1)

Below the general cost function for optimization to �nd parameters� and C is

given.

E = argmin
�;C

kf (�; C; S) � T k 2
F (4.2.2)

It was decided based on [24] that the optimizations of the a�ne parameters and the

non-rigid shape parameters would be done in separate stages. This is because the

function is convex with respect to� and C but not with respect to both variables.

4.2.2 Rigid Registration

The rigid alignment stage solves for an initial transformation to be used in subse-

quent �tting stages. The rigid transformation was used for head pose normalization,

removing the e�ects of rotation, translation and scale on the di�erences between the
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template and ground truth. This would be critical for estimating model parameters

(shape di�erences). Using the identi�ed landmarks as correspondences, the proce-

dure aligns the template to the head scan. There are two steps in the global rigid

alignment: an initial transformation, and re�nement of the initial estimate using the

iterative closest point algorithm.

Initial Transformation Estimation

Given a set of corresponding landmarks between the two meshes, the Kabsch-Umeyama

algorithm [47, 79] is used to compute an a�ne transformation that brings them into

alignment minimizing the root-mean-square error (RMSE) between the points. The

implementation of the Kabsch-Umeyama algorithm came from the RoMa library in

Python [21]. Other algorithms such as the Procrustes analysis can also be used to

�nd the transformation that aligns the corresponding points.

Estimation Re�nement

After �nding an initial transformation, this step aims to further re�ne the transfor-

mation. The iterative closest point (ICP) algorithm was used to re�ne the initial

estimate [13]. By using ICP, the initial alignment is iteratively adjusted to reduce

the RMSE between the two surfaces. The algorithm �rst needs to be initialized with

a transformation. Each point on the template mesh is associated with its closest

point on the target, giving N corresponding pairs in total. The Kabsch-Umeyama

algorithm is used to compute a new a�ne transformation to align the corresponding

points. A new set of corresponding points is found doing a nearest neighbours search

and the process is repeated until the RMSE falls below a given threshold or a given
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number of iterations is exceeded. A good initial transformation helps the algorithm

converge. Algorithm 1 shows how iterative closest point is implemented.

Algorithm 1: Iterative closest point algorithm
1 Initialize starting transformation;
2 Input: Template vertices, target vertices;
3 while RMSE� � do
4 Find target vertices that correspond to template vertices via nearest
5 neighbour search;
6 Calculate transformation that aligns corresponding points with
7 Kabsch-Umeyama algorithm;
8 Apply transformation to target vertices;
9 Calculate RMSE;

10 end
11 Output: Correspondence pairs, rotation, translation;

4.2.3 Model Parameter Optimization

The goal of this optimization stage is to �nd a set of non-rigid shape parameter

denoted byc such that the displaced vertices �t on the target surface. The displaced

vertices given as a 4N element column vectors is given by the following:

s = Bc + m

where B 2 R4N � 500 is the PCA model matrix, and m 2 R4N is a column vector

concatenating the homogeneous coordinates of the template and represents the model

mean. The equation can also the describe the positions of vertices in regionR j . The

cost function of the model optimization includes a point distance term and a landmark

distance term.
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The distance term penalizes the Euclidean distance between a vertex on the tem-

plate and its nearest neighbour.

Ed =
KX

j =1

k(B j cj + m j ) � u j k2: (4.2.3)

Equation 4.2.3 above describes the distance cost in a part-based way, with the goal

of the �tting algorithm to optimize for the region-speci�c model parameter vectors

cj that minimize the distance term, one for each region.B j 2 R4N j � 500 is a region-

speci�c model matrix created by taking the full model matrixB and keeping the rows

that correspond to vertices assigned non-zero weights in regionj 's weight map, while

removing the others. m j 2 R4N j is a column vector containing the homogeneous

coordinates of the template vertices assigned non-zero weights. Finally,u j 2 � R4N j

contains the homogeneous coordinates of the target vertices that are closest to subset

of template vertices represented bym j . N j is the number of vertices in regionj which

is equivalent to the number of non-zero weight in regionj 's weight mapw j . Therefore

N j = jw j > 0j.

The landmark term penalizes the Euclidean distance of the landmarks, the equa-

tion is given below:

E l =
KX

j =1

kSj
M L

(B j cj + m j ) � u j
L k2: (4.2.4)

SM L 2 [0; 1]4H j � 4N j is a selection matrix that selects a set ofH j landmarks that lie

within region j of the template. jH j j � j H j where H is the full set of landmarks,

ideally 588 (478 facial landmarks + 55 right ear landmarks + 55 left ear landmarks).

u j
L 2 R4H j is a column vector denotes the landmarks on the target that correspond
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to the template landmarks in regionj . The landmark term is separate from the

distance term because the nearest neighbours of the template landmarks do not always

correspond to the landmarks on the target. A separate cost term forces the template

landmarks to match the target landmarks. The complete cost function is as follows:

argmin
c

E(f cj gK
j =1 ) = argmin

c
Ed + �E l (4.2.5)

= argmin
c

KX

j =1

k(B j cj + m j ) � u j k2 + �
KX

j =1

kSj
M L

(B j cj + m j ) � u j
L k2

(4.2.6)

where � is the landmark weight, a scalar value that controls the in
uence of the

landmark term on the overall cost function, thus a�ecting how tightly the algorithm

�ts the landmarks. Once each region-speci�c model-parameter vector has been found,

they can be used to �nd the new template vertex positions. The new positions,

expressed as a column vectors 2 R4N , is given by the following:

s = m +
KX

j =1

w jT
col4Bc j (4.2.7)

wherew jT
col4 is the transpose of the weight map expanded to match the dimensions of

B j . In other words w jT
col4 = [ wj

1; wj
1; wj

1; 1; wj
2; wj

2; wj
2; 1; : : : ; wj

N ; wj
N ; wj

N ; 1]. The full

model matrix B is used instead of a region-speci�c variantB j to ensure the product

with cj is the same dimension across all regions. Each combination ofB and cj gives

a set of o�sets. The o�sets are multiplied with the pre-computed weightsw jT
col4. The

o�sets for each region are then summed and added to the model mean vectorm. The
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algorithm for optimizing the non-rigid shape parameters for a region is in Algorithm

2

Algorithm 2: Iterative optimization of non-rigid shape parameters
Data: B j ; m j , w j

1 Initialize non-rigid parameter cj ;
2 for numit = 0; numit < total; numit ++ do
3 Find target vertices that correspond to template verticesv j via nearest
4 neighbour search ;
5 Compute cj [n]  cj [n � 1] � � r E(cj [n � 1]) ;
6 Compute sj = m j + ( B j cj [n]) ;
7 Reshapesj to N � 4 to �nd v j [n + 1] ;
8 v j [n]  v j [n + 1] ;
9 end

4.2.4 Non-Rigid Optimization

The goal of the non-rigid optimization module is to �nd a set of a�ne vertex trans-

formations that when applied to the template vertices minimize the distance between

the template surface and the target surface. The mathematical formulation for the

optimization stage is taken from [24]. This stage forgoes the statistical shape prior

given by the 3DMM to capture the �ne detail that is not expressed in the model due

to its linearity. The cost function consists of three terms: a distance term, a land-

mark term and a sti�ness term. The distance term like in the model optimization

penalizes the Euclidean distance between the target and the template vertices. The

loss is given by the following:

Ed =
KX

j =1

f N j gK
j =1X

i =1

kX j
i v

jT
i � u jT

i k2 (4.2.8)
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whereX j
i is the transformation assigned to template vertexi , and v jT

i is the transpose

of i th vertex of the of the j th part of the template. u jT
i is the transpose of the target

vertex corresponding to thei th vertex of the j th part of the template. In other words

the nearest neighbouring vertex on the target. The cost term can be expressed as a

single sum given below:

Ed =
KX

j =1

kD j X j � ~u j k2
F (4.2.9)

whereD j 2 RN j � 4N j is a sparse matrix whose diagonal blocks are the vertices in the

template.

D j =

2

6
6
6
6
6
6
6
6
6
6
4

v j
1

v j
2

v j
3

. . .

v j
N j � H j

3

7
7
7
7
7
7
7
7
7
7
5

X j 2 R4N j � 3 is the collection of per-vertex transformationsX j = [ X j
1; :::;X j

N j
]T

where X j
i is a 4� 3 matrix. ~u j 2 RN j represents the corresponding vertices of the

template but is expressed as a matrix instead of as a column vector.

The landmark term is given by:

E l =
KX

j =1

k(D j
L X j � ~u j

L )k2
F (4.2.10)

where D j
L 2 RN j � 4N j is a sparse matrix constructed from the template landmark

positions. Rows that do not correspond to landmarks are replaced with zero.~u j
L 2
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RN j � 4 represents the corresponding landmarks inD j
L

The sti�ness term regularizes the vertex transformations by penalizing the dif-

ferences between transformations on neighbouring vertices. This constraint prevents

vertices from shifting arbitrarily during optimization. The loss is given by the follow-

ing equation:

Es =
KX

j =1

k(M j 
 G)X j k2
F (4.2.11)

whereM j 2 RN "j � N j is the node-arc incidence matrix that describes the topology

of region j of a mesh. N"j is the number of edges in regionj . G := diag(1; 1; 1; 
 )

is a weighting term applied to transformations assigned to adjacent vertices.
 is a

constant that weights the translation, as it increases the di�erence constraint becomes

more stringent. Consider a triangle mesh with 500 vertices and 700 edges. The mesh

can be thought of as a directed graph, with numbered nodes (vertices) and edges that

run from lowered numbered nodes to higher numbered nodes. The correspondingM

has 700 rows equal to the number of edges and 500 columns equal to the number

of vertices. Let r be the edge indexa be the lower node index andb be the higher

node index. If edger connects nodea and nodeb then M ra = � 1 and M rb = 1. For

example if edge 3 connects node 1 and 5,M 3;1 = � 1 and M 3;5 = 1. Let d 2 R500 be

a column vector with a value assigned to each vertex. The matrix productMd gives

a 700-row column vector where each row is the di�erence between values assigned to

adjacent vertices. Now consider that each element ofd was instead a 4� 3 matrix

representing a transformation instead of a scalar value likeX . To �nd the di�erences

of transformations assigned to adjacent vertices,M 
 G is found, where
 is the

Kronecker product. The product is found by multiplying the weighting matrix G by
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every element inM and combining the matrices into a larger matrix like so.

P =

2

6
4

p11 p12

p21 p22

3

7
5

P 
 Q =

2

6
4

p11Q p12Q

p21Q p22Q

3

7
5

Multiplying M 
 G by X gives the di�erences between the 4� 3 transformation

matrices assigned to adjacent vertices. The closer the transformations are to being

equal, the smaller the Frobenius norm.

X

f a;b2 "g

k(X b � X a)Gk2
F = k(M 
 G)X k2

F

The sti�ness term forces nearby vertices to be shifted by similar transformations.

The complete cost function for the non-rigid optimization is as given:

argmin
�

E(f X j gK
j =1 ) = argmin

�
Ed + �E l + �E s (4.2.12)

which can be expanded to:

argmin
�

KX

j =1

kD j X j � ~u j k2
F + �

KX

j =1

k(D j
L X j � ~u j

L )k2
F + �

KX

j =1

k(M j 
 G)X j k2
F ; (4.2.13)

where� is the sti�ness weight. The higher it is, the more stringent the penalization

on the di�erence of adjacent vertices. In other words, the more rigidly neighbouring

vertices are moved. In the iterative optimization loop,� is gradually reduced in

a coarse-to-�ne �tting approach. At higher sti�ness weights, the template vertices
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move more rigidly, �tting to the low frequency detail of the target scan. As the

sti�ness weights fall, vertices are allowed to move more independently �tting to higher

frequency detail in the target. The sti�ness weight� is reduced when the di�erence

between the current iteration's estimate of vertex transformationsX j and the previous

iteration's estimate falls below a threshold� . In the experiments and tests,� is

reduced by a factor of 0.75 when the threshold condition is met, starting from a

value of 100. It was found during testing that these values preserved facial detail and

avoided local over�tting of the mesh around landmarks. Figure 4.5 shows an example

of over�tting around landmarks on the chin and lips of a reconstruction. Algorithm

3 describes the optimization loop for the a�ne parameter of a regionj .

Figure 4.5: The artifacts caused by over�tting to the landmarks. The sti�ness
weight � decays too quickly spending most of its time at the max sti�ness and the
minimum sti�ness instead of gradually transitioning between the two values. That
combined with the landmark cost, results in only small local neighbourhoods of
vertices being shifted toward the landmarks, creating `punctures' in the mesh.

Both the model cost function and the non-rigid cost function were optimized using

a general stochastic gradient descent (SGD) optimizer. It was chosen for its speed

compared to the closed form optimization. The density of the template mesh proved

to be time-prohibitive when running and testing the latter.
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Algorithm 3: Iterative optimization for a�ne parameter X j

Data: v ; � = 100
1 for numit = 0; numit < total; numit ++ do
2 Intialize a�ne parameter X j ;
3 while (X j [n] � X j [n � 1]) � threshold do
4 Find target vertices that correspond to template verticesv via nearest
5 neighbour search ;
6 Compute X j [n] = X j [n � 1] � � r E(X j [n � 1]) ;
7 Compute vnew = D j X j [n] ;
8 end
9 �  0:75� ;

10 end
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Chapter 5

Performance Evaluation

5.1 Datasets

The performance evaluation is conducted on a dataset of 15 subjects: 8 males and

7 females. The subjects were of various ages and ethnicities. Meshes were acquired

from the 3D3A, and HUTUBS datasets and from scanning subjects in-person. The

3D3A dataset is a database created by the 3D Audio and Applied Acoustic Labo-

ratory at Princeton University. It contains 3D scans of the head and torso, as well

as measured HRTFs [75]. The ears of a subject are scanned with a high resolu-

tion scanner and the resulting meshes are stitched onto the head scan. The HRTFs

are measured from 648 directions (9 elevations from -57� to 75� and 72 azimuths

from 0� to 355� ). The HUTUBS dataset was created by the Audio Communication

Group at Technical University Berlin, in collaboration with Huawei Technologies and

Sennheiser Electronic. The dataset contains 58 head meshes and 96 Head Related

Impulse Responses (HRIRs) measured at 440 positions [33].
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5.2 Mesh Reconstruction Approaches

Using the techniques developed in the previous chapter three �tting pipelines were

devised for reconstruction - �tting the template to the target scan. The pipelines are

listed as follows:

1. hybrid pipeline. Uses a part-based approach where UHM shape parameters are

solved for each region except the left and right ear. The ears are �tted using

the non-rigid �tting techniques. See Figure 5.1.

2. global+ear-re�ne pipeline. Takes a global approach considering all the vertices

of the template during an iteration. Then the ear parts are optimized indepen-

dently. See Figure 5.2.

3. model-part pipeline. Also uses a part based approach. UHM shape parameters

are solved for each region. See Figure 5.3.

The �gures below show how the optimization blocks are arranged for each pipeline.

Figure 5.1: hybrid Pipeline

5.3 Qualitative Evaluation

In this section, the results of the three pipelines are visualized. Figure 5.4 shows

the reconstruction results of three subjects. The results of all the pipelines bear
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Figure 5.2: global+ear-re�ne pipeline

Figure 5.3: model-part pipeline

resemblance to the ground truth, but the colourmap shows thatglobal+ear-re�ne

pipeline is the closest to the ground truth. The color is mapped to the Euclidean

distance between the template vertices and their nearest neighbours on the target,

with darker colours (indigo/purple) representing shorter distances and lighter colours

(yellow/light green) representing longer distances. Figure 5.5 shows each pipeline's

reconstruction of the right ear of the same subjects as Figure 5.4. Thehybrid pipeline

appears the best at reconstructing the ear without too much distortion, whereas

the model-part produces large errors around the ears. Overall, the weakest areas

of reconstruction have been the neck, the nostrils and the ears. For the neck, and

nostrils, the potential e�ect on HRTF should be negligible [76]. Errors around the

ear have a more signi�cant impact on the HRTF. Errors are largest around the base

of the neck and back of the head. The errors in the neck are because the base of

the neck of the template is often very di�erent from the base of the neck of the scan.

Registering the neck part of the template to neck part of the scan can result in the
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bases being misaligned especially if the target scan has data missing from the neck

region. Additionally there are no neck landmarks to guide registration, so it can

only on the nearest neighbour proximity heuristic. Reconstruction of the back of the

head results in large errors because of the bald cap bulge due to hair capture in the

3D scan. When performing a non-rigid optimization template is �tted closely to the

surface at the back of the head. The UHM cannot precisely model the shape of the

bulge because it is not present in the model database.

5.3.1 Artifacts

After reconstruction there are some artifacts in the output mesh. They a�ect the

visual quality of the mesh but do not seem to have catastrophic impact on the HRTF

simulation, i.e. simulations can still converge. The most common artifacts are: self

intersections, seams, and deformed nostrils.

Self-Intersections

The self intersection artifact commonly occurs around the eyes, and sometimes the

ears and nose. When it occurs around the eyes it is the result the pipeline trying to

merge of the eye socket geometry of the UHM template with the rest of the facial

surface. The UHM has sockets to accommodate the additional eye shape models

that are included, models that were removed for the purposes of this work. A target

scan will most likely not have eye sockets so the optimization will shift the eye socket

vertices in an attempt to reduce the Euclidean distance between them and the nearest

target surface. Reconstructions from all the pipelines su�er from this artifact. The

self intersections around the ear are result of the optimization getting stuck in a local
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Figure 5.4: Qualitative comparison of three subjects
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Figure 5.5: Qualitative comparison of the right ear
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Figure 5.6: The eye sockets intersect with the bottom eyelids

minima. The algorithm reduce the distance between the template vertices and their

nearest neighbour on the target without any constraint on local volume.

Seams

Seams are the discontinuities between independently optimized regions of the tem-

plate. The pre-computed vertex weights were intended to alleviate the problem. The

weights provide some blending, but if the di�erence between the vertices on the bound-

aries is large the seams will be noticeable. In thehybrid and model-part pipelines, the

seams are most visible around the neck, and ears. Some reconstructions will have a

very distinct boundary around the forehead. Theglobal+ear-re�ne pipeline has very

distinct discontinuities around the left and right ear from the ear re�nement stage.

The severity of the discontinuities varies across subjects. Figure 5.7 shows the seams

of a reconstruction.
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Figure 5.7: Seams resulting from blending at the boundaries of independently �tted
regions.

Deformed Nostrils

The deformed nostrils artifact is the result of the optimization getting stuck in a local

minima and the nostrils of the target and template being misaligned. The nostrils of

the UHM are more detailed than those of the scans, as they extend further up into

the nose structure than the typical scan.

Figure 5.8: Deformation of nostrils
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5.4 Quantitative Evaluation

In addition to the visual comparison between pipelines, three experiments are con-

ducted to quantitatively evaluate the quality of the �tting. They are the following:

a reconstruction comparison, ablation study, and comparison with FLAME model

reconstruction. Three di�erent �tting pipelines are compared in the reconstruction

comparison experiment, then the most accurate pipeline is used in subsequent exper-

iments.

5.4.1 Reconstruction Comparison

For total reconstruction accuracy, the average vertex error is examined, which mea-

sures the Euclidean distance between template vertices and their nearest neighbours

on the target scan. The ear reconstruction accuracy is quanti�ed by the average

landmark error, the average distance between the landmarks of the target and the

template.

The comparison experiment was conducted on a dataset of 15 subjects: 8 males,

7 females, of various ages and ethnicities. Each subject would undergo reconstruction

using each pipeline. The average vertex error for a reconstruction was calculated.

Then the cumulative error for the pipeline was calculated using the average vertex

error of the subjects. Figure 5.9 shows the cumulative error for each pipeline. The

closer the curve is to the upper left corner of the chart the more accurate the recon-

struction. Figure 5.10 shows cumulative reconstructive error for the left and right ear

separately.
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(a) Cumulative landmark error

(b) Cumulative average vertex error

Figure 5.9: Cumulative average landmark error (a) Euclidean distance between
corresponding landmarks and cumulative global average vertex error (b) Euclidean
distance between every template mesh vertex and its nearest neighbour on target.

50



M.A.Sc. Thesis { B. Quansah; McMaster University { School of Biomedical Engineering

Figure 5.10: Cumulative landmark error of left ear.

Figure 5.11: Cumulative landmark error of right ear.

As can be seen from the �gures, theglobal+ear-re�ne pipeline was the most accu-

rate reconstruction algorithm. All reconstructions from this pipeline have an average

vertex error under 0.8 mm globally, 3 mm for the left ear, and 2.6 mm for the right

ear. There is also less variance among the reconstruction errors of this pipeline for

both global reconstruction and ear reconstruction. This somewhat con
icts with

what was observed visually regarding thehybrid pipeline's ear reconstructions. The
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reconstructed ears appear smoother, and closer to the ground truth mesh than the

results of other pipelines. With theglobal+ear-re�ne pipeline and particularly with

the model-part pipeline, distortions can be observed around the helix, the triangular

fossa, the inferior crus and the lobule. What does agree with the visual results is that

while the hybrid pipeline was less accurate globally than themodel-part pipeline, it

was more accurate when reconstructing the ears with all reconstructions being under

5.9 mm for left ear versus 9.8 mm and under 5 mm for the right ear versus 8.2 mm.

The global+ear-re�ne pipeline is used for subsequent experiments.

Roughness Evaluation

In this experiment, the roughness of the reconstructions from each pipeline are com-

pared. Roughness is a measure of the high-frequency detail in a vertex neighbourhood

proposed in [54]. It is analogous to the standard deviation of the mean curvatures

across the mesh. The roughness of a shape is given by the following equations:

K L (x i ) =
1
N

X

x i 2 N (x i )

K (x i ) (5.4.1)

D(x i ) = K � K L (x i ) (5.4.2)

� =

vu
u
t 1

N

NX

i =1

(D(x i ))2 (5.4.3)

whereK (x i ) is the mean curvature at vertexx i . K L (x i ) is the average mean curvature

of the L-ring neighbourhood centered at vertexx i [54]. The mean curvatures were

not calculated using the Laplace-Beltrami operator (cotangent weights) as proposed
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by Meyer et al. [61], but instead using a continuous approximation of the surface.

A cubic surface was �tted to a vertex and it surrounding neighbours, then the mean

curvature at the center vertex was computed based o� the surface patch.

The focus of comparison were the forehead and the ears. The forehead region is

generally smooth and featureless, so a high quality reconstruction is expected to have

a low roughness. The ears on the other hand, have more high frequency features and

therefore will have a higher roughness. The ear region of the template represents the

expected roughness benchmark of a high quality reconstruction. Table 5.1 shows the

roughness of the un-registered model at the di�erent regions of interest.

Region Template Mesh Roughness
Forehead 3.05
Right Ear 144.47
Left Ear 144.99

Table 5.1: Template roughness in certain regions. Ideal values for reconstruction.
The closer to these given values the better.

Figure 5.12 shows the cumulative roughness of the respective forehead regions

of outputs of the three pipelines. Theglobal+ear-re�ne pipeline produces slightly

smoother meshes than themodel-part pipeline with the former with a max roughness

of 17.28, and the latter with a max roughness 19.21.
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Figure 5.12: Cumulative roughness of reconstructed forehead region

Figures 5.13 and 5.14 show the cumulative roughness of the ear regions of the

pipelines' reconstruction. Thehybrid pipeline produces the smoothest meshes with

a max roughness of 343.10 for the right ear and 297.97 for the left ear. This agrees

with the qualitative observation of the ear reconstruction.

Figure 5.13: Cumulative roughness of reconstructed right ear region
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Figure 5.14: Cumulative roughness of reconstructed left ear

5.4.2 Ablation Study

As shown in �gure 5.2, theglobal+ear-re�ne pipeline chains together many di�erent

optimization stages. The purpose of this ablation study is to establish how much

these stages contribute to the �nal accuracy. Below is a table that outlines which

stages are included in each version of theglobal+ear-re�ne pipeline.

Ver. Global model optim. Non-rigid optim. Ear model optim. Ear non-rigid optim.
0 True False False False
1 False True False False
2 True True False False
3 True True True False
4 True True False True
5 True True True True

Table 5.2: Table outlining the optimization stage included in each version of the
global+ear-re�ne pipeline

Each subject is reconstructed using each pipeline and the average nearest-neighbour

error is calculated for each reconstruction. The cumulative error is then calculated.
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For ear reconstruction, the landmark error is calculated instead of the average nearest-

neighbour error. Figure 5.15 compares the cumulative errors of the di�erent pipeline

versions.

Figure 5.15: Ablation study cumulative global average vertex error

As can be seen from the �gures, simply optimizing for the model shape parame-

ters (global-0) is not su�cient. Using non-rigid optimization ( global-1), substantially

improves accuracy of the mesh reconstruction. Combining model and non-rigid op-

timization ( global-2) gives further improvement to reconstruction, albeit small im-

provement. Versions 3-5 of the pipeline focus on �tting the ear part of the template,

so there is not much di�erence globally. The pipelines start to diverge in terms of

accuracy of ear reconstruction.
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Figure 5.16: Ablation study cumulative landmark error of the right ear

Figure 5.17: Ablation study cumulative landmark error of the left ear

Figures 5.16 and 5.17 show the cumulative errors of the ear reconstruction of

each version of theglobal+ear-re�ne pipeline. It was observed that a separate �t-

ting of the ear noticeably improved the accuracy of the reconstruction, with the full

pipeline being the most accurate. Most of the improvement betweenglobal-2- no ear
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re�nement and the full pipeline (global-5) is in the addition of the separate model op-

timization for the ear (global-3). Adding the non-rigid optimization added marginal

reduction in the landmark error. The results of the ablation study show that the full

global+ear-re�ne pipeline is the most accurate for reconstruction.

5.4.3 Comparison with FLAME Model

In this experiment, the accuracy of the reconstruction of theglobal+ear-re�ne pipeline

is compared to FLAME model's reconstruction accuracy. As in the other experiments,

the global reconstruction error is the average nearest-neighbour error and the ear re-

construction error is the landmark error. The FLAME model �tting algorithm uses a

general `dog-leg' optimizer [68] to solve a non-linear least squares problem. Five sub-

jects from the testing dataset were used for comparison. Figure 5.18 shows the global

reconstruction error of bothglobal+ear-re�ne pipeline and the FLAME model opti-

mization. As can be seen in the chart, theglobal+ear-re�ne pipeline reconstructions

Figure 5.18: Comparison of global average vertex error between FLAME and
global+ear-re�ne pipeline.
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are consistently more accurate than that of the FLAME model. When comparing

reconstructions of the ear, a similar result is observed, where over the �ve subjects

the global+ear-re�ne pipeline produces more accurate reconstructions.

Figure 5.19: Comparison of average vertex error of right ear landmarks between
FLAME and global+ear-re�ne pipeline.

Figure 5.20: Comparison of average vertex error of left ear landmarks between
FLAME and global+ear-re�ne pipeline.
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It is important to note that while the global+ear-re�ne pipeline was more accurate

than FLAME, FLAME had smoother reconstructions.

5.5 HRTF Simulation

In this experiment, the pipelines are run on a scan from the 15-person dataset. The

reconstructions are used as input into the Mesh2HRTF simluator, and their HRTFs

are computed. It should be noted that the output mesh cannot directly be used

but has to undergo an additional hole-�lling procedure to make it watertight. The

reconstructed meshes were made watertight in Autodesk Meshmixer [3] using their

hole-�lling utility. The simulated HRTFs are compared to the ground truth measured

HRTF and a ground truth simulated HRTF. The target scan was originally from the

3D3A dataset, so both the measured HRTF and the original simulation results were

available. Figure 5.21 shows the source positions for the measurement of the HRTF.
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Figure 5.21: Positions of sources in HRTF measurement setup

As mentioned before, the HRTFs are measured at 9 elevations from -57� to 75� and

72 azimuths from 0� to 355� . The radius is 0.76 m.

Two of the three reconstructions from the pipelines were successfully simulated.

Only the reconstruction from model-part pipeline failed simulation. This may be

because of the poor reconstruction of the right ear, which is quite deformed and also

has an unusually deep ear canal as shown in Figure 5.22.
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