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Abstract

As businesses generate and consume an increasing amount of data, enforcing and
maintaining data quality is a critical task for decision making, operational efficiency
and accurate data analysis. Recent studies have shown that data scientists spend
60-80% of their time cleaning and organizing data in preparation for data analy-
sis [1]. This effort motivates the need for effective data cleaning tools to reduce the
user burden. Data quality is often measured along a set of dimensions: accuracy,
completeness, consistency, reliability, and currency. Achieving all these data charac-
teristics is often not possible in practice due to personnel costs, and for performance

reasons.

This thesis focuses on tackling three problems in two data quality dimensions:
data currency and data consistency. We first address the problem of estimating
data currency in a relational database, and we argue that data currency is a relative
notion that is dependent on an individual’s update pattern. This pattern can have
spatial and temporal variance among individuals. By learning the patterns from an
update history, we present a probabilistic system for identifying and cleaning stale

values. Secondly, we explore the problem of estimating data currency in distributed
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database settings. Replicas of the same data item often exhibit varying consistency
levels when executing read and write requests due to system availability and network
limitations. When one or more replicas respond to a query, estimating the currency of
the returned data item is essential for applications requiring timely data. Depending
on how confident the estimation is, the query may dynamically decide to return the
retrieved replicas, or wait for the remaining replicas to respond. We present a system
that accurately estimates whether the retrieved replicas are current or stale, and
guarantees that the estimation satisfies a user-given confidence threshold. Using this
confidence-bounded replica currency estimation, we implement a novel DYNAMIC
consistency level in the open-source, NoSQL database, Cassandra. Finally, we tackle
the problem of resolving inconsistencies in a database. Data consistency is often
measured by whether the data adheres to a set of data quality rules. Recent work
has proposed a new class of data quality rules that considers the data semantics
with respect to (w.r.t.) an ontology [9]. As the data evolves w.r.t. these rules and
ontology, we propose a system to re-align and repair the data and the ontology w.r.t

these ontological rules.
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Chapter 1

Introduction

Data quality is one of the most pressing challenges in data management since real-life
data is often dirty: inconsistent, duplicated, inaccurate, incomplete, and out-of-date.
Poor quality data across businesses and the government costs the U.S. economy $3.1
trillion a year, according to a report by InsightSquared [28]. A survey conducted
by CrowdFlower, shows that data scientists spend 60-80% of their time cleaning
and organizing the data [1]. This highlights the need for data quality management,
to improve the quality of the data along a set of dimensions including accuracy,
completeness, consistency, reliability and currency [11, 38]. Data accuracy refers
to the closeness of values in a database to the entities that the data represents.
Data completeness measures the amount of missing information to answer queries.
Data consistency refers to whether multiple occurrences of a real-world entity or
attribute are represented by the same value in the database, and aims to detect

inconsistencies and conflicts in the data. Data currency identifies the current value
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of entities represented by tuples in the database. Data reliability measures how much

information derives from an authoritative source [11].

Achieving all these data characteristics is a non-trivial problem because of high
costs, performance overhead, or interactions between the dimensions. Existing data
cleaning techniques often concurrently improve one or two of the above dimensions.
Existing work uses master data, user feedback and knowledge bases to improve data
reliability [44, 37, 42, 100, 97], maximize accuracy [10, 20, 29] and propose holistic
systems to address incompleteness [25, 31, 24, 83]. Quantitative data cleaning ap-
proaches involve statistical, probabilistic and machine learning methods to identify
abnormal behaviors and errors, and infer the correct values according to expected
statistical distributions [14, 32, 82]. Despite a wealth of data cleaning techniques for
improving data quality, there are only a few of which address data currency. Data
currency is imperative towards achieving up-to-date and accurate data analysis. Data
is considered current if changes in real world entities are reflected in the database.
When this does not occur, stale data arises. However, inferring data currency is a

difficult problem if the timestamps are missing or imprecise.

Identifying and repairing stale data in distributed database settings is also a crit-
ical problem. Replicas of the same data item often exhibit varying consistency levels
when executing read and write requests due to system availability and network limi-
tations. When one or more replicas respond to a query, estimating the currency (or
staleness) of the returned data item (without accessing the other replicas) is essential
for applications requiring timely data. Depending on how confident the estimation

is, the query may dynamically decide to return the retrieved replicas, or wait for the
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remaining replicas to respond. The replica currency estimation is expected to be ac-
curate and extremely time efficient without introducing large overhead during query

processing.

Along with data currency, data consistency is one of the most important properties
of data quality to ensure data trustworthiness such that the same value exists across
multiple occurrences. Integrity constraints (ICs) are commonly used data quality
rules for preserving data consistency. Any part of the data that does not conform to
a given set of ICs is considered erroneous, also known as a violation of ICs. Constraint-
based cleaning approaches [17, 23, 51, 96] rely on ICs to repair data values such that

the data and constraints are consistent.

1.1 Data Currency

Data currency refers to how promptly the data is updated to reflect actual changes
in the real world [38], which plays a vital role in traditional business intelligence
applications. For example, in healthcare domains, reporting stale data may threaten
patient safety. Wenfei Fan et al. [39], propose a type of data quality rules, namely
currency constraints, that identify the most recent entity in a database. Currency
constraints model currency relationships based on data semantics, which induces a
partial ordering among the tuples. For example, a currency constraint states that
if an employee’s title is “junior” and “senior” in two records t; and t,, respectively,
then we expect that t; precedes 5, since an employee must be junior before achieving

a senior title. However, currency constraints rely on domain expertise, where manual



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

specification is needed.

Out-of-date or stale data occurs when the real world changes are not captured
by the database (i.e., the updates are missing), which may be caused by human
error, system malfunction, etc. Inferring data currency is not a trivial problem if the
timestamps are missing or imprecise, since it requires timely knowledge about real
world entities, which is represented in data and their last changes. In the real world,
missing updates for an entity often depend on the spatial and temporal correlations

between updated values, as shown in the following example.

Example 1: Table 1.1 shows patient data monitoring vital signs and blood test
results for 4 patients (p;  p4) in a hospital, which include respiratory rate (RR), the
amount of hemoglobin (Hb), oxygen saturation (SpO2), and heart rate (HR). Data
currency is important in monitoring a patient’s physical condition with these medical
indicators so that the doctor can be notified in time when an issue occurs. Figure 1.1
shows the updates history of different medical measurements w.r.t. the patients sy

and s4 over a period of time, and missing updates are shown as circles. |

’patient \ RR\ Hb\ Sp0O2 \HR‘

p1 21 |42 |none |1
D2 28 |40 |high |5
D3 19 |43 |none |3
Py 26 |57 |none |2

Table 1.1: Medical monitoring metrics.

Spatial correlations. First, we show that data currency may be influenced by

spatial updates of neighboring cells within a tuple. In a relational database, a cell
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AHR (p2) + RR (p2) X Hb (p2)
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Figure 1.1: Update patterns in a data center.

refers to the unit where a row (tuple) and column intersect. Generally, increased heart
rate triggers increases in respiratory rate and hemoglobin. Consider the heart rate
changes of patient py (highlighted with a blue triangle) at ¢ ~ t3,10, 21u in Figure 1.1.
These changes trigger updates of respiratory rate and hemoglobin of p, (highlighted
with a blue cross and star, respectively) at the same time, which should be captured
by the monitors and recorded in Table 1.1. However, the update for hemoglobin of
po is missing at ¢ 21 (highlighted with a red circle), which causes po,t HS to be stale

at the current time (¢ 25).

Temporal correlations. Beyond the discussion of spatial correlations within the
same time unit, we consider correlations across time. Figure 1.1 shows that increased
the respiratory rate (highlighted with a green cross) of py (at time ¢  t4,11u) allows
more oxygen to get in and combine with hemoglobin, which causes changes in SpO2

of ps in the next time unit (¢  t5, 12u).
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In the above example, we investigate the importance of spatial and temporal
relationships among the cells in repairing stale values. We claim that data currency
is a relative notion based on individual spatio-temporal update patterns. Having
knowledge of a cell’s historical update patterns can help determine the currency of
the cell. Existing techniques [91, 105] ignore these update patterns which may lead to
incorrect or inconsistent repairs. Thus, new techniques are needed to recommend data

repairs by considering the spatio-temporal update relationships via past updates.

1.2 Replica Currency Estimation

Data currency is often synonymously referred to as data freshness in distributed
database settings [38]. Different values of the same entity arise if update queries are
not applied simultaneously over all replicas. While each of these values may have
been correct at some time, answering queries across these multiple value versions is
challenging. Distributed data stores with replication, such as BigTable [21], HBase
[50], Dynamo [34], and Cassandra [69], carry different versions of a data item (i.e.,
a key-value pair, or a cell in a table), where timestamps are used to determine their
currency. Replicated storage for large scale applications must consider the trade-off
between stronger forms of consistency and performance requirements. On the one
hand, stronger consistency provides improved guarantees of data currency. On the
other, it often requires heavier-weight implementations that increase latency and/or
decrease throughput [71], which leads to limitations in scalability and availability [53],

and it is unable to handle network partitions [57].
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By manually specifying a consistency level, existing systems such as Cassandra
wait for a fixed number of replicas (e.g., ONE, QUORUM, ALL) to respond w.r.t. the
success of read/write operations. In cases of workload surge, the write consistency
level ONE is preferred, i.e., returning to the client as long as one node is written, to
ensure high throughput. To achieve strong consistency, where all client reads view
the most recent write, the read consistency level ALL is required, which waits for all
replicas to respond, given the aforesaid write consistency level ONE. However, this

increases latency.

Existing tunable consistency levels sacrifice some consistency to achieve total avail-
ability. For instance, in Cassandra, the read consistency level ONE or QUORUM
chooses to retrieve, respectively, one or more than half of the replicas. Obviously, the
returned replicas may be stale (as illustrated in Figure 1.2), given the aforesaid write
consistency level ONE. This solution falls short in two aspects: (1) The client has no
information about the currency of the returned values from part of the replicas. (2)
The consistency level is tuned w.r.t. the number of responding replicas rather than
the likelihood of returning replicas with current values. Without any estimation of

data currency, it is difficult for users to configure an appropriate consistency level.

Example 2: Figure 1.2(a) shows a system with replication factor 4. Let v;; denote
the j-th version of a cell in the i-th replica. Figure 1.2(b) shows the latest version
gy of the cell is stored only in replica 7y, due to write efficiency. Read requests
are also processed at different consistency levels, again for either read efficiency or
network failure. With read consistency level ONE, Cassandra immediately returns

the version held by the first node that responds to the query [69], i.e., vy of replica
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D= .

(a) Four replicas in a cluster of nodes.

Replicaf v Ves ?Read
ry (ONO) (@) (@) *
L&) B 7] :
ry ©) ) :
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r, 1O @) @) &
Y11 Y12
ry . .

Time
(b) Versions v;; of a cell written to four replicas at different times.

Figure 1.2: A cluster with replication factor 4, running across multiple data centers.

ry. We can see that version vy is stale, given the more recent vyy. However, without
further accessing the other replicas, r; 73, the system cannot determine whether the

retrieved version vy44 iS current or stale. |

At consistency level ONE, as illustrated in Figure 1.2, the returned replica may
be stale. Alternatively, if we adopt the consistency level ALL, waiting for all replicas
to respond, it blocks the read request (given the network partitioning in the cluster).
The QUORUM level achieves a compromise by retrieving more than half of the repli-
cas. However, the aforesaid issues regarding waiting for a fixed number of replicas,

unfortunately, still exist.
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1.3 Data Consistency

Data consistency is an important dimension to preserve data quality, which refers to
the coherence of a data item and often uses integrity constraints (ICs) to specify data
quality requirements. ICs are a set of rules that provide a mechanism for ensuring
that data conforms to guidelines specified by experts. Data that are inconsistent
w.r.t the ICs are identified as erroneous, and updates to the data are generated to
re-align the data with the ICs. Functional dependencies (FDs) are one of the most
widely used ICs. For example, consider an FD F| : rSymptoms  rMedicines over
Table 1.2, which states that any two tuples with the same value on attribute Symptom
should have the same value on attribute Medicine. Then tuples t; t5 violate Fj since
tirMedicines  torMedicines. The bulk of existing work has focused on using func-
tional dependencies (FDs) to define the attribute relationships that the data must
satisfy [17, 82]. However, these approaches use the ICs that rely on syntactic defi-
nitions of equality without capturing the data semantics. For example, with domain
knowledge from a clinical ontology (Figure 1.3(b)), we see that the values participate
in an inheritance relationship, which states ‘T'ylenol’ is an ‘Acetaminophen’. In this

case, tuples t; t5 do not violate F}.

id Symptom Disease Medicine

t Sore throat Common Cold Tylenol

to Sore throat Flu Acetaminophen
t3 Cough Common Cold | Acetaminophen
ty Fever Coryza Acetaminophen
t5 Headache Common Cold Ibuprofen

t¢ | Lightheadedness Migraine Ibuprofen

t7y | Lightheadedness Hemicrania Ibuprofen

Table 1.2: Clinical Dataset
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Analgesic

%k * /\
/ ' \ / \ Acetaminophen Opioid

ICommon Catarrh Coryza Migraine Hemicrania
Cold Tylenol Morphine

(a) Disease Ontology (b) Medicine Ontology

Figure 1.3: Ontologies over a clinical dataset.

To capture the data semantics between attribute values, Baskaran et al. present
a new class of data quality rules, Ontology Functional Dependencies (OFDs) [9],
which extend existing FDs with a set of ontologies, and consider domain relationships
between values, namely synonyms. A synonym OFD X, A is an extension of
an FD w.r.t. a synonym ontology, which states that for any two tuples with the
same value on attribute X, their values on attribute A should either be the same or
are synonyms according to the ontology. For example, for the Disease ontology in

Figure 1.3(a), ‘Migraine’ and ‘Hemicrania’ are synonyms.

However, data may change over time because of human errors (e.g., typo and
incorrect updates). Similarly, the ontology may miss values due to asynchronous
updates. For example, the US Food and Drug Administration (FDA) approves new
drugs on a monthly cycle, while prescribed drug ontologies do not follow the same
update frequency. These changes would lead the data to violate the given OFDs
w.r.t. the ontologies, and it is often unclear whether the data is incorrect or whether
the ontology is incorrect (or both). In practice, we cannot always trust data and
ontologies equally. For example, an ontology is reliable since it is often manually
specified by a domain expert, but it may be out of date. Also, the reliability of
data depends on many factors such as data sources and extraction methods. Thus,

practical data cleaning approaches must consider errors in the data as well as errors

10
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in the ontologies, as illustrated by the following example.

Example 3: Consider Table 1.2 with two OFDs: ¢, : Symptom g, Disease and
¢2 : Medicine 4, Disease w.r.t. a disease ontology (Figure 1.3(a)). Tuples ¢; and
ty violate ¢y since tirDiseases  tarDiseases, and ‘Flu’ and ‘Common Cold’ are not
synonyms w.r.t. the disease ontology. We could repair the violations by changing
the data (i.e., change tirDiseases to ‘Flu’ or change tor Diseases to ‘Common Cold’).
On the other hand, we could also consider ontology repair by adding ‘Flu’ to the
Disease ontology as the sibling of ‘Common Cold’ to resolve the violation. Similarly,
for ¢9, tuples to  t4 are violations. We can consider either of the following repairs:
(1) conduct data repair by changing torDiseases to ‘Common Cold’ (or ‘Catarrh’ or
‘coryza’); (2) conduct data repair by changing both tsrDiseases and t,rDiseases to
‘Flu’; or (3) conduct ontology repair by adding ‘Flu’ to the Disease ontology as the

sibling of ‘Common Cold’. |

We assume that an ontology has been carefully curated by a domain expert, hence,
the initial concepts and relationships are trusted. However, as application and domain
semantics evolve, ontologies can become stale. Hence, we only consider insertions of
new concepts (values) as repairs to an ontology. The above example demonstrates
cases where repairing data or an ontology (or both) is a better choice to resolve the
violations, and also shows the interaction between repairs. To address this problem,
we propose a cleaning algorithm that suggests repairs to the data and to the ontology

to resolve these inconsistencies.
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1.4 Contributions

This thesis addresses three problems to improve data currency and data consistency:

e Problem 1: Given a relational database and an update history with missing
updates, how to identify stale cells when timestamps are missing. Secondly,

how can we infer the current values (as repairs of stale values)?

e Problem 2: Potential stale values may exist across a set of replicas in distributed
database settings. We study the problem of estimating the currency of returned
values from the replicas accurately and efficiently without introducing large

overhead during query processing;

e Problem 3: Given a relation, an ontology and a set of data quality rules, iden-
tify inconsistencies in the relation and in the ontology w.r.t. the data quality
rules. Secondly, compute a minimal number of modifications to resolve these

inconsistencies (errors).

This thesis makes the following contributions:

1. Data currency: we present CurrentClean, a probabilistic system for detection
and cleaning of stale data, which learns both temporal and spatial correlations
via past updates and existing data values, to infer data currency. Given an up-
date history, CurrentClean identifies missing updates, quantifies the currency of

data values based on their spatio-temporal update patterns, and recommends
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two types of temporal repairs to current values. Our evaluation shows Cur-
rentClean’s effectiveness to identify stale values over real data, and achieves
improved error detection and repair accuracy over state-of-the-art techniques.

This work has been published in ICDE 2019 [75] and CIKM 2019 [110].

2. Replica currency estimation: we estimate the currency of data retrieved across
a set of replicas. We provide theoretical bounds on the confidence of replica cur-
rency estimation. Our system computes with a minimum probability p, whether
the retrieved replicas are current or stale. Using this confidence-bounded replica
currency estimation, we implement a novel DYNAMIC consistency level in the
open-source, NoSQL database, Cassandra. Experiments show that the proposed
replica currency estimation is effective and efficient. In most tested scenarios,
with various query loads and cluster configurations, we show our estimations
with confidence levels of at least 0.99. Moreover, the overheads introduced due
to estimation scoring and training are low, incurring only 0.76% to 1.17% of the
original query processing and replica synchronization time costs, respectively.

This work is to be published in ACM SIGMOD 2022 [92].

3. Data consistency: Using a class of data quality rules called Ontology Functional
Dependencies (OFDs) [10], we propose techniques to resolve data inconsistencies
between the data, OFDs, and an ontology. We define a space of minimal data
and ontology repairs based on the number of data changes and the number of
changes to the ontologies. We propose OFDClean, a framework for holistically
finding a set of minimal repairs such that data satisfies the given OFDs w.r.t.
the modified ontologies. We demonstrate the effectiveness of our techniques

on real datasets, and show that OFDs can significantly reduce the number of
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false positive errors in data cleaning techniques that rely on traditional FDs.
This work will appear in the ACM Journal of Data and Information Quality
2022 [111]. This work has been published as a student paper in ACM SIGMOD
2021 [108], a workshop paper in ICDE Context in Analytics Workshop 2018 [4]
and as a demo paper in EDBT 2018 [109].

1.5 Thesis Organization

This thesis is a sandwich thesis consisting of the conference and journal publica-
tions [75, 92, 111]. The remainder of the thesis is organized as follows. In Chapter 2,
we present a framework to detect and clean stale data by learning both temporal and
spatial correlations via an update history. In Chapter 3, we introduce our models to
estimate currency over a set of replica nodes. In Chapter 4, we describe our approach
for finding minimal repairs to a relation and ontology with respect to a set of data
quality rules. Finally, in Chapter 5, we conclude the thesis with final remarks and

directions for future work.

14



Chapter 2

CurrentClean: Spatio-temporal

Cleaning of Stale Data

2.1 Introduction

Data quality is evaluated according to a set of quality dimensions that define desirable
properties the data and schema must satisfy. These dimensions include accuracy,
completeness, consistency, reliability and currency [11]. Data currency is defined
as how promptly the data is updated to reflect actual changes in the real world
[11]. The proliferation of cyber-physical systems with sensors that regularly collect
data for monitoring, rely on the presence of current data for timely and accurate
decision making. These new [oT applications perform analytics over small data stores

containing only the most recent data. Data currency continues to play a vital role in
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traditional business intelligence applications where up-to-date values are critical for

accurate forecasting and reporting.

Given the importance of data currency for accurate analytics, there has been min-
imal work studying data currency. Existing data cleaning solutions have focused on
improving consistency via constraint-based repairs [17], coupling with master data for
improved reliability [44], capturing semantics to maximize accuracy [20, 10], holistic
data cleaning systems to improve completeness [83], and human-in-the-loop systems
to involve user feedback and the crowd [25]. A surprisingly large percentage of real
data is stale. A preliminary evaluation using two real datasets containing sensor read-
ings in an IoT smart city [84], and retail transactions [22] revealed, respectively, 20%
and 16%, of the data values were stale. Out-of-date or stale data occurs when changes
to an entity in the real world are not captured in the database due to missing or incor-
rect updates. For example, the latest temperature sensor reading is not recorded, or
an increase in temperature did not lead to an expected change in humidity. Missing

updates occur due to system malfunction, limited access control, and human error.

Missing updates for an entity are often dependent on the spatial correlations be-
tween updated values, and the temporal update frequency for that entity. We argue
that data currency is a relative notion based on wndividual spatio-temporal update
patterns. For example, the co-occurrence of updates, and the rate of updates among
bank account holders vary based on individual deposit and withdrawal patterns; i.e.,
having the last update as of three days ago may be considered current for Alice’s

account but not Jane’s account. Hence, quantifying currency requires identifying
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] SRV \ TMP, \ TMP, \ HMD \ AIR \ KW \ AR \
Sy 120 21 42 none | 1 A3
S, |28 |29 high |5 | A2
Ss | 19 22 43 none | 3 Al
S, | 26 32 57 2 | A2

Table 2.1: Monitoring metrics.
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Figure 2.1: Update patterns

missing updates according to the rate of update, and the co-occurrence of past up-

dates, according to an individual behavior pattern.

Example 4: Table 2.1 shows environmental sensor measurements for servers in a data

center. Having current values is essential in monitoring systems to avoid operational

disruption or downtime. Accurate monitoring also enables adaptive cooling in data

centers to minimize energy costs. These sensor measurements include temperature

readings at the bottom (TMP;) and top (TMP3) of server racks, humidity (HMD), air

flow (AIR), kilowatt power usage (KW), and the area where a server is located (AR).

Table 2.1 shows the most recent values of these sensor measurements. |
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Spatial Correlations. In the presence of timestamps, existing work claims that
currency is trivially determined [38]. However, we argue that currency for a value is
influenced by its past updates in space and time. First, consider spatial updates from
neighboring cells within a tuple. Increased server workloads manifest in increased
power usage, which trigger higher temperature and humidity levels. Consider the
change in KW of S, (at ¢  3,10,21) in Figure 2.1. Figure 2.1 shows this spatial
update propagation where updates to KW co-occur at the same time with Sy TMP;
and HMD updates. The propagated update for HMD in S; is lost at ¢ 21 (marked
with an ‘X’) causing Sy HMD to be stale at the current time (¢ 25). The update
history in Figure 2.1 is available via database transaction logs, or flashback recovery
features that allow users to view past states of database objects. Table 2.1 highlights

stale values with a black background.

Temporal Correlations. Our discussion thus far considers correlated updates
within a time unit. Consider correlations across time, where an increase in server
So TMP; causes an increase in TMP;y of a nearby server S located in the same area
A2. Figure 2.1 shows this behaviour, as an update in TMP; (for Sy) at ¢  p3, 10, 21q
is followed by an update to TMP; in S; during the next time unit. Similarly, the
increase in Sy TMP; activates the cooling unit, and consequently increases the air
flow (AIR in S3). These updates highlight chains of updates involving values within
a tuple, across tuples, and across time that influence the currency of a value. Figure
2.1 shows missing updates (noted with ‘X’) that were expected based on the spatial
and temporal correlations observed in the past. Note that not all missing updates
translate to stale values. For example, the missing S;4 TMP; update at ¢ 11 is

followed by an update at ¢ 22, making it current at ¢  25. If missing updates
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continue until the current time, this leads to stale values, as shown in Figure 2.1 for

S, HMD, and S, AIR.

State-of-the-Art. Repairing these stale values requires learning the spatial and
temporal relationships among the cell values. State-of-the-art solutions have explored
data cleaning over time-series data based on the rate of change of an individual
cell [91, 105, and cleaning imprecise timestamps [106]. Much of this prior work
identifies anomalies within an attribute (w.r.t. time), or within a single tuple or
relation. Recent systems have proposed probabilistic models that learn from clean
distributions in the data to minimally repair dirty values [74, 99]. HoloClean uses
probabilistic inference to combine signals from multiple sources (external knowledge
bases, statistical methods, data dependencies) to determine the most likely repair
[83]. These techniques focus on non-temporal models of inference over a static data

instance, where cleaning is irrespective of currency [74, 83, 99].

Recent work proposes currency constraints that express currency relationships
based on the data semantics [39]. These constraints are given apriori, and elicit
a partial currency order among temporal information in the data. For example, a
currency constraint states that if a person’s status is “retired” and “deceased” in
tuples 71 and 79, respectively, then r; precedes ry. Currency constraints rely on

domain expertise, and ignore temporal and spatial correlations.

In this chapter, we address the question: How can we detect stale values according
to the spatial and temporal update patterns for a database cell, and repair these cells

to current values in a unified data cleaning framework?
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Contributions. We present CurrentClean, a probabilistic system for detection and
cleaning of stale data. CurrentClean learns spatio-temporal update patterns for a
database cell via past update queries. Our work aligns with recent trends that study
the value-history of individual entities [36], and proposals for change exploration
systems [16], and is complementary to systems like HoloClean [83], by providing data

currency detection and cleaning. We make the following contributions:

. We present: (i) a spatio-temporal update model to detect stale values based on
learning from past update patterns; and (ii) a repair model and algorithm that
performs inference over values to repair stale cells. (Sections 2.2-2.3)

i We propose inference rules that model causal and co-occurrence update pat-
terns to estimate currency, and to recommend spatio-temporal aware repairs.
(Section 2.4)

. We define two types of repairs: most-likely, and bounded-cost repairs that sug-
gest current (clean) values based on observed update values in the past. (Sec-
tion 2.5)

. We present three optimizations that prune weakly correlated updates, and im-
prove the inference runtime. (Section 2.6)

. We conduct an extensive evaluation of CurrentClean’s repair effectiveness, and
its comparative accuracy to detect stale values in real data. We demonstrate
the prevalence of our modeled update patterns, and show that CurrentClean
outperforms four existing approaches by an average +34% recall to identify stale

cells, and +28% F1-score in repair accuracy. (Section 2.7)
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2.2 The CurrentClean Framework

We formalize our problem definition for error detection and data repair, and present

an overview of CurrentClean.

2.2.1 Problem Definition

A relation R with attributes Ay, ..., A, is a finite set of n-ary tuples try,....,ryu. A
database D is a finite set of relations Ry, ..., R,,. We define a cell rrA;s as the i-th
position in tuple 7 in D, and v, as the value in cell ¢. We use |D| to refer to the

number of cells in D.

Given a database D and a query history H  Xq1, q2..., qim|y, each ¢;  pt,rrAs,a, bq P
H is a query that updates the value of rrAs from “a” to “b” at time ¢. The update
history H is external information that may be obtained from sources such as database
transaction logs, database flashback recovery features, or by computing the difference
between successive data snapshots over a time period. The queries in H are ordered
in decreasing time t. We obtain D from an initial instance Dy by applying the updates
in H. We assume a query updates a single cell, and there are no tuple insertions and
deletions, and foreign key references are fixed. We assume queries in H are correct,
but H may be incomplete, i.e., there may be missing updates. Consequently, the
values in the relation contain potentially stale, but values that were correct at some
time. We do not consider noise in neither the history nor the relation. Let H be the

ground truth sequence of updates, then H  H. Let g. and g, be the last update
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Figure 2.2: CurrentClean system overview.

query over cell ¢ in H and H, respectively. We consider c to be current if ¢g..t ¢, .t,

otherwise it is stale. Intuitively, c is stale if the update ¢. R H.

Error Detection Problem. Since H and ¢, are not always known, we take a
probabilistic approach to estimate the currency of ¢ based on inputs D and H. Let
T. be a random variable representing the last time when c is updated. Let p denote
the probability of ¢ being up-to-date, i.e., Ppg..t  T.|D,Hq. Given D and H, the
error detection problem is to find a set £ of erroneous (stale) cells in D with p  ,

for a currency threshold 5.

Data Repair Problem. Let v, be the unknown true current value of ¢, and v} be
the estimation of v,. The data repair problem is to compute the value of v} for all
cells in &€, and to generate a clean database DY, where each v, is replaced with its

latent value v} as a repair. We consider a data repair to be correct if v v,.
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2.2.2 Solution Overview

Figure 2.2 shows the CurrentClean system architecture. Given a database D and an
incomplete history H, CurrentClean returns a clean (current) database D¢. Current-

Clean’s execution proceeds along the following three modules.

Spatio-temporal Inference. We propose a Spatio-Temporal Probabilistic Model
(STPM) (Section 2.3.2) that extends a class of graphical models to capture spatial
and temporal correlations between update events. The STPM model associates a
random variable E' to denote the occurrence of an update on a cell ¢ at time ¢,
and generates a probabilistic graphical model to capture the spatial and temporal
relationships among all random variables for all cells in D. The STPM captures
temporal and spatial locality based on the principle of locality (also referred to as
locality of reference) [35]. In temporal locality, recently updated cells are likely to be
updated again in the near future, and similarly, spatial locality indicates updated cells
will trigger further updates to nearby cells. We instantiate a version of STPM called
the UModel for currency estimation, to model updates over cells (Section 2.3.3), and
define a set of inference rules that model spatio-temporal update patterns (Section
2.4). In our current implementation, we use DeepDive [90] for probabilistic inference,

however, CurrentClean is amenable to other probabilistic inference engines.

Currency Estimation. We generate the UModel that learns the update patterns
in H and gives the joint probability distribution of the update events over cells in
D during the time covered in H. Given the update history for a cell ¢, we compute

the marginal probability of not having an update event over ¢ from the last observed
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update time until the current time. This gives the probability of ¢ being up-to-date.

Cell ¢ is stale if this probability value is less than a currency threshold f.

Data Repair. To repair D, CurrentClean generates a probabilistic repair model
RModel, which is an instance of a dynamic probabilistic relational model that captures
temporal and spatial patterns over the values in D. The RModel performs statistical
learning and inference over the joint distribution of random variables V! across all
cells in D, where V! is the random variable of cell ¢’s value at time ¢. CurrentClean
computes repairs via Maximum a Posteriori (MAP) inference to estimate the values
of stale cells in €. For every stale cell c.,.., its most-likely repair is u P dompc,,-q that
maximizes PpV} — u|H,Dq. A bounded repair restricts the magnitude of change to

be within a bound 7.

2.3 Identifying Stale Data

We introduce a spatio-temporal probabilistic model (STPM) for estimating data cur-
rency to identify stale values. We first review a class of models that underlie the

STPM foundation.

2.3.1 Dynamic Probabilistic Relational Models

A Probabilistic Relational Model (PRM) is a graphical model for inference over rela-

tional data [66]. PRMs model dependencies between attributes under a given schema,
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Figure 2.3: (a) PRM CPD (b) 2PRM.

inducing probability distributions for instantiations of the schema. A PRM is a di-
rected acyclic graph (DAG), where nodes represent relational attributes with incom-
ing edges from its parents. Parents might be from the same relation or from another
relation via a foreign key. The set of parameters in a PRM are conditional proba-
bility distributions (CPDs) that specify the probability of each attribute value given
the parent values. PRMs consider objects and the links between them as first-class
citizens. This allows for structural learning to predict the link structure, and pa-
rameter learning to infer the attribute values. Figure 2.3(a) shows a PRM with four
probabilistic nodes. The CPD table shows the probabilities for Employee.Salary given
parent node values, e.g., Pa(Employee.Salary) = tEmployee. Title, Company.Benefitu, where

Pa(X) are the parent nodes of node X.

PRMs are limited to static instances and unable to model dynamic systems that
vary over time. A Dynamic Probabilistic Relational Model (DPRM) extends a PRM
by considering instantiations of a database D at time ¢ denoted as D' [66]. A DPRM
for D represents the probability distribution over past databases D, ..., DT, until

the current time 7' (DT D). DPRMs exhibit the Markovian property where each
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state is dependent only on the previous state, and the transition model is identical
for all time slices. This is a common assumption that simplifies dynamic models and
captures relationships between adjacent time slices, and some relationships involving
non-adjacent time slices via transitivity among adjacent time slices. Relaxing this
assumption leads to infeasible inference over a combinatorial explosion of relation-
ships between every possible pair of time slices [94]. A DPRM is defined using two
PRMs: (i) My is an initial PRM defining the distribution P over D°, and (ii) M

is a two-time-slice PRM (2TPRM) that connects successive instances D! to D! 1.
Figure 2.3(b) shows a DPRM defined via a 2TPRM representing the transition prob-
ability PpD!|D? 'q, where an employee’s salary at time ¢ is dependent on her title,

benefits, and salary at ¢t 1.

In a DPRM (and PRM), the inference problem involves computing a marginal
probability or a MAP inference over an induced ground Bayesian Network containing
random variables represented as nodes [66]. The complexity of inference lies in the
number of random variables and their values. The inference problem is proved to
be intractable and hard to approximate [66]. Sampling techniques, such as Gibbs
sampling and particle filtering, are used for approximate inference in DPRMs and
PRMs [66]. Structural learning discovers the parent-child relationships, and quanti-
fies each valid structure according to a scoring function. Parameter learning computes
the CPDs given a structure. Maximum likelihood techniques are often used for pa-

rameter learning, which identify parameters that maximize a likelihood function [66].
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2.3.2 A Spatio-Temporal Probabilistic Model

Knowledge of a cell value alone is not sufficient to determine whether it is up-to-
date, e.g., knowing a person’s street address does not indicate whether it is the
current address. However, if we learn that a change to a person’s residential city
very likely triggers a change to their street address (where likelihood is quantified
using probabilities satisfying a given threshold), then an update to city followed by

the absence of an update to street, indicates that street is likely stale.

To capture this intuition, we extend DPRMs to define a Spatio-Temporal Prob-
abilistic Model (STPM) that specifies the joint probability distribution of updates
over a database at different times. We differentiate correlated updates (modeled via
STPM) from correlated values (modeled via DPRM). For example, an update depen-
dency may exist between attributes MaritalStatus and Surname reflecting the practice of
married persons updating their surnames, but there is no dependency between values

married and their surname values.

Modeling update events requires capturing the spatial and temporal update pat-
terns to provide clues to the types of update relationships that may exist (e.g., causal
or co-occurrence). Intuitively, we estimate the currency of a cell by learning from its
spatio-temporal update patterns and compute the probabilistic likelihood that ¢ has

a missing update.

An update pattern is a set of cells with probabilistic dependencies among their
updates. In Section 2.4.2, we define a set of update patterns that capture causal and

co-occurrence update relationships.
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Figure 2.4: Spatio-temporal update chain.

An update chain refers to a sequence of causal relationships where an update on
one cell triggers a series of subsequent updates on dependent cells. We assume an
update pattern is connected via relational links, which is a sequence of foreign-key

references among the participating tuples.

Definition 3.1: An update event instance I}, models updates for each cell ¢ P D at
time ¢t. For each ¢, there is a cell e* P I}, with value trueif ¢ was updated at time ¢;
falseif there is no update; or Nullif it is unknown. The STPM is a DPRM with: (i) an
initial PRM M, defining the joint probability of update events in an initial instance
I9); and (ii) 2TPRM M  defining the transition probability PpI%|I% 1. |

The STPM allows us to infer updates that span over multiple, consecutive time
units, forming an update chain. Update chains allow inference over longer temporal
update sequences, and broader spatial update patterns (beyond a single tuple) to
tuples within a relation, and across relations. For example, Figure 2.4 shows an

update chain over three time units for servers Sy and Sy from Table 2.1. An update
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on Sy KW at ¢t 1 triggers updates to its own HMD and TMP; (shown as solid arrows),
and propagates updates to adjacent server Sy at times ¢ and ¢t 1 (linked via a foreign

key, shown as dashed arrows).

2.3.3 Estimating Data Currency

We define a STPM model called the UModel, which learns from update events to
estimate the currency of cells in D. We extract the update event instances 1%, ..., I},
where in each instance, an update event is an update query over the cells in D. We
define ¢ to represent the size of a time unit. If the update frequency for a dataset is
known, we set ¢ equal to this frequency. Otherwise, we assume that the inter-arrival
time of updates (denoted by a random variable X) follows a Poisson Process with
mean A [94], where \ is equal to the expected value of X, ie., A EpXq. The
Poisson distribution is commonly used to model arrival times in stochastic systems.
We estimate an initial A by sampling the inter-arrival times of updates and computing
the mean. We prune all intervals that do not fall within a 95% confidence interval
of the mean, and re-compute A with the outliers removed. We set ¢ equal to the
newly computed A to represent the expected time between updates. Our empirical
evaluation over real data shows that by using this d, we achieve an Fl-accuracy that

is within 3% of the optimal F1 (further details available in [107]).

Learning STPM. The structure of the STPM model is defined via a set of tem-

plates, which define the relationships among the random variables of the model (cf.
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Section 2.4.2). We learn the model parameters by learning the weights of these tem-
plates. In our implementation, we define templates via a set of rules and learn the
weights of these rules. The update event instances Ik, ¢ P r0, T's are training data to
learn the initial probability distribution M, and the transition distribution M . We
select any instance I}, as a baseline for training My, whereas, training M requires

: : t 1 7t
two consecutive instances (I, *, I},).

Currency Inference. Let t. be the time unit containing the last update query
on cell ¢. Intuitively, ¢ is up-to-date at the current time 7' if there are no missing
updates in the interval [t.,T]. In other words, if we expected an update to ¢ during
[te, T], and the update is missing from H, then c is stale. Let currentpcq represent the
probability that ¢ is up-to-date. We estimate currentpcq as the marginal probability of
all random variables {E’ 1 ..., ET} being false, conditional on updates in the parent
nodes. E’ *is an update random variable in the UModel that is trueif ¢ was updated
at t. ¢ (the i-th time unit after ¢.). We assume a user-given currency threshold [

that is used to select stale cells in £ with currentpeq 5.

currentpcq PpE' ' false,...,El  false | (2.3.1)

PapE'* 'q, ..., PapETqq.

2.4 Probabilistic Currency Inference

We define a set of learning and inference rules to estimate data currency. The premise
of these rules is based on update patterns that CurrentClean learns from the update

history. We begin with an overview of the DeepDive inference engine.
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2.4.1 DeepDive and DDlog Rules

CurrentClean uses DeepDive, a statistical learning and probabilistic inference en-
gine [90] that extends probabilistic inference with logical reasoning. DeepDive allows
users to define graphical models using probabilistic logical sentences, called rules.
For example, we can write a rule: “It is likely that an employee receives a raise, if
her coworker received a raise” using its declarative DDlog language. DDlog is sim-
ilar to Datalog by defining new intentional relations via extensional relations based
on extensional data. DDlog extends the semantics of Datalog with probabilities by
assigning weights to some of its rules. A DDlog program is a collection of DDlog
rules that defines a probabilistic model called a factor graph, where inferred facts are

probabilistic, and modeled as ground atoms of the intentional predicates.

A factor graph is a graphical probabilistic model defined by a hypergraph with
a set of random variables X as nodes, and a set of hyperedges F called factors.
Each factor ¢y P F (v X) is associated with a function f,, and a weight wy,. The
function f, assigns a value in t 1, 1u to each combination of random variables in .
Hyperedges F, functions f,, and weights w,, define a factorization of the probability
distribution PpXag.

A DDlog program may contain three types of rules:

Derivation Rules: Data derivation rules are standard Datalog rules without weights
that state how new (intensional) relations are derived from existing (extensional)
relations. For example, intensional predicate Coworker in the head of the rule, is

defined via extensional predicate Employee in the body that finds employees working
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in the same department d: Coworker(eq, e,d) :- Employee(eg, d), Employee(es, d).

Inference Rules: An inference rule is a DDlog rule with probabilistic intentional
predicates, called variable predicates (denoted with a ? in the declaration). The
grounding process instantiates the template rule with input and derived data, and
atoms in the predicates define random variables. For example, (2.4.1) defines a
variable predicate Raise? modeling the likelihood an employee receives a raise if her

coworker received a raise.
Raise(ep) :- Coworker(e1, ep,d), Raise(e;) [Qweight(w)]. (2.4.1)

The head atoms in inference rules can be replaced with simple logical formulas. Rule

(2.4.1) can be defined in DDlog by Rule (2.4.2) with an implication in its head:
Raise(e1) = Raise(ey) :- Coworker(eg, e2,d), [Qweight(w)]. (2.4.2)

Each inference rule has a weight that indicates the strength of the rule, and the
weights of the factors in the factor graph. Weights may be defined as: (i) a given
constant; (ii) a fixed value to be learned, represented via a variable (as in (2.4.1)); or
(iii) a function f of variables in the inference rule, e.g. Qweightpfpdqq varies based on

the value of d.

Learning Rules: Learning rules provide the declarations to generate training data
for learning weights. For example, weights are learned via the extensional predi-
cate SalaryUpdatepe, sq that determines whether employee e receives a raise based on

changes to her salary s.

Raise(e) = true :- SalaryUpdate(e,s),s > 0.
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2.4.2 Translating Updates to Inference Rules

We translate the updates in UModel into a DDlog program. We first define the
predicates, followed by the rules that define the types of update patterns CurrentClean

captures.

Predicates. Predicates define relations that represent database D, query history H,

and relationships between cells:

. Cellpc, tid, aidg: cell c in tuple tid in attribute aid.

. DomValuepaid, vg: value v is in the domain of aid.

. Valuepc, v: cell ¢ contains value v in database D.

i Updatepc, t,vQ: c is updated to v at time t w.r.t. H.

. FKeypfkid, kidg: foreign key fkid refers to key attribute kid.

. ExpUpdate?pc, tq: a variable predicate representing boolean random variables
E! in UModel modeling whether c is updated at time t.

. Currency?pcq: a variable predicate representing the currency estimation of cell

c according to (2.3.1).

. LastUpdatepc, tg: an intensional predicate stating cell c was last updated at time
t.
. Linkedpcy, cp, kg: an intensional predicate defining the relational link between

cells ¢1, ¢ with k foreign key references. If ci,cp are in the same tuple, then

E 0.

We define the inputs for the program by translating the given event instances
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of D and H into the extensional predicates Cell, Value, Update, and FKey. We use
these predicates to define the data derivation and inference rules for learning, and we

estimate currency by inference over ExpUpdate.

DDlog Rules. We present derivation rules, followed by inference rules defining

causality, and co-occurrence relationships.

Derivation Rules. The following derivation rules define Linked:

Linked(c1, c2,0) :- Cell(cy,r,-), Cell(co, r,-), (2.4.3)
Linked(cy,c2,1) :- Cell(cy, r1,-), Cell(cf, r1, fk), Cell(ca, r2,-), (2.4.4)

Cell(ck, ra, key), FKey(fk, key), Value(ck, v), Value(cf, v).

Rule (2.4.3) defines two cells within a tuple. Rule (2.4.4) links cells ¢; and c; in
tuples r; and rp, respectively, with a link length 1 via a foreign key fk to attribute
key. CurrentClean is extensible to consider relational links of any length, albeit with
a performance overhead (in Section 2.7.2, we evaluate this overhead for increasing k).
We define LastUpdate of cell ¢ at ¢, where MAX is a DeepDive function selecting the

max value of t: LastUpdatepc, MAXrtsq: -Updatepc, tq.

Inference Rules. Our inference rules model causality and co-occurrence relation-

ships among updated cells. The first Rule (2.4.5), defines a positive causality re-
lationship between c; and c, via the logical implication in the head, i.e., if ¢y is
updated, then ¢, must be updated, in either the same or subsequent time unit. The
Q@Qweightpfipay, az, to-t10q and the function f; are defined according to the instantiation

of the rule and the specific values of ay, ap, and t,-t;.
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ExpUpdate(cy,t1) => ExpUpdate(ca, ta) - Cell(cy,-,a1), (2.4.5)
Cell(ca,-,a2), Linked(cy, c2,-), Time(t1), Time(ta), t; <ta <t +1,

[@weight( f1 (a1, a2, ta-t1))].

The next Rule (2.4.6) defines a co-occurrence update pattern where updates to
c1 must co-occur with updates to c,. Intuitively, ‘c; is updated if and only if co is

updated. ExpUpdate(ci, t1) <=> ExpUpdate(cz, t2) :- Cell(c1, -, a1), (2.4.6)

Cell(ca,-,a2), Linked(cy, c2,-), Time(t1), Time(ta), t; <to <t +1,

[@weight(f2(a1, a2, to-t1))].

Rule (2.4.7) models negative causality when updates should not occur. Intuitively,
in Rule (2.4.7) when c¢; is updated, then c, should not be updated in the same or
subsequent time unit. In our data center example, this occurs when air conditioning
is activated, and no measurements are expected in subsequent time units to allow

airflow and temperatures to stabilize.

ExpUpdate(cy,t1) => |ExpUpdate(ca, ta) - Cell(cy,-,a1), (2.4.7)
Cell(cp,-,a2), Linked(cy, c2,-), Time(t1), Time(t2), t1 <tp <t;+1,

[Oweight(f3(a1, a2, to-t1))].

Our model is extensible to capture more complex patterns involving multiple
variables. For example, Rule (2.4.8) involves three variable predicates in the head
associating updates over cells ¢c; and ¢, at time t; to updates over c3 at t,. The rule

body is similar to Rule (2.4.7) except over three cells.
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ExpUpdate(cy,t1) A ExpUpdate(ca,t; )=>ExpUpdate(cs,tz) :- (2.4.8)
Cell(cy,-,a1), Cell(ca, -, a2), Cell(cs, -, a3), Linked(cq, 3, -),
Linked(cp, c3,-), Time(t1), Time(t2),t1 < to < t1+1,

[oweight(f4(a1, a2, a3, to-t1))].

We note that contradictions can occur among these rules. For example, negative
causality rules such as (2.4.7) may contradict positive causality rules of the form
(2.4.5). However, the UModel learns from a single training instance, where the weight
of a rule is determined based on evidence in the data. Strong evidence that supports
one rule will refute any contradictory rule, consequently lowering its weight, and its

significance during currency estimation and repair.

Learning Rule. Learning rules provide training data for structural and parameter

learning, and generate weights for inference rules. Weights are non-negative values,
where zero indicates independence between cells, and larger weights represent stronger
dependencies between cells. To improve performance, rules with low weights are
pruned prior to inference based on a given threshold 7. The following rule assigns
labels to instantiate ExpUpdate: ExpUpdatepc, tq = true :- Updatepc, t,-0. According to
the rule, if there is an Update for c at time t, then ExpUpdatepc, tq is true, otherwise

it is set to false.

To compute currentpeq, Rule (2.4.9) models the likelihood there are no updates
since the last time ¢ was updated (at t;) until the current time. We use t, to range

over this time period. In DeepDive, we use the Time and ALL predicates to capture
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all times t, where there is no expected update since t;.

Current(c) :- LastUpdate(c, t1),

ALL[!ExpUpdat(c,t2),t1 < to, Time(t2)]. (2.4.9)

DeepDive Features. We chose DeepDive for its declarative DDlog rules that
are highly modular and flexible, allowing users to extend and customize these rules.
DeepDive’s inference and learning engine, Tuffy, provides scalable inference using
a hybrid technique of in-database grounding and in-memory sampling [90]. Tuffy
applies a bottom-up grounding of the DDlog rules that exploits the underlying DBMS,
and a sampling technique using parallel in-memory search to find the probability
of atoms in the ground rules. While our current implementation uses DeepDive,
CurrentClean is amenable to other probabilistic inference engines by translating the

DDlog rules to the language used in the new engine.

2.5 Cleaning Stale Data

We introduce a probabilistic repair model called the RModel, and present two repair
types for data currency. We then describe how the RModel is instantiated into a

DDlog program and present CurrentClean’s data repair algorithm.
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2.5.1 Spatio-temporal Data Repairs

Unlike previous techniques that learn from a static instance of D, CurrentClean uses
multiple temporal instances to infer data repairs. By learning the value correlations
over time, we propose data repairs that consider knowledge of past cell values. Cur-
rentClean computes the most likely repair for a cell ¢ based on the evolution of values

in ¢ and in its neighbors.

The RModel captures the joint probability distribution of database instances D*
for ¢t P r0, Ts. We populate each instance D! based on the queries in H, i.e., for each
cell ¢! P D' if we observe a value v! at time ¢, then we assign v’ to ¢!, otherwise,
we assign the value Null. The initial PRM is learned from a single instance D!, and
the transition 2TPRM is learned from two adjacent instances D!, D' 1. Let V! be a
random variable denoting the value of cell ¢ at time £. The RModel performs inference
over V! according to the type of repair. We consider two types of repairs, modeling

the properties of confidence and cardinal-minimality [17].

Most-Likely Repairs (MLR). The most-likely repair for a stale cell c.,.. P £ at
time ¢ is the value v that maximizes the following probability. We use MAP inference
over chw given the parent random variables Pachqu. For c.,, in attribute A, the

repair value v is chosen from the domain of A as follows.

Ppv ! PapVL qog.
arg _max qu pV.. —~— vlPapV,.  qqq

For example, the most-likely repair for Sy HMD in Table 2.1 is dependent on its TMP;

and KW values.
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Bounded-Cost Repairs (BCR). Complementary to existing minimal-change and
cardinality-minimal techniques [17], we propose bounded-cost repairs that restrict the
magnitude of change to c.,.. according to a distance metric d such that dpv,v., 4=

where v.,,, is the stale value in c:

arg max  pPpV.  w|PapV,.] qqg.

vPDom,m,CerT pAq

Domy, .. pAqQis a subset of values in DompAq within a distance of 7 from v.,,, . For
example, if n 10, a most-likely repair of So HMD to 58% is rejected since it lies
outside the permitted range of 40 10. The next most-likely value within 7 is selected

as the repair value.

2.5.2 Translating Values to Inference Rules

To instantiate the RModel, we define DDlog inference rules to infer repairs. We use the
predicates defined in Section 2.4.2 and define a variable predicate ExpValue?pc, t, vq

that specifies the query random variables V.

ExpValue(cy, t1, v1)<>ExpValue(cy, ta, v2) - Cell(cy, -, a1), (2.5.1)
Cell(cz,—, a2),Linked(c1, cz,—),Time(tl),Time(tz), 1 <tr<ti+1,

DomValue(a,v1),DomValue(az,va), [@weight(f5(a1, a2, ta-t1))].

Rule (2.5.1) captures an update pattern in which ¢; and ¢, co-occur at t; and tp,
respectively.  To provide the input training data, the following learning rule labels
the random variables in ExpValue according to the values found in the extensional

Update predicate: ExpValuepc,t,vq = true :- Updatepc, t, vg.
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Algorithm 1: CurrentCleanpD, Hq
Input : Database D and history H

1 UModel — buildCurrencyModelpD, Hq;

2 £ —H; D¢ — D;

3 for ¢P D do

4 if UModel.currentpcq [ then &€ — EY teu;
5 RModel — buildRepairModelpD, Hq;

6 for c... P & do c.,..value — RModel.repairpce,.q ;
7 return D¢;

Together, the above rules define a DDlog program that computes the most-
likely values for a cell ¢ at time t, i.e., the value v that maximizes the probability

ExpValuepc, t, vg. We give details of CurrentClean’s repair algorithm in Algorithm 1.

2.5.3 Complexity Analysis

CurrentClean’s runtime is dominated by the inference complexity over the UModel
and the RModel, which is done over ground instances of factor graphs. This inference
complexity is NP-hard w.r.t. the number of random variables n,, which is on the
order of |D| |H| [66]. The intractability is due to the the large domain sets of the
random variables, and the complex relationships among these values (influenced by

k).

Given this intractability, we simplify the relationships to reduce the complexity
ton, logpn,q: (i) we restrict the types of update relationships to positive/negative
causality, and co-occurrences; (ii) the DDlog rules contain up to three (random) vari-

able predicates; (iii) limiting the relational link length % simplifies the relationships

40



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

among random variables; and (iv) in the next section, we present a baseline optimiza-
tion that allows us to re-write implication rules to contain a single variable predicate
without sacrificing correctness. We present a set of optimizations to further reduce
the runtime by decreasing the number of random variables, n,,, and their domain sets.
Lastly, we note that inference over the UModel involves reasoning over binary values
(trueand false), making it faster than the RModel, which has a larger (albeit finite)
attribute domain. The more costly RModel inference is then applied only over the

stale cells identified by the UModel.

2.6 Optimizing CurrentClean

To scale CurrentClean, we describe two rule modifications as part of our baseline
model, and then propose three optimizations to improve CurrentClean’s performance.

Our experiments show that these optimizations improve runtime by 4.7x.

The Baseline: To reduce the inference complexity, we optimize the inference rules
in two ways. First, we limit the number of variable predicates in each rule to two
variables, representing binary relations between random variables. Our evaluation
shows that binary relationships dominate among high-weight update patterns. We
found 89% of the 2-variable rules are in the top 20% of update patterns (ranked by
weight), in contrast, only 12% of 3-variable rules are in this set. Second, we replace
query random variables with evidence variables to reduce the space of candidate val-
ues. For example, in rule (2.4.5), we replace ExpUpdatepcy, t1q with Updatepcy, t10, and

move the predicate to the body. This allows our model to compute ExpUpdatepc,, to(
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directly from the history. The resulting rules contain one variable predicate that
allows DeepDive to perform efficient Gibbs sampling [90], and reduces the inference
complexity from NP-hard to n, logpn,g. Our evaluation shows that with these
re-writings, we reduce the enumeration space and incur an average 2.5% loss in F1
accuracy. By default, we include these rule enhancements in CurrentClean, and refer

to this as our baseline algorithm.

Opt-1: Pruning Weakly-Correlated Attributes. During inference, we prune
weakly-correlated attribute pairs from the enumeration space. We pre-process H to
compute the update frequency between every pair of attributes A;, A; P R. We prune
pairs (A;, A;) that do not satisfy the statistical x*-test at a given p-confidence level.
This reduces instantiations of random variables, and reduces n,, if all instances for an
attribute are removed. In our evaluation, we use p  95% confidence, and approxi-
mately one-third of the attribute pairs are pruned. These attribute pairs represent
low-weight update patterns in DeepDive. In Section 2.7.3, we show that Opt-1 yields
a 1.6x runtime improvement over the baseline, and a 1% loss in F1 accuracy. We
define a predicate IrrelevantpA;, A;q to model and prune weakly-correlated attribute

values in our DDlog inference rules.

Opt-2: Partitioning the Attribute Domain. We reduce the space of attribute
value combinations during inference by stratifying values in attributes with large
domains or containing continuous values (e.g., attributes such as temperature). By
decreasing the attribute(s) domain, we directly reduce the domain of each random
variable, simplifying the RModel factor graph. We partition the attribute domain

into B buckets using the histogram construction algorithm by Jagadish et.al., [62].
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This dynamic programming partitioning (DPP) algorithm computes optimal bucket
boundaries for a set of error metrics in quadratic time w.r.t. the attribute domain
size, and linear in the number of buckets. Given an error bound ¢, the DPP algorithm
partitions the data into a minimal number of buckets B with error at most e. We use
the Sum of Squared Error (SSE) to measure the residual error between each original
observation z; and the bucket approximation h; for bucket j. One of the natural
choices for the bucket approximation is to choose h; equal to the average of values
in bucket j. We set € to be an upper bound on the SSE, and use the Coefficient of
Determination, R? 1 ?g—?, 0—R2~1 to compute the SSE value. R? measures the
amount of variance in the approximation explained by the observations. Intuitively,
R? measures the goodness of fit of the approximation model to the observations, where
values close to 1 indicate a closer fit. The Sum of Squares Total (SST) captures the
error between the observations and the overall mean. Our evaluation shows that Opt-

2 improves the RModel performance by 10-22% with an average 1.5% F1 loss for R?

ranging from 80-95%.

Opt-3: Reducing the Size of H. Given the potentially large size of H, we prune
updates that occur seldomly between attributes, as they do not contribute towards
(high-weighted) update patterns. By reducing |H|, this reduces n, in the factor

graphs, improving inference runtime.

We expand the statistics from Opt-1 to include the time of each update. We model
correlated updates using a dependency cube (d-cube), which has been used in temporal
FD mining to identify value implication [2]. We define a d-cube over three dimensions:

attributes A; and A;, and time intervals ¢. Figure 2.5 shows a d-cube where a cell is
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Figure 2.5: d-cube.

referenced by a triple (A;, A;, t) returning the number of updates between attributes
A; and A; at time t. The time intervals along the z-axis encapsulate the time period
covered by H. While the number of time intervals can be large, the number of
attributes is fixed, and updates occur according to some distribution over t. These
factors make the data in the cube very sparse and manageable in practice. For a
reference pair (A4;, A;), the sequence of updates over time defines a stripe, as shown
in Figure 2.5 containing cell n;;. For a time ¢, to quantify the association pA;, A;q
based on their update frequency, we use the Normalized Pointwise Mutual Information

(NPMI) measure defined as [62]:

P(A;, Aj)

npmi(A;, Aj) = ln(m

)/ —In P(A;, 4;),

where PpA;, A;qis the joint update probability of pA;, A;q, and PpA;( is the marginal
update probability of A; over the stripe. The pointwise mutual information quantifies
the discrepancy between the probability of their coincidence given their joint distri-
bution and their individual distributions, assuming independence. The NPMI ranges
from 1 to 1, where npmipA;, A;q 1 indicates no co-updates, 0 indicates indepen-

dence, and 1 indicates pA;, A;( are always updated together. For a given threshold «,

44



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

we prune updates pA;, A;q where npmipA;, A;q «. Our evaluation shows that for

a 0.3, Opt-3 improves runtime by 70% with a 1.8% accuracy loss.

2.7 Experiments

We evaluate CurrentClean using four real datasets, and compare against state-of-
the-art data repair techniques. Our objectives are: (1) We evaluate the accuracy of
the UModel and the presence of our update patterns in real data; (2) We study the
quality to performance trade-off of our optimizations; (3) We evaluate the compara-
tive accuracy of the RModel to recommend the correct repairs; and (4) We evaluate

CurrentClean’s scalability and comparative performance.

2.7.1 Experimental Setup

CurrentClean is implemented with Java v1.8 using a cluster of Intel Xeon CPUs E5-
2687W v4 3.00GHz with 32GB of memory. We use DeepDive v0.8.0 with Postgres
9.2.23. For the experiments evaluate the effectiveness of optimizations (Section 2.7.3),
the reported runtimes are the average of three executions due to the excessively long
time it takes to learn update patterns over the whole update history with large domain
size for each iteration. For all other experiments, reported runtimes are the average

of six executions.

Datasets. We use four real data collections. Table 2.2 gives the data characteristics,
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Table 2.2: Real data characteristics.

‘ Mimic Sensor Trans NBA

N 60,000 o8 256,000 3,000
n 27 4 6 44
|D] | 1,620,000 232 1,280,000 1,320,000
|H| | 2,438,327 117,323 5,035,648 2,074,356

showing a range of data sizes w.r.t. the number of entities (/NV), number of attributes

n, number of cells (|D]), and number of updates (|H|).

Mimic [63]: The Mimic database contains hospital data describing patients’ vital
signs, lab tests, and medications. For example, Arterial PH (APH), #blood tests
(BTAN), hemoglobin (Hb), heart rate (HR), monocyte (MONO), red blood cells count
(RBC), respiratory rate (RR), systolic blood pressure (SBP), oxygen saturation (Sp0O2),
body temperature (TMP), and white blood cell count (WBC). We extract the update
history for one week by comparing successive data snapshots, where the update fre-
quency ranges from 1 min to 1 day. We found 14% of the values to be stale. We
evaluate CurrentClean’s error detection, repair accuracy, and performance using this

dataset.

Sensor [26]: We collected sensor readings from a corporate data center reporting air

pressure (AP), humidity (HMD), temperature (TMP), and voltage (V) (every 20s) on

server racks over a week. We found 10% of the data values to be stale.

Retail Transactions (Trans) [22]: This dataset contains customer product purchases

for a UK retailer from 2010 to 2011. The dataset describes 4207 products, their

quantity, price, and purchase date by 4373 customers. To identify co-updates among
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product purchases, we transform the data such that each record represents all pairs
of products purchased in a single transaction by a customer, totaling 256,000 records.
We evaluate the prevalence of update patterns and relational chains using this data.
A product and customer are considered stale if there has been no purchase activity

for 3 and 6 months, respectively. We found 40% of this data to be stale.

NBA [54]: This dataset provides player statistics for 3000 NBA players, and their
teams from 1978 to 2016. We extract the updates each year by comparing successive
instances, to reflect salary changes and trades. We use this dataset to evaluate the

prevalence of update patterns and relational chains.

Computing the Ground Truth. For each dataset, we consult with domain experts
who provided expected update dependencies among the attributes. For example, in
the Mimic data: (i) changes in HR trigger SBP change; (2) RR and SpO2 are often
co-updated; (3) TMP does not change when RBC changes. We are also provided with a
set of ground truth attribute domain values, e.g., 36.5 C—"TMR—37.5 C, and SpO2
¥ 94%. The full set of attribute update dependencies and value ranges can be found
in [107]. To compute a ground truth instance for comparison, we mark all cells in D
that do not satisfy the given update dependencies as errors (stale values). Similarly, a
proposed repair is considered correct if its value is within the given attribute domain

range for a cell.

Comparative Techniques.

Currency Constraints (CC) [39]: This model introduces currency constraints which

rely on the data semantics to induce a partial ordering among the tuples. Given a
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relation, duplicate tuples for an entity are identified and ordered according to the
currency constraints, e.g., tuple ry[Status| = retired is more recent than r,[Status| =
employed for the same person. We define a set of currency constraints based on
temporal relations from domain experts (we refer the reader to [107] for details). For
example, for tuples r1[BTAN] and r3[BTAN] describing #blood tests for a patient in
the Mimic data, if 1[BTAN] j r2[BTAN], then vital readings such as Hb (hemoglobin)

in tuple r; are more recent than in r,, as BTAN values increase over time.

HoloClean [83]: HoloClean provides holistic data repair by combining multiple in-
put signals (integrity constraints, external dictionaries, and statistical profiling), and
uses probabilistic inference (DeepDive) to infer dirty values on the current data in-
stance [90]. We input to HoloClean: (i) a set of denial constraints translated from the
given update dependencies [107]; (ii) external reference sources such as the National
Drug Code Directory [95]; and (iii) we profile the data to obtain statistical frequency

distributions of each attribute’s domain.

ERACER [74]: ERACER models attribute dependencies using a probabilistic graph-
ical model. The model assumes the structure template among attributes is given,
and imputes missing values (in the form of Null) by learning the CPDs. We provide
ERACER with 11 attribute dependency templates (listed in [107]) that are derived
from the given update dependencies, and we compute baseline CPDs by aggregating
over known instances in the data. In our comparative experiments, we set stale values

to Null, thus treating them like missing data.

IMR [105]: Given a sample of labeled values, the [terative Minimum Repair (IMR)

framework repairs time-series data by recommending updates that differ minimally
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Table 2.3: Parameter values (defaults in bold).

Sym. | Description Values

I3 currency threshold | 0.2, 0.4, 0.6, 0.8, 1

e error rate (%) 2,4,6,8,10

) time unit 69s (Mimic); 20s (Sensor)
22min (Trans) ; 1yr (NBA)

k link length 0,1,2, 3,4

|H| history (%) 32 (Mimic); 40 (Sensor)
35 (Trans); 24 (NBA)

from the labeled truth. High confidence repairs from past iterations are used to deter-
mine subsequent repairs [105]. IMR repairs time-series data for a single attribute, and
unlike the above baseline techniques, focuses on temporal (not spatial) correlations
using historical data. We set IMR parameters as follows: order p 3, convergence
threshold 7 ranges from 1% to 17%, #maxlIterations = 10,000. The label rate ~
indicates the percentage of true values. In our experiments, we set v pl eq for a

given error rate e, and label cells using the ground truth domain.

Parameters.  Unless otherwise stated, Table 4.4 shows the range of parameter
values we use, with default values in bold. We set the time unit, §, to the update
frequency of each dataset, if known. Otherwise, we set § A, where \ is the Poisson
distribution mean as described in Section 2.3.3. The user-defined currency threshold
[ ranges in value from 0 to 1, where higher values impose more stringent conditions
for satisfying currency. The history size |H| is computed as the percentage of H

remaining after applying all optimizations.
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cC £] ERACER -A IMR 3¢ cC £] ERACER -A IMR 3¢
HoloClean €&  CurClean > HoloClean €& CurClean >

0 1 1 1 0 1 1 1
2% 4% 6% 8% 10% 2% 4% 6% 8% 10%
(a) F1 (Sensor). (b) F1 (Mimic).
CC £ ERACER -A IMR ¢ CC £ ERACER -A IMR ¢
HoloClean €&  CurClean > HoloClean €&  CurClean >

0 L L L 0 L L L
2% 4% 6% 8% 10% 2% 4% 6% 8% 10%
(c) Recall (Sensor). (d) Recall (Mimic).

Figure 2.6: Error detection accuracy for varying error rate e.

2.7.2 Identifying Stale Cells

We evaluate the prevalence of stale values in real data.

Exp-1: Stale Value Detection Accuracy. We evaluate CurrentClean’s error de-
tection accuracy (to detect stale values) against four existing techniques. We identify
all errors using the ground truth, and control the error rate e by resolving all errors
manually until €% errors remain. Figure 2.6 shows the F1 and recall scores. Current-
Clean achieves an average recall score of 76% and 80% over the Sensor and Mimic

datasets, respectively, and 78% F1 over both datasets.
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We found CurrentClean learns a richer set of update patterns with longer update
chains over the Mimic data. The periodic regularity in the Sensor data helps to boost
its precision (and Fl-score) to identify stale values. In contrast, the Mimic data
contains variable update frequencies, making it more sensitive to . That is, if § is
too large, many updates may be unnecessarily aggregated, and the ordering among
updates is lost. However, as Figures 2.6b and 2.6d show, our selection method for ¢

works well to achieve improved accuracy over state-of-the-art techniques.

Comparatively, CurrentClean outperforms HoloClean, CC, ERACER, and IMR
in F1 scores by an average +15%, +32%, +15%, and +33%, respectively. HoloClean
and CC both use fixed constraints that precisely define the error conditions, but lead
to missed stale values. Figures 2.6(c) and (d) show that CurrentClean outperforms
all four methods in recall by an average +34% as many stale values are not captured.
ERACER exhibits the greatest sensitivity to increasing e, which negatively influences
the learning of the CPDs. IMR is relatively stable across all error rates e, outperform-
ing CC, and achieves improved recall in the Mimic data (vs. Sensor) where larger

data fluctuations occur.

Exp-2: Prevalence of Update Patterns. Figure 2.7 shows the distribution of
update patterns for each dataset. As expected, the Sensor data contains the largest
proportion of periodic updates (21%), whereas co-occurrence and (positive/negative)
causality patterns dominate in the remaining datasets (covering up to 97% of the
total updates). The update patterns modeled by CurrentClean occur frequently in

practice.

Exp-3: Relational Links: Accuracy and Runtime. We evaluate the influence
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of relational link length k£ on the stale detection accuracy using the Mimic data, i.e.,
how close do updates occur in practice and how do they impact accuracy? Figure
2.8 shows the precision and recall for patterns with length k. Updates occurring
within a tuple (k = 0) lead to 57% and 62%, precision and recall, respectively. By
including relational links with & 1, we increase the precision and recall by +19%
and +21%, respectively. Further increases for k ¥ 2, only result in a modest +2%
gain. Figure 2.9 shows the error detection runtime where k=1 take 10% of the total
runtime, and & j 1, consume the remaining 90% of the runtime with only a +3%
accuracy improvement. We found that updates within a tuple (k = 0) are by far the
most common (occurring 68% of the time), followed by updates with & = 1. Given
these results, we henceforth focus on updates involving relational links of length £ =

0, 1 for greater efficiency and effectiveness.

Exp-4: Identifying Update Chains. An update chain of length [ is a sequence
of updates over [ 1 values. = We compute the frequencies of these update chains
for varying [ as shown in Figure 2.10. Updates involving two values (I 1) are most
common. Datasets with a high reference locality (e.g., Sensor and Trans) exhibit
shorter update chains with =2, whereas longer update chains occur (Mimic, NBA)

when updates are not as localized, containing 5+ values.

2.7.3 Quality to Performance Tradeoff

Exp-5: Effectiveness of Optimizations. We evaluate the runtime and accuracy

impact of each optimization against the CurrentClean baseline using the Mimic data.
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For clarity, we refer to Opt-1, Opt-2, Opt-3, as PruneAttrUpd, StratifyDomain, and
ReduceH, respectively. We refer to the fully optimized CurrentClean (with all three
optimizations) as CurClean. Figures 2.11a-2.11d show the runtimes and F1 perfor-
mance as we scale |D| and e. Individually, PruneAttrUpd and ReduceH yield the
largest performance gains, 1.6x and 70% faster, respectively, than the baseline, and
-1% and -1.8% in F1 accuracy. CurClean is 4.7x faster than the baseline with an
average 4% F1 accuracy loss. The F1 score degrades rapidly for increasing e due
to the unreliability of values, and declines in pruning effectiveness. We note that
the optimizations do interact, e.g., applying PruneAttrUpd also reduces |H|. Hence,
CurClean performance is not necessarily equal to the cumulative performance of in-

dividual optimizations.

23



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

|_PruneAttrUpd ‘- - Redu‘ceH AN ‘Baseline PruneAttrUpd l - Reduc‘eH AN éaseline
1000 StratifyDomain -é— CurClean -é -?- 80 [StratifyDomain -é— CurClean -ﬁ» -O- N
5
E
(]
£
€
=]
o
72 1 1 1
0.3M 0.6M ™ 1.3M 1.6M 0.3M 0.6M ™ 1.3M 1.6M
(a) Runtime vs. |D]. (b) F1vs. |D|.
1200 |-PruneAttrUpd ‘-X- ReduceH - /\- 'Baseline -O- PruneAttrUpd lx- ReduceH - A Baseline -
StratifyDomain - CurClean StratifyDomain -5~ CurClean
1000 . P O 2% 80%.
< Do &= D .
E 8006___9__’9/9’”€
g 600 ... I\ FAGIUNEE, DN
Z LS N X
é 400>Z ______ X-----=---"" B
200 ------ B----- 7Fo---- BH----- |
0 | | | 65 | | |
2% 4% 6% 8% 10% 2% 4% 6% 8% 10%

(¢) Runtime vs. e. (d) F1 vs. e.

Figure 2.11: Error detection accuracy for varying error rate e.

2.7.4 Repair Accuracy

Exp-6: Finding the Right Repairs. We compare the accuracy of the most-likely
repair (MLR), and bounded-cost repair (BCR) against existing data repair techniques.
For BCR, we use Euclidean distance to limit the magnitude of change by setting the
distance threshold 7 to be within 5% of the original value. Figure 2.12 shows that
BCR achieves improved recall in the Mimic data due to the increased number of

learned update patterns that cover many stale cells to be repaired.

Figure 2.12 shows that BCR and MLR achieve superior F1 and recall scores (by

+29% and 426%, respectively, over existing techniques), confirming that learning
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Figure 2.12: Error detection accuracy for varying error rate e.

from past value correlations is needed. CC performs poorly, as relying on hard
constraints captures on average 30% of the correct repairs (Figure 2.12c¢ and Fig-
ure 2.12d). ERACER is sensitive to increasing error rate causing the quality of the
learned CPDs to degrade. HoloClean is limited to learning from only the current
data snapshot. Lastly, while IMR considers historical data in its likelihood estima-
tion, it does not support spatial correlations among the attribute values, resulting in

a different and limited set of repair values.

The update history H may exhibit varying distributions, including short bursts
of updates followed by lull periods. In such cases, this can influence the confidence

of the learned update patterns by the UModel, and the consequent repairs in the
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2.7.5 Runtime Performance

Exp-7: Scalability. Figure 2.13 shows CurrentClean’s performance as we scale the
number of attributes n using the Mimic data. As expected, the runtimes increase due
to increasing |D| and n, in the factor graphs. To show the impact of our optimiza-
tions, the fully optimized CurClean exhibits the smallest rate of increase, providing
CurrentClean with improved scalability. Figure 2.11a shows CurrentClean’s scaleup
w.r.t. |D|, and the effectiveness of Opt-1 and Opt-2. We observe similar trends for
increasing error rate e (Figure 2.11c), and |H| (due to Opt-3, we refer to [107] for
resulting graphs). These results align with CurrentClean’s (optimized) complexity of
n, logpn,q. Lastly, as expected, Figure 2.9 shows the exponential scale-up w.r.t. k,

due to the complex relationships among the random variable values.

Exp-8: Comparative Performance. Table 4.5 shows the total wall-clock com-

parative runtimes. CurrentClean incurs additional time due to the combinatorial
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Table 2.4: Comparative runtimes.

Dataset ‘ CurClean HoloClean CC ERACER IMR

Mimic 199m 129m 6m 64m 16m
Sensor R3s 48s 2s 20s 0.2s

Table 2.5: Example update patterns.

Update pattern F1
(i) AWBC  ATMP (+ve) +2.5
(i) ARBC A Sp0O2 (+ve) +2.3
(iii) A MONO A WBC (co-occur) | +2.8
(iv) AHb (A TMP) (-ve) 0.4

explosion of reasoning over the spatial and temporal correlations among relational
attributes, and their updated values. CC relies on declarative constraints with no
probabilistic inference. ERACER and HoloClean reason about errors by considering
only value dependencies at a single point in time. IMR repairs non-labeled values
within a time period for a single cell; hence, the history is limited to the given cell.
Unlike previous techniques that ignore relational links, we exploit these links to iden-

tify correlated updates spanning multiple relations.

Case Study. We assess the impact of our proposed rules by computing the difference
in F1 accuracy (over the UModel and RModel) with and without the modeled rule.
Positive causality rules showed the greatest benefit contributing 22% and 45% towards
the UModel and RModel F1, respectively. In contrast, negative causality rules only
contribute 3.5% and 3.8%. Our learned update patterns align with 70% of the ground
truth, e.g., updates such as AHb ~ ARBC contributed 5% and 7% towards the UModel
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and RModel F1, respectively (hemoglobin carries oxygen in red blood cells).!

Table 2.5 provides examples of discovered update patterns (that are not part of the
ground truth), and their average F1 impact. For example, in pattern (i) as patients
experience an infection, their white blood cell count (WBC) increases, along with their
body temperature (TMP). Pattern (iv) states that changes in Hb should not trigger
changes in TMP, otherwise alerting to a possible abnormality. These new patterns
support knowledge discovery and augmentation of the ground truth. Lastly, we found
BCR repairs improved F1 repair accuracy by +2.4% for attributes with less than 4%
variance in its values (such as Sp02, APH). In contrast, MLR repairs achieved +1.8%
F1, for attributes with variance greater than 10%, as bounding the magnitude of

change becomes more difficult.

2.8 Related Work

Temporal-based Cleaning. Currency constraints express currency relationships
via pre-defined constraints based on the data semantics [39]. Our evaluation has
shown that relying on fixed constraints does not capture temporal and spatial de-
pendencies that exist among updates and their values. Recent work has explored
cleaning time-series data that define speed constraints to identify and repair values

based on expected rates of change [91], applying minimum changes given labeled

! The rule AHb — ARBC is an instance of (2.4.5), but in a compact form for brevity. We list
only participating attributes, and omit times, tuple ids and values. Positive, negative causality, and
co-occurrence rules are specified with —, [—> —()], and <, respectively. A represents a change in
attribute value.
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ground truth [105], repairing imprecise timestamps [106], and generating repairs ac-
cording to maximum likelihood estimation [104]. All these techniques clean univariate
time-series data relative to an expected rate of change based on past time units, which
is not the focus of our work. CurrentClean learns spatial and temporal correlations

at the schema and data level to propose repairs for stale values.

Temporal Dependencies. Recent approaches have studied temporal locality be-
tween data values to mine for temporal FDs over noisy web data, while fixing outliers
and inconsistent data values during the mining process [2]. Temporal dependence is
used to understand the behaviour of a user cohort to predict their future behaviour
[19]. This recurrent cohort analysis identifies causative and dependent behaviour. In
a similar spirit, we study causality and co-occurrence update patterns to understand
their influence on data currency, expected updates, and data cleaning. However, their
model proposes table transformation and query operators over a database to perform

recurrent cohort analysis, which is not the focus of our work.

Probabilistic and Holistic Data Cleaning. As introduced in Section 2.7.1, ER-
ACER [74] and HoloClean [83] learn from given attribute templates and training
samples to infer clean values. Our evaluation has shown that neither approach recog-
nizes update patterns across the database cells, and they both suffer from low recall to
capture stale values. The LLUNATIC framework supports more holistic data cleaning
by using a general form of equality generating dependencies (EGDs) covering a broad
set of dependencies [48]. To repair error cells, LLUNATIC relies on master data as
a source of repair values, and does not consider historical relationships between the

data values. The SCARED approach learns from clean portions of the data to find
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bounded repairs according to maximum likelihood [99]. While similar in spirit, these
probabilistic techniques differ from our work as they repair values to maximize data
accuracy and consistency (rather than currency). Error identification and repair is
w.r.t. a fixed time, whereas CurrentClean learns causative and co-occurrence update

relationships over time.

2.9 Conclusion and Future Work

We present CurrentClean, a probabilistic system for detection and repair of stale
values. We argue that currency is a relative notion dependent on an individual en-
tity’s update patterns. We propose update and repair models, and instantiate them
using inference rules that reason over current and past cell values. Our evaluation
shows that CurrentClean learns update patterns that effectively identify and repair
stale data. Our next steps include extending H to include incorrect updates, and

extending the models to online settings.
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Chapter 3

Confidence Bounded Replica

Currency Estimation

3.1 Introduction

Data in real systems becomes stale rapidly. Studies have shown that customer records
decay at a rate of 70% per year [45]. Different values of the same entity arise if update
queries are not applied simultaneously over all replicas. While each of these values
was correct at some time, answering queries across these multiple value versions is
challenging. Data currency is often synonymously referred to as data freshness in
distributed database settings, and a critical data quality dimension [38]. One of the
primary problems in data currency is to determine whether a value is stale, and if

so, to compute its current value. Different models of currency have been proposed;
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(b) Versions v;; of a cell written to four replicas at different times.

Figure 3.1: A cluster with replication factor 4 runs across multiple data centers.
Consistency indicates that a read returns the most recently written version, i.e.; voy,
the 4th version stored in replica ro. Unfortunately, this is not always possible due to

system availability and network partitioning. It is highly demanded to estimate

whether the response replica, e.g., vy, is current or stale.

including declarative currency constraints to determine partial currency order among
records [39], and fixed vs. adaptive replication schemes to propagate updates leading

to varying freshness guarantees [13, 80, 103].

In this study, we focus on distributed data stores with replication, such as BigTable
[21], HBase [50], Dynamo [34], and Cassandra [69], carrying different versions of a

data item (i.e., a key-value pair, or a cell in a table), where timestamps are used
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to determine their currency. Figure 3.1(a) shows a system with replication factor 4.
A cell trAs in row t and column A of a table is replicated across four nodes in the
cluster. According to Brewer’s CAP theorem [18], guarantees in system availability
and partition-tolerance lead to sacrifices in consistency with different consistency
levels across the replicas. We study the problem of stale data detection across a set
of distributed nodes with varying consistency levels. We adopt a notion of currency,
whereby if a pending update exists that has not yet materialized at a node, the replica

is considered stale; otherwise, it is fresh/current [68, 75].

By manually specifying a consistency level, existing systems such as Cassandra
wait for a fixed number of replicas (ONE, QUORUM, ALL) to respond; such a strat-
egy is ineffective and inefficient. At consistency level ONE, as illustrated in Figure
3.1, the returned replica may be stale. Alternatively, if we adopt the consistency level
ALL, waiting for all replicas to respond, it blocks the read request (given the network
partitioning in the cluster). The QUORUM level achieves a compromise by retrieving
more than half of the replicas. However, the aforesaid issues regarding waiting for a

fixed number of replicas, unfortunately, still exist.

Example 5: Consider a vehicle sensor monitoring application at our industrial part-
ner. The workload is write-intensive with a mean inter-arrival of 2 ms, requiring write
consistency ONE. The application must retrieve the current engine oil pressure values
to trigger safety alarms. In such critical settings, having high confidence, current and
accurate readings is essential. Relying on consistency level ONE may trigger false
positive alerts, e.g., in Cassandra, and using fixed ALL and QUORUM levels leads

to unnecessary delays.
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Figure 3.1(a) shows a system with replication factor 4. A cell t[A] in row t,
and column A of a table denoting the oil pressure value is replicated in four nodes
in the cluster. Let v;; denote the j-th version of a cell in the ¢-th replica. Figure
3.1(b) shows the latest version wyy of the oil pressure value is stored only in replica
ro with write consistency level ONE, due to write efficiency or network partitioning
tolerance. Read requests are also processed at different consistency levels, again, for
either read efficiency or network failure. With read consistency level ONE, Cassandra
immediately returns the version held by the first node that responds to the query [69],
i.e., vy of replica ry. We can see that version vy is stale, given the more recent 4.
However, without accessing the other replicas, 7 73, the system cannot determine
whether the retrieved version vy, is current or stale, hindering the real-time monitoring

of oil pressure values. |

In this chapter, we offer a more intelligent option, and propose a new consistency
level DYNAMIC, such that the system dynamically determines the number of replicas
to retrieve. Specifically, we estimate whether the returned replicas are current or stale,

and we provide a guaranteed confidence (with at least probability p) of the estimation.

If the retrieved versions are known to be current with a high probability, we can
directly return these values as query results. In contrast, if the values are likely
to be stale, then users may decide that it is worthwhile to wait for the remaining
replicas. It is worth noting that reading the latest version (using strict consistency)
is not always possible due to the underlying network partitioning scheme. With
the foundations of machine learning, we study and provide a lower bound p of the

confidence estimation to determine whether a returned query answer is current or
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stale. This enables systems to adaptively decide whether to incur additional latency

costs according to application requirements.

3.1.1 Challenges

We study the problem of computing a lower confidence bound for replica currency
estimation, with the following challenges. (1) While efficient learning models are
directly applicable, we expect a guaranteed confidence for the currency prediction. It
is highly non-trivial to derive a lower bound for the probability of whether the replica
is current or stale, with respect to the ground truth. (2) The problem becomes
even harder, given that the replicas are distributed across cluster nodes with limited
synchronization. Our currency prediction models need to be learned locally in each
replica node, such that they are small enough to propagate to the other nodes with

low overhead.

3.1.2 Contributions

Our major contributions in this study are as follows.

(1) We derive a theoretical bound on the confidence that a replica is current or stale,
with respect to the ground truth (Section 3.2). The derivation is first based on
ideal scenarios, where the model is learned over the full update history across all

replicas 1.

LThis contribution is collaborative work with Y. Sun and S. Song, Tsinghua University.
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(2)

We extend the theoretical bound for the replica currency estimation confidence
to realistic scenarios in Section 3.3. We develop models that are learned locally
within each replica node, and together with the data, sent to the coordinator node
for query processing and confidence-bounded currency estimation 2.

We implement?® a novel consistency level DYNAMIC, in Section 3.4. The system
immediately returns the response replicas if the currency estimation confidence is
greater than a threshold 7. Instead of the three fixed options (ONE, QUORUM,
ALL), the proposed DYNAMIC consistency level offers more finely tunable confi-
dence levels (e.g., 7 0.99, 0.999, 0.9999, ...) to evaluate the trade-off between
replica currency and query efficiency 4.

We conduct extensive experiments with various query loads and cluster configura-
tions. In most tested scenarios, our replica currency estimation demonstrates high
confidence levels (at least 0.99), and is efficient (incurring only 0.76%-1.17% of the
original query processing and replica synchronization time costs). Remarkably, the
proposed DYNAMIC consistency level achieves higher accuracy to return current

answers than QUORUM (comparable to ALL), while keeping latency times low
(close to ONE).

Table 3.1 lists frequently used notations.

2This contribution is built by Y. Sun and S. Song, Tsinghua University.
30ur present implementation uses Cassandra [5], and we believe that the replica currency estima-

tion extends similarly to other (NoSQL) databases, such as HBase [6], which we intend to implement
in the future.

4This contribution is collaborative work with Y. Sun and S. Song, Tsinghua University.
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Table 3.1: Notations.

Symbol Description

T; the i-th replica of the data item (queried by the user)
Vyj the j-th version of the i-th replica for the data item
Ty time stamp of replica version v;;

tij time distance of replica version v;; to the

previous version v; ; 1, i.e., t;; Ty Tij; 1
¢ the current time of user query to the database
f model for predicting t;;

10) parameter of model f

Z a number of z samples for training model f

3.2 Ideal Scenarios

We first consider an ideal scenario, where the full update history across all replicas
is available, and is propagated to the responding node. Although this is costly in

practice, we consider this scenario for the following reasons:

(1) By predicting a bounded confidence over the full history with an ideal node,
we can extend this to use a partial history in a realistic node, as presented in Section
3.3. (2) Prediction using an ideal node (by propagating the full write history at no
cost) serves as a baseline of the best effort results. This enables us to demonstrate

the accuracy of our estimation models (in practice) to the ideal case (Section 3.5).

3.2.1 Replica Currency in Ideal Scenarios

Let v, with timestamp T, be the most recent version of the queried data item in the

response nodes, and ¢ be the query time. Replica currency is determined by the next
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Figure 3.2: Replica currency estimation in an ideal scenario. The update history for
all replicas is propagated to a responding node for learning and currency estimation.
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version v, 1 with timestamp 7, 1, which may not have been retrieved yet from the

remaining replicas, or is beyond the query time. If

T +C, (3.2.1)

the version v, is stale, i.e., a more recent version v, 1 is written to the other replicas

but not yet retrieved. Otherwise, if

¢ Ty, (3.2.2)

we can conclude that v, is current, i.e., the next write operation has not yet occurred

and will happen beyond the query time.

Example 6: Figure 3.2(a) shows that version v is the latest version with timestamp
Ts from responding replica ry. However, if there is a version vg written to replica ry
with timestamp Ty ¢ that has not responded, then v5 is a stale version. In contrast,
if there is no write between T5 and (, i.e., the next version vg does not occur, then

the retrieved version vs is current. |

Example 6 shows two cases should be considered to determine the currency of
a data item wv,: (i) whether the next version v, ; exists in a replica, but has not
been retrieved; or (ii) v, 1 has not yet occurred (been written) w.r.t. the current
query time, i.e., the corresponding time stamp 7, ; is unknown. Thus, we can
evaluate replica currency by estimating the predicted 7% | from T, ;. By bounding

the generalization error in the prediction (Proposition 1), we derive a lower bound on

the confidence for replica currency estimation of T , (Propositions 2 and 3).
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Figure 3.3: Prediction model for consecutive replica versions.

Prediction Model

Let v tw,...,w,...,v,U be the replica versions that are ideally propagated to the
response node of replica r;. Rather than directly predicting the timestamp of the next
version v, 1, as illustrated in [30, 33], it is more reasonable to train a model over the
time distance to the last version. That is, we consider the time distance t, T T} 1
of replica version v, to the previous version v, ;. Figure 3.3 illustrates the Bayesian
model for prediction [49]. The prediction model f predicts ¢, referring to the previous

time distance t 1,

St 1Q s (3.2.3)

having &, fptx 1 ¢, where € is the error term. We use a simple linear regression

model [98] as f, for the following reasons,

by it 1 o, (3.2.4)

where ¢y and ¢; are the parameters. (1) The generalization error of the linear regres-
sion model is bounded [98], as shown in Proposition 1. This serves as a foundation for
the confidence-guaranteed replica currency estimation in Section 3.2.2. (2) The model

is small enough to be propagated efficiently among the nodes in a cluster. This will
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be particularly important in the realistic scenarios considered in Section 3.3, and in
our Cassandra implementation in Section 3.4. (3) Linear regression can be efficiently

trained, incrementally, as new versions arrive [81].

Consider a sample of training data Z ppty, 0, . . ., Pty 1, .00 obtained from

the write history v of replica versions, for learning the model parameters in f. Let

by
A ) . .
X and Y . The linear regression parameters can be learned by

1 1
tn

setting ¢ pX?Xq 'XJY. As new versions arrive, v, 1, this leads to an increment
Z' pt,,t, 1Q of training data, the new parameters w.r.t. ZY Z! are incrementally
updated

¢ pxX7X  XYX' 'px?v  XPY

We do not employ more complicated (deep) learning models, such as TLSTM [12],
as our setting requires that model training and scoring need to be highly efficient, as
described in Section 3.1.1. The performance of more sophisticated models rely on a
large number of training samples [52], which may not be available in the replica write
history. For instance, Cassandra regularly empties old commit logs and compacts
SSTables. In our comparative evaluation (Section 3.5), we show that our simpler

models outperform TLSTM in prediction accuracy.
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Generalization Bound

The generalization error of the linear regression model is bounded [98]. This guaran-
tees the prediction accuracy of the estimated t! , (computed by model f) is bounded
compared to the true ¢, ;. We derive the lower bound for the confidence of replica

currency estimation in Propositions 2 and 3.

Proposition 1 ([98]). Let Rzpfq denote the empirical loss over the sample training
data 7, where |Z|  z, and5 be the bound for the absolute loss function, i.e., |fpty 10

b5, For any 6 i 0, with probability at least 1§ over the sample Z, we have

C d
4log & ; log %
2z

|t7l7, 1 tn 1| Rprq 5
That is, the following probabilistic inequality holds

Pty toal v il 3§,

where

C d
ez

4log £ : log
2z

v Rzpfq 5 (3.2.5)

3.2.2 Confidence Bounds for Replica Currency

Based on the predicted ¢\ ; in Formula (3.2.4) and timestamp T}, of the last retrieved

version v,, we estimate the timestamp of the next version v, 1,i.e., T é 1

T, t .

n
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Referring to Formulas (3.2.1) and (3.2.2), if T} ", we estimate that v, is stale;

otherwise, v, is current.

In this section, we derive a theoretical bound on the confidence to estimate whether
a replica is current or stale. Specifically, what is the probability of the true 7,, 2+,
given the stale estimation T} ,~—"¢? Similarly, for currency estimation, 7. | i ¢,

what is the confidence that the true T, 1 i (7

Confidence of Currency Estimation

As discussed in Section 3.2.1, the replica currency of v, is determined by the next
version v, 1. If ( T, 1, i.e., the next replica version v, ; occurs after the current

query time, we conclude the retrieved version v, is current.

From Formula (3.2.2), we denote the confidence of a replica version v, being

current by

Ppu, is currentq  Pp¢ T, 19 (3.2.6)

Based on the generalization bound between t, ; and the predicted ¢, | in Proposi-
tion 1, we derive the lower bound on the confidence Pp( T, 10, given the estimation
¢ T, T, t . For brevity, we provide proof sketches. All complete proofs

n

can be found in the full version technical report [92].
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Proposition 2. To estimate a current replica,
C T’rlt 1
we have the estimation confidence as

Ppuv, is currentq Pp¢ T, 9§ 1 6,

where

T 1 ¢ Rgpfa b4log% 5
5 [ 2zp 5 z g

Proof Sketch [92]. As shown in Figure 3.4, the timestamp T, 1 is in the range of

pTrlt 1 Y, Tl

n 1

7q with probability at least 1 4. If the query time has ¢ T% | 7,

n

as illustrated in Figure 3.4(a), we have ¢ T , ~ T, 1, i.e., the version v, is

current as defined in Formula (3.2.2). O

Confidence of Stale Estimation

We now estimate the probability that v, is stale, i.e., if T}, 1 (, the next version
v, 1 will occur before the query time (, but the replica version has not yet been

retrieved.

Referring to Formula (3.2.1), the corresponding confidence of the replica version

v, being stale is
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Ppu, is staleq  PpT,, +—Cq (3.2.7)

Similarly, the lower bound for the confidence Pp7T, +—"(q, given the estimation
for a stale replica T" +—"C, is guaranteed by studying the generalization error on

tt , and t, ; in Proposition 1.

n

Proposition 3. To estimate a stale replica,

T, +,

we have the estimation confidence as

Ppu,, is staleq  PpT, +—Cq i1 0,

where

T | ¢ Rgpfo b4log% 2
6 e 2Zp 5 z

Proof Sketch [92]. Similar to the proof of Proposition 2, in Figure 3.4(b), if the query
timeis ¢ T. , v, wehave T, +—C T. , ~,ie., the version v, is stale as
defined in Formula (3.2.1). O
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(a) Current estimation of version v,
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(b) Stale estimation of version v,

Figure 3.4: Replica currency estimation with model generalization bound w.r.t. v in
Formula (3.2.5).

3.3 Realistic Scenarios

Assuming the complete update history exists in a single node for model training and
scoring is expensive and unrealistic in our settings with heterogeneous clusters of vary-
ing response times, node availability, and writes not being propagated to all nodes.
In this section, we consider more realistic scenarios where models are learned locally
at each replica node, and together with the data, are sent to the coordinator node
for query processing and currency estimation. We extend the theoretical bound for
the replica currency estimation confidence (derived under a centralized environment
in Section 3.2.2) to distributed scenarios. This facilitates implementation of replica

currency estimation in industrial-strength distributed database systems (Section 3.4).

In Section 3.3.1, we describe the realistic settings of replica currency estimation

in a distributed environment. We then present our solution that trains individual
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prediction models for each replica, and compute the corresponding theoretical bounds
for the confidence estimation. Lastly, we assemble the currency estimation results

across all the unseen replicas in Section 3.3.3.

3.3.1 Replica Currency

In a distributed database system, the communication costs among different nodes
highly variable and sensitive to data partitioning, query workload requests, and node
reliability. Data exchanges between replicas should be minimized as much as possible.
The replicas are thus asynchronous, i.e., a specific replica version may only exist in
a subset of replicas in the distributed system. For example, as shown in Figure 3.5,
version vy is written only in replica 4. Synchronization among the replicas should be
conducted minimally, e.g., regularly by anti-entropy or occasionally by read repair, as
in Cassandra. For instance, at time 7T} in Figure 3.5, versions are synchronized in all

replicas, i.e., v42 and w9 are the same version stored in replicas ry and 7y, respectively.

In such a real distributed setting, propagating the full history of all writes among
nodes, as in Figure 3.2, is unlikely. Therefore, for a specific replica, we can only learn
a local model based on its own replica versions. Our goal is to introduce as little
overhead as possible, where the learned models are incidentally shared with other
replicas during regular and irregular synchronization. For instance, in Figure 3.5,
the model f, learned locally in replica 7, is propagated to r, when performing a read

repair at time T)s.

Once the latest synchronization is complete, subsequent writes are not visible
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between replicas. For example, in Figure 3.5, the version w,3 written in r, after
timestamp Ty cannot be seen by replica ry. In addition, we do not assume in this
scenario that all versions before the latest version are available for model training and
scoring, i.e., vs in Figure 3.2. This relaxation introduces new challenges to estimate

the currency of the retrieved version vy in Figure 3.5.

Let v,,, with timestamp 7}, be the most recent version of the queried data item in
the response nodes, and ¢ be the query time. The replica’s currency in this realistic
scenario is dependent on the invisible versions v, with timestamp 7j,,, in a replica

4 that has not yet been retrieved. If there exists a version v, having

Ty Ty, (3.3.1)

then version v, is stale, i.e., a more recent version v, is written to the other replicas

but not retrieved yet. Otherwise, with

Tym + Tpn, and ¢ Ty, (3.3.2)

we can conclude that v, is current. In this case, no writes have occurred between
the latest version vy, and the query time ¢, and the next write operation will occur

beyond the current query time.

Example 7: Figure 3.5 shows vy is the latest retrieved version with timestamp Ty,
with a response by replica 4. If there is a version w4 written in replica 7 with
timestamp Ty Ty,  (, and replica 1 has not responded yet, as illustrated in

Figure 3.5(a), then vy is stale. In contrast, if there is no version (across all the
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invisible replicas) between Ty and (, i.e., the next version vy has not yet occurred,

then the retrieved version v,y is current. |

3.3.2 Estimating Single Invisible Replica

To estimate the currency of the observed replica version w,,, similar to the ideal
scenario, we need to predict the timestamp 7, of unseen version v, namely T;m.

Specifically, we predict té for each invisible replica 7, that has not yet responded

m?

to the query. Let f, be the model in Formula (3.2.3) that is learned locally over the

written versions in replica r,. According to Formula (3.2.4), we have

ok 1 Pate boo, (3.3.3)

where v, denotes the k-th version of the g-th replica r, (that has not yet responded

to the query), and ¢, ¢,1 denote the model parameters. Referring to Proposition 1

with d d

. 4log =t log 4
R 5 —= 5 =L
Vq ququ % 2Zq ’

the generalization error between ték, and %, is bounded by

Ppty, Ve tge tg V0@l O (3.3.4)
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(b) Current replica version vy

Figure 3.5: Replica currency estimation in a realistic scenario, where versions since
the last synchronization are not available nor shared, such as at Tj,.
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Predicting Timestamps for Currency Estimation

There may exist multiple versions of r, that are invisible to the responding replica
Tp, after the last synchronization at time 77,, with version number v, due to a read

repair request or anti-entropy.

To predict Ty, or equivalently ?,,,, we iteratively apply the prediction in Formula
(3.3.3), starting from the known version v, of the last synchronization. The predicted

. . l . .
time distance tym of replica version vy, to vy, 1 has

m w 1
tém p¢q1qm wtqw ¢q0 p¢q1ql- (335)
1o
Given T,,, Ty, 1 lgy, for the predicted timestamp of replica version vy, it follows
that
T(;m qu t;k:
E w1
m w1 k_2
qu pp¢q1qk 1tqw ¢q0 P¢q1qlC1- (336)
ko2 1o

Referring to Formula (3.3.1), if the predicted time stamp T, Tpn qum/g“ , the

qm>
observed version v, is estimated to be stale. Otherwise, as in Formula (3.3.2), with
T(im pnand ¢ Ty, we can estimate that vy, is current. The confidence of this

currency estimation is the probability of 7,  T,»—"C, given the stale estimation

Ton T, éﬂ , and similarly for the current estimation.
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Figure 3.6: Predicting multiple, unseen replica versions. The predictions (shown as
red arrows) are introduced in Formula (3.3.3), and the computed bounds (shown as
blue arrows) are guaranteed by Formula (3.3.4).

Generalization bound for Timestamp Prediction

Our next goal is to compute the bound on the confidence, e.g., PpT,,,  Tm—7Cq of
the stale estimation T,, T, "¢ (Section 3.3.2). To do so, we first derive bounds
for T,,, w.r.t. the timestamp 7y, of the last known synchronization, by iteratively
applying the bounds in Formula (3.3.4). We combine the relationships between Tém

and T, in Formula (3.3.6), to get the bounds on 7, and T(}m below, which we use

to derive the confidence bounds in Propositions 4 and 5.

Lemma 1: Let qupqu denote the empirical loss over sample training data Z; in
replica 1y, where |Zy| 2q, and 5 be the bound for absolute loss function, i.e.,

|fpter 10 toeb="5. For any § § 0, the following probabilistic inequality holds

pm wgpm w 1q

PpT, BanYe  Tam Doy B ipl 00 2 (3.3.7)
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where
m w lk,2
Bam Po’ (3.3.8)
E2 10
and
d  d
. 4]og £ log &
R 5 2 5 29 3.3.9
W Rapia s = - (339)
|

Proof Sketch [92]. As shown in Figure 3.6, by combining Formulas (3.3.3) and (3.3.4),
we have the generalization error bound for tém. The bound for Tém is thus guaranteed
by considering the error bound for all the previous time difference predictions ték,

w  kEm. O

Confidence of Currency Estimation

As shown in Section 3.3.1, if T}, ,, 41}, and (  Tj, i.e., no writes occur between
the latest version wv,, and the query time ¢, we consider the retrieved version v, to
be current. According to Formula (3.3.2), we have the confidence of a replica version

Upn, being current as,

Ppuy, is currentq  PpTy.m += 1pndPpC  Tynl. (3.3.10)
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Referring to the generalization bound between T, and the predicted value T;m in
Lemma 1, we derive the lower bound for the confidence PpTy, ,, +"1,,0Pp¢ Ty,

. . . 1 1
given the current estimation 7, ,, pmand ¢ T,

Proposition 4. For a currency replica estimation on vy, having

T! nand ¢ T

q,m qm?

the corresponding estimation confidence is bounded by

Ppuy, is currentq  PpTy., + 1pnQPpC  Tynd

pm w 1lgpm  w(q pm  wgpm w 1q

ipl  d0m 10 2 Pl dcq 2

where c

% prn T}va 1 Bq,m 1Rququ 410g%i 2
q

5m 1 e 5ﬂq,m 1 Zq

and -
Tl ¢ BqmRz pfqd  alog 224
qm amZqPlq og 5 q2
58qm zq .

2z4P

Oc

Proof Sketch [92]. According to Lemma 1, the timestamps 7, and T}, 1 can be
theoretically bounded, as shown in Figure 3.7. If the query time ¢ has ¢ Tém
BymTq, as illustrated in Figure 3.7(a), we have ¢ T;m. Moreover, if the retrieved

. . 1
replica version vy, has T, T,,, ;

Bgm 17, We have T, ¥ T, 1. O
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Figure 3.7: Replica currency estimation with model generalization bound w.r.t. 3,
(Formula (3.3.8)), and =, (Formula (3.3.9)).

Confidence of Stale Estimation

Recall that if there exists at least one replica version v,,, occurring after the latest
retrieved v,,, and before the query time (, i.e., Ty, Ty, then the retrieved
replica version vy, is stale. Assume that the time 7}, and 7}, are independent of the
query read time (. Referring to Formula (3.3.1), the corresponding confidence of the

replica version 1, being stale is

Ppuy, is staleq  PpT,, TomwrCq

Pp Tpn Tqqup qu‘/Cq

Similarly, the lower bounds of the confidence PpT,,  Tgw—"C0, given a stale
replica version estimation T, T(}m/ ¢, are guaranteed by studying the general-

. . 1 .
ization error on T, and Ty, in Lemma 1.
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Proposition 5. For a stale replica estimation on vy, having

Tpn T(;M>
the corresponding estimation confidence is bounded by

Ppupy, is staleq  PpT,, TueCq

pm wgpm w 1q pm wipm w 1q

ipl 4,9 2z pl dq =, (3.3.11)
where c
9 pT(llm Tpn ﬁquZquqq 4 log % 2
5m q 58qm zq
and c
5 2qu< T};m SiquZquqq 4log equq2
zZ,
¢ e am q .

Proof Sketch [92]. Similar to the proof of Proposition 4, if the query time ( has
¢ T, BemYq asillustrated in Figure 3.7(b), we have ¢ ¥ Tg,,. For the retrieved

version Up,, if its timestamp 7}, has T}, T;m BgmYq, We have Ty, T O

We note that there may exist multiple versions vy, having T, T;,,/C , all of
which estimate the version wv,, being stale. We assume the events of multiple versions
Ugm occurring in the time range Pvgy,, (S are independent. The overall (enhanced)

confidence of the stale replica estimation on v, is thus obtained by aggregating the
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confidences of all vy,

Ppuy, is staleq (3.3.12)

1 T bl PpT,,  Tpe—T00
mPtm| Ty, Tl Tu

3.3.3 Assembling Multiple Invisible Replicas

Section 3.3.2 studies currency estimation w.r.t. one invisible replica, such as m in
Figure 3.5. In real scenarios, there may exist multiple replicas that do not reply, e.g.,
r; and 73 in addition to rp in Figure 3.5. The estimation and confidence from each
invisible replica need not be equal, posing questions of how to aggregate and reconcile
these values. In this section, we aggregate these (potentially conflicting) currency
estimations on the last version v, retrieved thus far, as well as their corresponding

confidence values.

Intuitively, if there exists one invisible replica r, that estimates the retrieved ver-
sion vy, is stale, e.g., 5 in Figure 3.5(a), it is sufficient to conclude a stale estimation.
Similar to Formula (3.3.12), the corresponding stale estimation confidence aggregates

all the invisible replicas that have a stale estimation on v,,,

Ppu,, is staleq (3.3.13)

1 77 7 pl - PpT,, TumrC00.

qPtg|ry invisibleu mPtm| Ty TiTu

For currency, only when all the invisible replicas estimate the retrieved version vy,
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is current, e.g., in Figure 3.5(b), we then conclude v, is current. The confidence is also

calculated by combining the estimations of all the invisible replicas in Proposition 4,

Ppuy, is current( (3.3.14)

Pqu,m /Tpnqppg Tqmq7

qPtg|ry invisibleu

where m corresponds to version v, for the invisible replica 7, leading to the current

. . 1 1
estimation T, pmand ¢ T,

3.4 Cassandra Implementation

This section presents our implementation in an open-source, distributed database,
Apache Cassandra [5]. We believe that our replica currency estimation approaches
work similarly in other (NoSQL) databases, such as HBase [6], which are avenues
for future work. We implement two major modifications to the Cassandra system:
(1) we deploy training models in individual nodes, and propagate them during node
synchronization; and (2) we perform replica currency estimation, and enable the novel

DYNAMIC consistency level during query processing.

3.4.1 Replica Synchronization

In the realistic scenarios, shown in Figure 3.5, a prediction model f, is learned locally

in each replica node 7, following the incremental learning method in Section 3.2.1.
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However, it is not necessary to immediately update the model after each write, which

degrades write performance.

Instead, model training can either be scheduled regularly (daily/weekly), possibly
together with the regular anti-entropy operations in Cassandra, or irregularly when
a read repair on the data item occurs. Given this, our implementation introduces no

additional overhead costs for write operations.

The learned model f, is propagated to all the other replicas of the data item
for currency estimation and query processing. Let T}, be the timestamp of a replica
synchronization operation e.g., regularly by anti-entropy or occasionally by read repair
in Cassandra. The latest version vy, of the data item will be synchronized across all
replicas. Let f,, be the latest version of model f, at time 7}, which is also propagated

to all replicas.

When a node is re-synchronized (e.g., recovers from failure or being offline), the
process learns and propagates the latest models f,, across all replicas. After the
synchronization, each replica r, carries both the latest version of the data item and
the latest prediction models f,, from the other replicas 7,. For instance, at time T}
in Figure 3.5, versions are synchronized across all replicas, i.e., vy and vyy are the
same version stored in replicas r, and 7, respectively. Moreover, in addition to the
data values, after incremental learning as new versions arrive, the latest prediction

model f55 of replica ry is also sent to replica 74, and vice versa.

Our work enables systems to reduce query latency where there is variance among
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the replica response times. This occurs in cases such as network performance insta-
bility, varying node reliability, and geographic distribution of replicas. We study the
latter two cases in our evaluation. For instance, in Section 3.5.3, we deploy servers
globally using AWS with replica response times with mean 1.35 ms and variance 0.05
ms. We empirically find that increasing synchronization time intervals, and time from
synchronization to user query time, results in an average 2.07% and 2.94% decline in
query accuracy, as expected, as more stale data arises. While we currently assume
that T}, is fixed according to anti-entropy or via read repair, we intend to study in
future work how this synchronization time can be adaptive to the replica response

times.

3.4.2 Query Processing

We now introduce the necessary changes to query processing, to support replica cur-
rency estimation, as illustrated in Figure 3.1(a) and Figure 3.5. The client connects
to any node in the cluster as the coordinator for the read requests. The coordinator
then contacts all the replicas of the requested data item. Responding replicas 7, send
their latest version w,, of the data item as usual, as well as the additional version
Upy (synchronized with vg,), and the models f,, of all the replicas 7, (including v,
of itself) during the last synchronization. Recall that this information is necessary to

predict T}, for currency estimation in Formula (3.3.6).

Based on the replicas that have replied to the query thus far, the coordinator dy-

namically determines whether waiting for the remaining replicas is warranted, namely
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using the DYNAMIC consistency level. First, it estimates whether the retrieved lat-
est version v, is stale or current, with bounded confidence as presented in Formulas
(3.3.13) and (3.3.14), respectively. Rather than retrieving a fixed number of replicas,
in the case of existing protocols (ONE, QUORUM, ALL), the system immediately
returns v, if its currency estimation confidence satisfies a threshold n. Our proposed
DYNAMIC consistency level offers more finely tunable confidence (e.g., n 0.99,
0.999, 0.9999, ...) to enable users and applications to evaluate the trade-off between

replica currency and query efficiency.

For instance, in Figure 3.5 at query time (, replica 74 responds to the coordinator,
by returning the latest version vy (as in the Cassandra implementation), and also vy
that is synchronized with other replicas such as v, and their corresponding models
fo2. Recall that this information is propagated and stored in all the replicas including
r4 during the last synchronization at time Ty. If version vy is estimated to be
current, with confidence at least 7, say 0.999, it will be returned as the query answer

together with the lower bound for the currency estimation confidence.

3.5 Experiments

We implement our models using Apache Cassandra 4.0, and evaluate with the follow-

ing objectives:

1) We compare our estimation models under the ideal and realistic scenarios, and

against a state-of-the-art deep learning model.
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2) We evaluate the accuracy and confidence of our estimation models, varying syn-
chronization time intervals from the latest node sync time to the query read time
and the next node sync time.

3) We evaluate our models by varying query workload characteristics such as network
partition time, node down time, # unavailable nodes, # skewed updates/accesses,
and # write replicas.

4) We compare our DYNAMIC read consistency level against the existing consistency
levels and show its improved accuracy, lower number of retrieved replicas, and

reduced time costs.

Our experimental highlights are: (i) the replica currency estimation is accurate with
high confidence; (ii) the DYNAMIC consistency level built on replica currency esti-

mation is effective and efficient.

3.5.1 Experimental Setup

We set up a global data centre topology consisting of 10 Amazon EC2 mb.4xlarge
instances, where each server contains 16 CPU cores, 64 GB memory, and 8 GB local
storage, running Ubuntu 18.04 LTS. The servers are distributed across 5 regions,

namely, Canada, China, Germany, South Africa, and the US.
Datasets. We use five real datasets to model query updates.

Btcusd [85] dataset is from the Bitfinex exchange, containing historical trading

data (open price) of the trading pair ‘Bitcoin vs. US dollar’ at 1 min intervals. There
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are 5,167 total writes.

Sensor [26] dataset contains temperature sensor readings on server racks in a data
center over a week. Approximately 80% of the data is updated every 20 sec, and the

total number of writes (as the query load) is 2,864.

Bike [59] dataset contains bike sharing details in London, UK, with an update

frequency of 1 min, with 17,414 total writes.

Mental [78] dataset measures attitudes towards mental health, and the frequency
of mental health disorders in the workplace. Updates occur irregularly, with 1,259

total writes.

Bank [7] dataset describes bank transactions for customer bank accounts. Trans-

actions occur irregularly, with 1,294 total writes.

Evaluation.While data items are written in the same sequence as in the datasets, we
randomly pose read requests in the query loads. As discussed in Section 3.4, samples
of the update history stored in replicas are used to incrementally train the prediction
model f. For each read request, currency estimation of the returned replica is a binary
classification, i.e., current or stale. We use Fl-score [98] as our metric to evaluate the

currency estimation.
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Figure 3.8: Replica currency estimation by varying training rates over Btcusd data.

3.5.2 Comparing Prediction Models

We evaluate the accuracy of our prediction models for replica currency estimation
under the ideal and realistic scenarios, described in Sections 3.2 and 3.3, respectively.
A state-of-the-art method TLSTM [12] is employed as a competitor to predict the

timestamp of the next version.

TLSTM extends the deep learning model LSTM [58] by supporting irregular time
intervals. We use its open-source implementation [61]. In addition to the time between
adjacent updates, also considered in our proposal, TLSTM uses more information by

taking the update values as the additional input.

Figure 3.8 reports the results for varying training rates. With more training
data, the accuracy of currency estimation improves. The corresponding confidence of
the currency estimations also increases. Figure 3.9 presents the currency estimation

performance of our models under various thresholds 7. As illustrated in Figure 3.9(b),
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Figure 3.9: Replica currency estimation by varying confidence thresholds
n 1 e ¥ over Btcusd data.

the percentage of all queries reduces with higher requirements of confidence n (or
equivalently z). We note that the prediction accuracy of TLSTM, even using more
information of update values, is lower than the linear regression used in our proposal.
The result is not surprising given that the performance of deep learning models relies
on a large number of training samples [52]. It is too expensive to use, as mentioned in
Section 3.2.1, since our setting requires the model training and scoring to be highly

efficient.

3.5.3 Node Synchronization Evaluation

This experiment studies the node synchronization strategies described in Section 3.4.1,
where model training can be scheduled. Figures 3.10 and 3.11 vary the time intervals
from the last node synchronization to the next node synchronization, and to the

user query time, respectively. According to Propositions 4 and 5, larger intervals
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Figure 3.10: Varying time intervals between synchronizations intervals with two
consecutive node synchronizations (e.g., Ty2 in Figure 3.5 and the one before it)

F1-score

using Btcusd data.
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Figure 3.11: Varying time intervals between the latest node synchronization and

query time (e.g., Tys and ¢ in Figure 3.5)

lead to lower confidence for the currency determination. It is also not surprising

that the corresponding currency estimation accuracy becomes lower. Figure 3.12(a)

shows the time costs for read repair and training under various synchronization time

intervals. The corresponding query and estimation scoring time costs are reported
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Figure 3.12: Time cost for varying synchronization and query time intervals using
Btcusd data

in Figure 3.12(b). Note that the estimation scoring and training time costs are only
0.076%-1.17% of the original costs in query processing and replica synchronization

(i.e., during read repair).

3.5.4 Query Processing Evaluation

We evaluate currency estimation in query processing as introduced in Section 3.4.2

under various query loads.

Network Partition and Node Failure

We consider two query load scenarios: (i) network partitioning that specifies clusters
to service reads or writes in separate nodes at specific times; and (ii) varying node

failure times. Figure 3.13(a) shows the network partitioning scheme, where specific
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Figure 3.13: Query loads over (a) network partition with separate reads/writes and
(b) node failure with suspended service
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Figure 3.14: Replica currency estimation for varying time lengths of network
partition (Figure 3.13(a)) using Btcusd data

replicas service reads or writes exclusively for a specific time interval. Figure 3.13(b)
shows the node failure scenario where both reads and writes are not serviced at
offline/failure nodes, denoted as empty time intervals. Under the network partitioning
case, Figure 3.14 shows that as we vary the time intervals of a network partition, the

Fl-score and the confidence decrease for longer network partitioning time intervals;
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Figure 3.15: Replica currency estimation for varying node failure times (Figure

3.13(b)) using Btcusd data
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Figure 3.16: Varying number of node failures

making the prediction of the next version more challenging. Figure 3.15 shows a

linear decline in F1 accuracy and confidence for increasing node down time. To

study the impact of the number of failed nodes on currency estimation, Figure 3.16

shows, as expected, currency estimation becomes more difficult as more nodes become

unavailable.
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Figure 3.17: Query loads with (a) homogeneous and (b) skewed updates and reads

Skewed Updates and Accesses

We study the impact of varying read/write distributions on our estimation accuracy.
Figure 3.17(a) shows homogeneous reads/writes across the replicas. Figure 3.17(b)
illustrates skewed reads/writes, which reflect data access patterns varying across time,

e.g., more frequent reads/writes during the weekdays vs. the weekends.

Figure 3.18 shows the accuracy and confidence as we vary the skewness parameter
S, where a value of S = 2.7 indicates the homogeneous case of the original dataset
(Figure 3.17(a)). As expected, our estimation accuracy and confidence decline for
increasing data skew as it becomes more difficult to learn an accurate model for
currency estimation. Our model is adaptable to learn over data with periodic updates
(regardless of the time periodicity) (Figure 3.21), with irregular updates (Figure 26

in [92]), and those with increasing data skew (Figure 3.18).

100



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

Idealistic —A&— Realistic —<¢—
(a) (b)
1 T T T 55 T
/ i i |
09f4—A—a 4 50 \
o 08| 1 045 g
(]
207 W 840 | .
L 06 | ] S35
05 R 30
04 l l l 25 l l l
2.7 3.7 4.7 5.7 6.7 2.7 3.7 4.7 5.7 6.7
Skewness Skewness

Figure 3.18: Replica currency estimation by varying the skewness of updates and
accesses (Figure 3.17(b)) using Btcusd data

Write Consistency Level

We evaluate the impact of varying the number of write replicas, also known as the
write consistency level. We simulate the number of write replicas using a Poisson
distribution with parameter A. Figure 3.19(a) shows the distribution of reads/writes
for each replica, and Figure 3.19(b) illustrates how writes are Poisson distributed
across the number of write replicas. Figure 3.20 reports the results as we vary A from
0.5 to 2.5, where larger A\ leads to more write replicas. The results show that our
models are able to learn and adapt to increases in A, with corresponding increases in

F1 score and confidence due to the larger number of write replicas.
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Figure 3.20: Replica currency estimation by varying write consistency levels,

3.5.5 DYNAMIC Read Consistency Level

according to A using Btcusd data

In this experiment, we compare our DYNAMIC read consistency level proposed in

Section 3.4 against the existing options (ONE, QUORUM, ALL) with ONE write, and

with QUORUM writes. In such a scenario, QUORUM reads with QUORUM writes
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could guarantee the currency of results, but this is not guaranteed with ONE write.
Instead of requiring a fixed number of nodes to respond to a query, the DYNAMIC
consistency level immediately returns the response replicas if their confidence of being
current satisfies threshold 7. Since the existing consistency levels do not consider cur-
rency estimation, and all the returned results are assumed to be current, we compare

their relative accuracy of being current.

Figures 3.21 and 3.22 show results of our DYNAMIC consistency level over the
Btcusd and Bike datasets. Similar results are also observed in the other Sensor, Bank
and Mental datasets described in Section 3.5.1, and presented in Figures 24, 25 and
26 in [92]. Figures 3.21(a)-(d) present comparative results using ONE write, followed
by QUORUM write in Figures 3.21(e)-(h). As expected, Figures 3.21(a) and 3.21(e)
show that as we increase the confidence threshold, the F'1 score of currency estimation
for each replica increases, with higher accuracy using QUORUM write. In addition,
Figure 3.21(b) and 3.21(f) report the accuracy of returning current replicas in query
answering, which is guaranteed by ALL-read and QUORUM-read+QUORUM-write.
As shown in Figure 3.21(b), the DYNAMIC consistency level achieves a higher accu-
racy of returning current answers than QUORUM (comparable to ALL) reads. The
corresponding number of dynamically retrieved replicas as well as the time costs, how-
ever, are less than the fixed QUORUM in Figures 3.21(c) and 3.21(d), respectively.
The reason is that our DYNAMIC consistency level immediately returns the answer
after retrieving a high confidence current replica, whereas QUORUM reads must still
wait for a fixed number of replicas to respond. Such an improvement is more sig-
nificant with QUORUM write in Figures 3.21(g) and 3.21(h), since there exist more

current replicas. The results across all datasets demonstrate that our DYNAMIC
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Figure 3.23: DYNAMIC consistency level under various number of servers using
Btcusd data

consistency level offers great opportunity for systems to decrease latency costs, and

to lower query processing times.

Finally, we consider a real application deployment with varying network perfor-
mance and replica locations. We use the AWS cloud to geographically distribute clus-
ter nodes across different regions to consider the communication delays corresponding
to latencies within a region and across regions. Figure 3.23 shows the results as we
vary the numbers of servers located in different regions. It is not surprising that the
time cost increases as the number of replicas increases, as shown in Figure 3.23(b)
and Figure 3.23(d), which lead to the variance in production latency. Our DYNAMIC

consistency level still achieves lower time cost (compared to QUORUM read). At the
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same time, more replicas also make the current replica rate smaller under ONE write

and QUORUM write, leading to lower accuracy in Figure 3.23(a) and Figure 3.23(c).

3.6 Related Work

3.6.1 Data Currency

Data currency is vital for correct and timely interpretation of data. Fan et al., propose
currency constraints (CCs) that declaratively define currency relationships according
to the domain semantics [39, 40]. CCs are assumed to be given apriori, and elicit
a partial currency order among tuples in a relation. For example, tuples t; and
describing a person’s status as ‘working’ and ‘retired’, respectively, indicate that ¢,
precedes t5. CCs have been used to determine currency orders for data values copied
between data sources. Based on these copy relationships, CCs facilitate query answer-
ing involving only current data [41]. Extensions of this work include reasoning about
CCs and their consistency, computation of certain answers regardless of the partial
currency order, and studying whether copy functions can import sufficient data to
answer a query [44]. CCs, however, rely on domain expertise, and are defined over
static data instances. In more recent work, CurrentClean is a probabilistic frame-
work for identifying and repairing stale cells by modeling spatio-temporal update
patterns in the data [75]. Similar to our work, CurrentClean learns from a history of
past updates to compute the probability that a cell value is current. However, our

work considers replicated, multi-node settings where versioning of a cell value, and
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node unavailability can occur. We provide confidence bounded currency estimation
in these settings. Sanjay et al., propose SVC [89] to compute fresh answers from
stale materialized views (MVs), as changes to the base relation occur and are not
propagated to the MVs, leading to an incorrect response to a query. Firstly, for a
given ratio m, SVC samples the stale MV. Secondly, SVC uses a provenance-based
technique to track the primary key of the changed tuples in the base relation, and
aggregate changed tuples with the stale MV sample to produce an up-to-date MV
sample. After that, SVC estimates query results over the cleaned sample. In compar-
ison to our work, SVC shares a similar currency semantics to CurrentClean, where
staleness is defined as the last update of a cell in a database (or MV) that does not
reflect actual changes in the real world. However, in comparison to replica currency
estimation, the definition of staleness differs as we consider a replica to be stale when
there exists another replica that has a more current value. To estimate the results
over the up-to-date sample, SVC presents the bounds and guarantees on different
classes of aggregate queries based on the theorem of confidence intervals. However,
we bound the confidence of estimation based on the generalization error of a machine
learning model. Both SVC and replica currency estimation impose a bound in their
techniques. For different classes of aggregate queries, SVC shows the difference be-
tween estimated query result and the ground truth is bounded. However, in replica
currency estimation, we apply the generalization bound from linear regression models

to derive confidence guarantees on our currency estimations.
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3.6.2 Data Freshness

Existing work has studied protocols to satisfy user-given freshness guarantees (in
the form of absolute time) using freshness locks [3], economic models that assign
higher cost to recent updates [27], and controlling the read replica set to provide
query answers [101]. A primary requirement and benefit of our work is to incur
minimal overhead, making locking-based solutions and re-calculation of read replica

sets infeasible.

Probabilistically Bounded Staleness (PBS) [8] detects staleness for query results
across a set of replicas. Despite this similar goal, there are several notable differences.
First, PBS considers read requests where the last write was committed at least ¢ time
units ago, while our study does not have such constraints. Intuitively, PBS may
report false positive cases where data is reported as current, but newer, uncommitted
data exists since the last commit. We consider such cases in our work. Second, the
definition and semantics of staleness are different. When PBS processes the read
request (after ¢ time units since the last write), a replica is said to be stale if a read
arrives before a write. In contrast, we say a replica is stale if there exists another

replica with a more recent (the latest) write.

3.6.3 Data Replication

Past work has proposed techniques to guarantee and improve data freshness under

lazy-master replication settings [68, 80]. In eager replication, all replica copies are
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simultaneously updated using strategies such as quorum consensus [13] or two-phase-
commit leading to mutual consistency and freshness [80]. In contrast, in lazy repli-
cation, deferred updates lead to varying data freshness levels across the replicas for
unseen update transactions. Adaptive update policies take an on-demand approach
based on access frequency, current transaction miss ratio, and system utilization [103].
Our work shares the same goal towards achieving data freshness (currency), but we
do not focus on the update propagation strategy. In such systems, data freshness
often depends on system conditions such as replica workload, frequency of updates,
and network latency. However, our method provides confidence bounded estimates
that are adaptive to these system conditions, and can be used together with existing
solutions to reduce latency. By exchanging model parameters between nodes, we have
shown lower overhead costs than message and update passing between nodes (about
only 0.76%-1.17% of the original query processing and replica synchronization time

costs).

3.7 Conclusions

In this chapter, we study how machine learning techniques advance replica currency
estimation in distributed databases, and enable a novel DYNAMIC consistency level.
Remarkably, the confidence of replica currency estimation is theoretically bounded
(in Propositions 4 and 5). By referring to the guaranteed confidence of a replica’s cur-

rency, the system dynamically decides whether to wait for other replicas to respond.
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We integrate our techniques in the open-source, distributed database Apache Cassan-
dra [5], and conduct an extensive evaluation under various query loads and cluster
configurations. The replica currency estimation has high confidence (at least 0.99
confidence levels) without introducing much overhead (incurring only about 0.76%-
1.17% of the original query processing and replica synchronization time costs). The
proposed DYNAMIC consistency level is effective and efficient compared to existing
consistency levels (ONE, QUORUM, ALL) in Cassandra that retrieve a fixed num-
ber of replicas. We believe that the replica currency estimation and the DYNAMIC
consistency level are extensible to other (NoSQL) databases, such as HBase [6], and

we intend to implement such features as future work.
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Chapter 4

OFDClean: Contextual Data
Cleaning with Ontology Functional

Dependencies

In the last two chapters, we focused on estimating data currency. We now turn our
focus to improving data consistency, where consistency is measured by the alignment
between a dataset and a set of data dependencies (also generally referred to as data

quality rules).
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Table 4.1: Sample clinical trials.

] id \ CC \ CTRY \ SYMP \ TEST \ DIAG \ MED

t; | US | USA joint pain | CT osteoarthritis | ibuprofen

to | IN | India joint pain | CT osteoarthritis | NSAID

t3 | CA | Canada | joint pain | CT osteoarthritis | naproxen

ty | IN | Bharat | nausea EEG migraine analgesic

ts | US | America | nausea EEG | migraine tylenol

te | US | USA nausea EEG | migraine acetaminophen
t; | IN | India chest pain | X-ray | hypertension | morphine

ts | US | USA headache | CT hypertension | cartia

to | US | USA headache | MRI | hypertension | tiazac (ASA)
tio | US | America | headache | MRI hypertension | tiazac

t11| US | USA headache | CT hypertension | tiazac (adizem)

4.1 Introduction

In constraint-based data cleaning, dependencies are used to specify data quality re-
quirements. Data that are inconsistent with respect to the dependencies are identi-
fied as erroneous, and updates to the data are generated to re-align the data with
the dependencies. Existing approaches use Functional Dependencies (FDs) [17, 82],
Inclusion Dependencies [17], Conditional Functional Dependencies [29], Denial Con-
straints [24], Order Dependencies [93], and Matching Dependencies [43] to define the
attribute relationships that the data must satisfy. However, these approaches are lim-
ited to identifying attribute relationships based on syntactic equivalence (or syntactic
similarity for Metric FDs [67, 82]), and unable to convey semantic equivalence, which

is often necessary in data cleaning.

Example 8: Table 4.1 shows a sample of clinical trial records containing patient

country codes (CC), country (CTRY), symptoms (SYMP), diagnosis (DIAG), and
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All drugs

FDA, MoH

analgesic diltiazem carboxylic acid

— T \ \

NSAID acetaminophen opioid |diltiazem hydrochloride benzoic acids

ST~ \ / 7T~ — T~

ibuprofen naproxen tylenol morphine/\cartia tiazac cardizem)\cartia aspirin ASA

Figure 4.1: Medical drug ontology.

the prescribed medication (MED). Consider two FDs: Fj: [CC] [CTRY] and
Fy: [SYMP, DIAG]  [MED]. The tuples (t1,15, ts, ts  t11) do not satisfy F as
America and USA are not syntactically equivalent (the same is true for (to, 4, t7)).
However, USA is synonymous with America, and (t1,ts, tg, ts  t11) all refer to the
same country. Similarly, Bharat in t4 is synonymous with India as it is the country’s
original Sanskrit name. For Fy, (t; t3), (t4 t6) and (ts t11) are violations as
the consequent values all refer to different medications. However, as shown in Figure
4.1, with domain knowledge from a medical ontology [86], we see that the values
participate in an inheritance relationship. Both ibuprofen and naproxen are non-
steroidal anti-inflammatory drugs (NSAID), tylenol is an acetaminophen drug, which

in turn is an analgesic, and both cartia and tiazac are diltiazem hydrochloride. |

The above example demonstrates that real data contain domain-specific relation-
ships beyond syntactic equivalence or similarity. It also highlights two common rela-
tionships that occur between two values u and v: (1) u and v are synonyms; and (2)
u is-a v denoting inheritance. These relationships are often defined within domain-

specific ontologies. Unfortunately, traditional FDs and their extensions are unable to
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capture these relationships, and existing data cleaning approaches flag tuples contain-
ing synonymous and inheritance values as errors. This leads to an increased number

of reported “errors”, and a larger search space of data repairs to consider.

To address these shortcomings, our earlier work proposed a novel class of depen-
dencies called Ontology Functional Dependencies (OFDs) that capture synonyms and
is-a relationships defined in an ontology [10]. In this chapter, we focus on synonyms,
which are commonly used in practice, and we study cleaning a relation, and an ontol-
ogy with respect to (w.r.t.) a set of synonym OFDs. What makes OFDs interesting
is the notion of senses, which determine how a dependency should be interpreted
for a given ontology; e.g., jaguar can be interpreted as an animal or as a vehicle,
country codes vary according to multiple standards (interpretations) such as the In-
ternational Standards Organization (ISO) vs. United Nations (UN). To make OFDs
useful in practice, where data semantics are often poorly documented and change, we

propose an algorithm to discover OFDs.

OFDs serve as contextual data quality rules that enforce the semantics modeled
in an ontology. However, application requirements change, data evolve, and as new
knowledge is generated, inconsistencies arise between the data, OFDs, and ontologies.
For example, the US Food and Drug Administration (FDA) has a monthly approval
cycle to certify new drugs. If downstream data applications do not update their data
and ontologies, this leads to stale and missing values in the ontology, and inconsis-
tencies w.r.t. the data and the OFDs [86]. Similarly, changes to the data may be
required to re-align the data to the OFDs and the ontology. Consider the following

example.
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Example 9: Consider Table 4.1 with updated values (shown in blue) in ¢9[MED]
and t1;[MED] to reflect changes in a patient’s prescribed medication. Tuples (tg

t11) are now inconsistent w.r.t. the previously defined F,. If we augment F, with
additional semantics, provided by a medication ontology as shown in Figure 4.1, tuple
t11 continues to be problematic since adizem is not defined in the ontology, and is not
equivalent to cartia nor tiazac. The updated value in ¢o[MED] to ASA leads to an
inconsistency since ASA is not semantically equivalent to cartia nor tiazac. We must
find an interpretation of the ontology, called a sense (denoted in bold in Figure 4.1),
where the values {ASA, cartia, tiazac, adizem} are all equivalent. Unfortunately,
there is no sense in which all these values are semantically equivalent. To resolve
these violations, we can: (1) repair the ontology by adding the value adizem and ASA
under the FDA sense; or (2) update tuples (ts t11) to either cartia or ASA under the
MoH sense. In both cases, there now exists a sense where all MED values in (tg  t11)

are equivalent. |

The above example demonstrates that there are multiple options to resolve viola-
tions, namely, modifying the ontology or the data. We study the repair problem that
re-aligns the data, dependencies (OFDs), and an ontology via a minimal number of
repairs to the data and to the ontology. State-of-the-art data cleaning solutions have
taken a holistic approach to combine attribute relationships with external knowledge
bases and statistical methods to determine the most likely repair [82], and probabilis-
tic models that learn from clean distributions in the data to minimally repair dirty
values [99]. However, none of these techniques consider repairs to ontologies. We

adopt a similar philosophy to prior work that consider repairs to the data and/or
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constraints [23, 51]. We make the following contributions:

1. We present OFDClean, an algorithm that computes a minimal number of mod-
ifications to an ontology and to the data to satisfy a given set of OFDs. To
consider the possible interpretations of the data, OFDClean selects the best in-
terpretation (sense) for an equivalence class of tuples, such that the selected

sense minimizes the number of required modifications.

2. We evaluate the performance and effectiveness of OFDClean using real datasets
over varying parameter values. We show the effectiveness of our sense selection
algorithm. Compared to HoloClean[83], a holistic data cleaning framework,
we achieve increased precision and recall over HoloClean by 7.4% and 4.4%,

respectively.

We give preliminary definitions in Section 4.2. We introduce data and ontology
repairs, and the OFDClean framework in Section 4.3. In Section 4.4, we describe
our sense selection algorithm, and then present our ontology repair algorithm in Sec-
tion 4.5. We present experimental results in Section 4.6, related work in Section 4.7,

and conclude in Section 4.8.

4.2 Preliminaries and Definitions

Functional Dependencies. A functional dependency (FD) F' over a relation R is

represented as X A, where X is a set of attributes and A is a single attribute in R.
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An instance [ of R satisfies F' if for every pair of tuples t1,to P I, if ¢;[X] = £3[X], then
t1[A] = t3[A]. A partition of X, Ilx, is the set of equivalence classes containing tuples
with equal values in X. Let x; be an equivalence class with a representative ¢ that is
equal to the smallest tuple id in the class, and |z;| be the size of the equivalence class
(in some definitions, we drop the subscript and refer to an equivalence class simply

as x). For example, in Table 4.1, lloc = {{t1, 5, t6 }{ta, ts, t7}{t3}}.

Sense. An ontology S is an explicit specification of a domain that includes con-
cepts, entities, properties, and relationships among them. In this work, we consider
tree-shaped ontologies for simplicity. These constructs are often defined and applica-
ble only under a given interpretation, called a sense. The meaning of these constructs
for a given S can be modeled according to different senses leading to different onto-
logical interpretations. As mentioned previously, the value jaguar can be interpreted
under two senses: (1) as an animal, and (2) as a vehicle. As an animal, jaguar is

synonymous with panthera onca, but not with the value jaguar land rover automotive.

We define classes E for the interpretations or senses defined in S. Let syn-
onymspE(Q be the set of all synonyms for a given class E. For instance, synonymspE1q
= {car, auto, vehicle}, synonymspE2q = {jaguar, jaguar land rover} and synonymspE3(
= {jaguar, panthera onca}. Let namespCq be the set of all classes, i.e., interpretations
or senses, for a given value C. For example, namespjaguarq = {E1, E2, E3} as jaguar
can be an animal or a vehicle. Let descendantspE(q be a set of all representations for
the class F or any of its descendants, i.e., descendantspEq = {s | s P synonymspEq
or s P synonymspE;q, where E; is-a F; 1, ..., Fy is-a E}, e.g., descendantspE3q =

{jaguar, peruvian jaguar,mexican jaguar}.
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Ontology Functional Dependencies We define OFDs w.r.t. a given ontology
S. We consider the synonym relationship on the right-hand-side of a dependency

leading to synonym OFDs.

Definition 2.1: A relation instance I satisfies a synonym OFD X 4, A, if for
each equivalence class = P TIxplq, there exists a sense (interpretation) under which
all the A-values of tuples in = are synonyms. That is, X, A holds, if for each

equivalence class z,

£

namespaq,aPtir As|tPzu

Example 10: Consider the OFD [CC|] 4, [CTRY] from Table 4.1. We have II¢o¢
= {{t1,ts5, te}{t2, t4, t7}{t3}}. The first equivalence class, {t1, 5,15}, representing the
value US, corresponds to three distinct values of CTRY. According to a geographical
ontology, names( United States) X names(America) X names(USA) = United States of
America. Similarly, the second class {ts,4,t7} gives names(India) X names(Bharat)
= India. The last equivalence class {t3} contains a single tuple, so there is no con-
flict. Since all references to CTRY in each equivalence class resolve to some common

interpretation, the synonym OFD holds. |

Synonym OFDs subsume traditional FDs, where all values are assumed to have
a single literal interpretation (for all classes F, |synonymspEq| = 1). Similar to
traditional FDs, we say that an instance [ satisfies a set of OFDs X, denoted [ |@ X

if and only if I satisfies each OFD ¢ P X. Without loss of generality, we assume that
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the consequent (right side) of each ¢ P ¥ consists of a single attribute A (this follows
from the axioms that can be found in the full version [111]). When we refer to an
OFD ¢: X Y, wesay [l |g¢iff [ |gpX  Aqforall AP Y. That is, for each

attribute A P Y, all the A-values of tuples in x share a common sense (interpretation).

Ontological relationships can be semantically meaningful on both sides of a de-
pendency to capture a greater number of true positive errors. However, due to the
large search space of ontological relationships on the left-hand side, since we must
also consider all tuples outside of the partition group when checking for violations,
we focus on the right-hand-side. This is similar to other seminal work [67, 82] that

considers small variations only on the right-hand-side via metric FDs.

4.3 Data Cleaning with OFDs

Over time, misalignment may arise between a data instance I, an ontology S, and a
set of OFDs Y. In this section, we study the problem of how to compute repairs to
re-align I, S with . Data naturally evolve due to updates and changes in domain
semantics. These changes in semantics also lead to ontology incompleteness, as new
concepts and ontological relationships are introduced. For example, new uses of
medical drugs lead to new prescriptions to treat new and different illnesses. While
OFDs may also evolve, we argue that repairs to the data I and ontology S are more
common in practice, and hence, our current focus. When stale OFDs do occur,
FastOFD can be used to discover the latest set of OFDs that hold over the data.

For approximate OFDs defined over a dirty instance I, violating values in I can be
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repaired, thereby transforming approximate OFDs to OFDs that are satisfied over all
tuples in I. Formally, we modify I and S to produce I' and S*, such that a repaired

version of I, I' |g ¥, w.r.t. a modified version S* of S.

4.3.1 Scope of Repairs

OFDs interact when two or more dependencies share a common set of attributes,
which may invalidate already performed repairs. For simplicity, we assume that there
does not exist an attribute that occurs on the left side of one OFD and the right
side of another. This simplifies the interaction among repairs to only consequent
attributes without having to consider changes to antecedent (left-side) attributes of
the dependency, i.e., the equivalence classes for an OFD remain fixed. In many
domains, attributes serve as either an independent or dependent role. For example,
in health care, demographic and prognosis characteristics are typically independent
and dependent attributes, respectively. However, our techniques can handle OFDs

that share the same consequent attribute.

Data Repair. Consider a synonym OFD ¢: X, A, and an equivalence class
x P IIxplq where there exists at least two tuples 1, ts P z, such that t;rAs and t,rAs
are not synonyms under some sense A. We consider repairs to values in the consequent
attributes where the domain of repair values is values in S. Let Pplq denote the set
of all possible data repairs of I. For a repair I' of I, we use distpl, I'q to denote the
difference between I and I', which is measured by the number of cells whose values

in I are different from the values of the corresponding cells in I*.
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Ontology Repair. A repair to an ontology S is the insertion of new value(s) to a
node in S w.r.t. a sense \. Let PpSq denote the set of possible ontology repairs to
S. For a repair S' of S, we define distance distpS, S'q as the number of new values

(concepts) in S! that are not in S.

Minimal Repair. The universe of repairs, U, represents all possible pairs (S', I')
such that S' P PpSq and I' P Pplq and ! |g ¥ w.r.t. S'. We want to find minimal
repairs in U that do not make unnecessary changes to S or I in a Pareto-optimal
sense. A repair is considered Pareto-optimal if there does not exist any other repair
that dominates it. Specifically, pS}, I'q dominates pS}, Ijl-q, denoted pS}, I'q pS;-, I}q,

if @4, jlpdistpS, Sig—"distpS, S;q0, pdistpl, [;g—distpI, I;qqu, and tDk|pdistpS, Sq
distpS, Staq__pdistpl, Ilq  distpl, Iiqqu.

The concept of dominance can be defined generally for two vectors as follows.

Definition 3.1: We define vectors X  pzy,...,x,0 and YV pyp, ..., Ym0, and say X
dominates X', denoted by X Y, iff for i P 1,..., m, 2~"y;, and at least one element

x; in X is strictly less than the corresponding element y; in Y. |

Definition 3.2: (Minimal Repair). We are given an instance I, OFDs ¥, and an
ontology S, where I |@ ¥ w.r.t. S. A repair (S', I') P U is minimal if EpS?, [2q P U
such that distpS, S?q  distpS, S'q and distpl, I°q  distpl, I'q. |

For example, suppose U contains three repairs: the first one makes two changes
each to S and I, the second one makes two changes to S and three changes to I, and

the third one makes one change to S and five changes to I. Here, the first and the
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third repair are minimal.

Problem: For a data instance I, an ontology S, a set of OFDs %, where I |& X3,
compute a repaired instance I', and ontology S*, such that I' |@ ¥ w.r.t. S', and

distpl, I'q and distpS, S'q are minimal.

4.3.2 OFDClean Overview

OFDs enrich the semantic expressiveness of FDs via ontological senses, which allow
for multiple interpretations of the data. In traditional FDs, senses do not exist, and
there is only one interpretation. For a set of OFDs %, the problem of finding a minimal
repair to S and to [ requires evaluating candidate senses for each equivalence class

w.r.t. each ¢ P X, and assigning a sense to each class.

Existing constraint-based repair algorithms are insufficient as they do not consider
senses [23, 48]. We therefore propose OFDClean, a framework that includes ontology
and data repair with sense assignment to minimize the number of changes to I, and S.
Intuitively, we consider ontology repairs of size k, where k ranges from one to the total
number of ontology repair values. For each candidate ontology repair of size k, we
select the ontology repair S* such that distpS, S'q is minimal. For each value k, and the
selected S, we compute a repair I' of I such that the number of updates is minimal,
and less than a threshold 7, i.e., distpl, I'g="7 to achieve consistency with ¥. We call
such repairs 7-constrained repairs. To generate a Pareto-optimal set of repairs, we
select pSt, I'g that are minimal for each k value. A naive approach first evaluates all

candidate senses (denoted by m) against all 2 P ITy, and the complexity is p|ILx|q™,
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where m is the number of senses. Secondly, for each k-combination of ontology
repairs, it computes pS*, I'q that are minimal, and the complexity is 2*I. Hence, the
complexity of generating a Pareto-optimal set of repairs is p|IIx|q™ 2¥, which is
not feasible in practice. Thus, we propose a greedy-based framework, OFDClean, that

reduces the complexity from exponential to polynomial.

OFDClean takes a greedy, two-step approach. First, we compute an initial sense
assignment for each equivalence class that minimizes the number of repairs to the
ontology and to the data (locally) w.r.t. each OFD and each equivalence class. Sec-
ondly, we go beyond a single OFD to consider pairwise interactions among ¢ P X
where attribute overlap occurs, such that repairing values w.r.t. ¢; may increase or
decrease the number of errors in ¢5. We model the overlapping tuples between ¢, and
¢o as two distributions w.r.t. their assigned senses. We refine the sense assignment
such that the number of necessary updates to transform one distribution to the other
is minimized. Lastly, with a computed sense assignment, our problem reduces to
finding a minimal repair of S and to I such that it satisfies . Figure 4.2 provides
an overview of OFDClean. Given I, S and X, OFDClean identifies inconsistencies in [
w.r.t. ¥ and S, and returns a set of minimal repairs (I*, S') such that I' |g ¥ w.r.t.

S!. OFDClean execution proceeds along two main modules.

Sense Assignment. Let ¢ : X, A be a synonym OFD, where for each equiva-
lence class x P Ilx, x is interpreted w.r.t. an assigned sense \,. Given [, .S, and X, for
each ¢ P ¥, we compute \, for each x P IIx such that pI*, S is minimal and I' |g ¢.
We denote the set of all senses across all x for ¢ as Appq Y prpxgA,. Intuitively, we

compute A\, for every x P [Ix to obtain an interpretation that can achieve a minimal
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Figure 4.2: OFDClean framework.

repair. We take a local greedy approach to consider only ¢ when computing Ap¢q.
We then model the interactions among the OFDs in Y, via their overlapping equiv-
alence classes, and refine the initial sense assignment. We quantify interactions and
conflicts by comparing the difference between the distributions represented via a pair
of equivalence classes. The final assignment of senses for all ¢ P ¥ is denoted as

ApXq Yy Apeg. We present our sense assignment algorithm in Section 4.4.

Compute Repairs. Given ApXq, Compute Repairs computes the set of minimal
repairs by first generating the set of ontology repair candidates that appear in an
equivalence class x, but not in S. It then considers combinations of these candidates.
We optimize lattice traversal using a beam-search strategy that selects the top-b
candidates to expand at each level of the lattice [70]. We consider data updates to
the consequent attribute A from the domain of A and synonyms of A in S under the
selected sense. We then select candidate repairs that make at most 7 updates. We

present details of how ontology and data repairs are computed in Section 4.5.
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4.4 Sense Assignment

Given senses for an ontology S, we compute A\, for each x and ¢ P ¥ such that each
repair pI', S'q is minimal and 7-constrained. A naive approach evaluates all candidate
senses against all z P [1x, leading to an exponential number of solutions, which is not

feasible in practice.

In this section, we introduce a two-step greedy approach. First, we build an initial
solution by considering all senses against each equivalence class x, and selecting the
sense that minimizes the number of repairs for each « P Iy and foreach ¢ : X 4, A,
leading to a local minimum. This evaluation greedily selects the sense that leads to the
fewest repairs for a given x, without considering interactions between the equivalence
classes and their senses. In the second step, we consider the interactions among pairs
of equivalence classes x, z!, where z P Iy, 2! P IIx: for ¢, ¢! P 3, respectively, by per-
forming a local search to improve the initial solution w.r.t. minimizing the number of
repairs. Our greedy search selects pairs of equivalence classes where the modeled data
distributions share the greatest distance, indicating a larger amount of conflict. We
model the interactions among all ¢, ¢' P 3 that share a common consequent attribute
by constructing a dependency graph, where nodes represent equivalence classes and
edges represent a shared consequent attribute. We traverse this dependency graph to
refine the initial solution. We evaluate the tradeoff between updating the initial sense
assignment and a new assignment to x by estimating the number of necessary data
and ontology repairs to achieve alignment between x and z'. We visit nodes 2! within
a neighbourhood of the current node x as defined via a distance function. We use the

Farth Mover’s Distance (EMD) to quantify the amount of work needed to transform
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the data distributions modeled in x to the distribution represented in z' [88]. We
visit nodes 2! where the EMD values between = and 2! are largest, indicating regions
with the greatest amount of conflict, while avoiding exhaustive enumeration of all
candidate assignments. We first describe our greedy algorithm to generate an initial

solution, followed by local neighbourhood refinement.

4.4.1 Computing an Initial Assignment

For ¢ : X 4n A, P Ilx, we compute \;, an initial sense assignment for each z. To
compute a minimal repair, we seek senses A, containing as many values as possible
(maximal overlap) with values in z. Let t,, v, represent the number of distinct tuples
and values, respectively, that are not covered by A\,. Let 7\,  pt,,v,q be a vector
representing the number of necessary tuples and values that must be updated in z

under sense \ to satisfy ¢. We seek a sense \! such that Tan T, @A

The enumeration of all candidate senses to x is practically inefficient. We take
a greedy approach that finds a A\, with maximal overlap with values in x. We first
construct an index of all senses containing each value v P z, denoted by ssetpvg. For
example, Figure 4.3(c) shows ssetpcsq  thy, A;u. To maximize the coverage of values,
we naturally seek values with maximal frequency. However, given that values in z
may contain errors, we seek an ordering of the values in x that is robust to outliers.
The Median Absolute Deviation (MAD) measure quantifies the variability of a sample,
being more resilient to outliers than the standard deviation [87]. Let fpvq denote

the frequency of value v. For a univariate dataset tfpuv,Q, fpvo(, ... fpv,qu, MAD is
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Figure 4.3: Sense assignment.

defined as the median of the absolute deviations from the median, i.e., MAD(x) =
medianp| fpv;q  fppuqqlg, where fppoqq is the median of all values in . We sort the
values in x according to their decreasing MAD scores. We iteratively search for a
sense A\, containing as many values as possible from x with the highest MAD scores.
We use k' as a (decreasing) counter to find such a sense covering k' values in z, where
k' is initialized to 7, the number of unique values in . For each value v;, we compute
the intersection of their respective ssetpy;(. If there exists a non-empty intersection of
senses, the algorithm ends, and returns these senses as an assignment for x, denoted
as potential_setprq. We select the sense A, covering the largest number of tuples in

x. Algorithm 2 provides the details.
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Algorithm 2: Initial_Assignment(z, Algorithm 3: Local_Refinement (G,
S, A) z, A)
1: let sset(v) « & 1: u; <« BFS(G)
2: for each A € A do 2: for each vertex us connected to u; do
3 for each value v € A do 3. if w(ug,uz) > 6 then
4 sset(v) « sset(v) A 4: compute min{cost} repair
5 end for 5: if sense reassignment for uy to A!
6: end for then
7. k'« MAD(z) 6: if w!(uy,uz) < w(ug,uz) then
8: potential_set(z) — & 7 A — A(D)\{uz, A}
9: while potential_set(x) is & do 8: A — AT {uz, N\
10 for each top-k' 9: end if
{f(v1),..., f(vn)} € MAD(z) do 10: end if
11: A sset(vy) ... sset(vy) 11:  end if
12: if A' # ¢&F then 12: end for
13: potential_set(z) « 13: continue until all all u; visited
potential_set(x) Al 14: return A
14: end if
15:  end for

16: k' k-1

17: end while

18: for each sense A € potential_set(x) do

19:  cover(A) « the tuple coverage of A over x

20: end for

21: Ay < A € cover(\) with maximal tuple
coverage

22: return A,

Example 11: Figure 4.3(a) shows a data instance [ for two synonym OFDs ¢, : A

Cand ¢o : B C. Figure 4.3(b) shows seven senses and the corresponding synonym
values for each sense. Let A\, represent equivalence class z3 Il ,. Figure 4.3(c)
shows the index of senses for each value for all z. We compute the MAD for values in
xs3, i.e., ¢; ¢4, and determine that the ranked ordering is tey, co, ¢1, c3U. We intersect

the senses in ssetpca( and ssetpeyq, resulting in Ao as the initial sense for xs. |
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4.4.2 Local Refinement

We now discuss how we model interactions between x and 2!, and address conflicting

sense assignments that can lead to an increased number of repairs.

Modeling Interactions

Let Q,.pAq  tt|t P pr X z'qu represent the set of overlapping tuples between two
equivalence classes z, z! from ¢, @', respectively, that share the same consequent at-
tribute, interpreted w.r.t. sense A. To quantify conflict among ¢, ¢!, we need to
interpret tuple values in the intersection of x and z' under the assigned sense. That
is, conflicts may arise when there is a difference in the interpretation of the tuple
values. Let x) represent the set of values in x when interpreted under sense \. Given
synonym relations, assume that for each sense A, there exists a canonical value rep-
resenting all equivalent values in \. Let Dpx,( represent the distribution of values in
Ty, where values in x that are in A are represented by the canonical value. If x and
7' are assigned the same sense A, then tuples in their intersection, (Q,,1pAq), share

the same distribution, DpS2, ;1pAqg. When it is clear from the context, we use {2pAgto

denote overlapping tuples in x and .

Example 12: Let o  II4 4, and 3  Ilp 4,, highlighted in blue and red, re-
spectively, in Figure 4.3(a). If we assign sense A\; to both classes, then the tuples in
Quy 2sPA1Q  tes, ta, t5, teU share the same distribution, as shown via light grey bars in

Figure 4.3(d), assuming that ¢ is the canonical value for A;. |
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The above example demonstrates that when two distributions, D(QpAgq) and DpQpAlqq,
are equivalent for A \!, the outliers, i.e., values not captured by ), translate into
necessary repairs to achieve consistency w.r.t. tuples in 2. In the above example, ¢4
is the outlier, and we can resolve the inconsistency by updating ¢4 to cs or by adding
cs to Ai.  In contrast, when A X\, tuples in QpAgand QpAlg will share different
outliers. For example, consider assigning A\; to xs, and Ay to x3. The distributions
for €1, 2.pA1q and €, »,pA2@ are shown via the light grey bars and dark grey bars,
respectively, in Figure 4.3(d). Assuming ¢, is the canonical value for each sense, the
outliers are ¢; and c3 for Ay, and ¢4 for A\;. Let pq ) represent the set of outliers w.r.t.
sense A, i.e., the unique values in QpAq not covered by A, po= tv|v P Q, ,1pAg, v R Au.
We can resolve these outliers by: (1) updating the sense of x from A to a new A (2)
adding outlier values pg ) to S; or (3) performing data repairs to update the values

in po  to values v P A.

For a class x, we seek a new sense assignment A> )\ that includes one or more
values in pq x. This will cause an increase in the number of data or ontology repairs,
as this will require sacrificing at least one value trAs for attribute A that was covered
under A\, t P tzz{), ;1pAqu. This penalty occurs since if there exists a better sense
A% that covered all values in py, then A\? would have been assigned to x during the
initialization step (Section 4.4.1). Hence, we can have x keep A\ or be re-assigned
to A\2. However, we must consider the tradeoff of this re-assignment, by incurring a
possible penalty (an increased number of repairs) according to the non-overlapping
tuples in z. Alternatively, if x keeps A, then we must update the outlier values via

data and/or ontology repairs.
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Figure 4.4: xqy,, 3y, distributions. Figure 4.5: xsy,, 3y, distributions.

Achieving Alignment. To evaluate the tradeoff of a sense re-assignment, we
define a cost function cost that sums the number of data and ontology repairs to align
D(QpAg) and DpQpAlgg. For ontology repairs, to re-align D(€pAq) and DpQpAlgg, we
must add each outlier value in pg \Y pq.x to ontology S, via senses A and A, i.e., cost=
lpaal + lpax]- Since ontology repairs do not lead to further conflicts, they incur a
cost proportional to the number of values added to A and S. For data repairs, we
resolve differences by updating tuples té|t P QpAg, trAs P po \Y po U to a value from
the candidate set pAX Mg, which guarantees that the repaired value is covered by both
senses. We set cost |[R(QpAg)|  [RpQ2pAlqq|, where R(QpAg) = tt|t PQpAg, trAs P
pal, i.e., the number of tuples containing an outlier value. We select the repair value
from the candidate set that minimizes cost. Lastly, we consider sense re-assignment
that updates A to \! for z. For ¢ P z, the delta cost, i.e., the number of data repairs
to replace A with Al is cost |Rpragl |[Rpzagl, where Rpzyg  tt|t Pz, trAs P p, \u.

1

For a pair of classes z,x", we consider all three repair options, and select the option

that locally minimizes cost.

Example 13: Figures 4.4 and 4.5 show the distribution of values in x5 and x3 with

initial senses A\; and Ao, respectively. Let ¢, be the canonical value for Ay and As.
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Figure 4.6: Dependency graph.

We have: p,,\,  tea,coU, poyn,  teal, and pg,n,  ter,cs,c6U, pugn,  ter, csu. We
evaluate ontology and data repair, and two sense assignment options: (i) add ¢4 to
A1, and add ¢; and c¢3 to Ay to eliminate the conflict, leading to cost= 3; (ii) update
three tuples with values {c4, ¢, ¢3} to co, giving cost= 3; (iii) assign A; to z3 (from
A2), leading to |Rpxs a0l [Rprsa,Gl 3 2 1; (iv) assign Ay to xy where we
update tcy, c3, cgU to co giving cost= |Rpxa r,q| |RPz2rg 4 2 2. Since cost is

minimal with option (iii), we re-assign A\, to class zs.

Identifying Candidate Classes

In this section, we discuss how to select pairs of classes x, ! for refinement. Visiting all
pairs is not feasible, as we must evaluate m choose 2 pairs of classes, where m equals

the total number of equivalence classes across all ¢ P 3. For classes x, ¥, we quantify
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the deviation between their respective distributions, by measuring the amount of work
needed to transform DpQpAqq to DpQpAlaq (or vice-versa). We quantify this work using

the Earth Mover’s Distance measure, denoted EM D [102].

Let P and @ represent distributions Dp€d;, 2,pA100, Dp€ls, 2,PA200, respectively. We
compute EM DpP, Qq and check whether EM DpP, Qq j 0, for a user-given threshold
6. Intuitively, if P and @ are sufficiently different (according to 6), then classes x1, 2
are candidates to consider sense re-assignment to re-align P and (). Towards finding
the sense with minimal repair, if the cost cost of sense re-assignment and the EMD
values are lower with the new sense, we proceed with sense re-assignment for xq, x».

Otherwise, we keep the initial senses for x; and 5.

Dependency Graph. Let G pV, Eq denote a dependency graph, where each
vertex u P V represents an equivalence class z, and an edge e  puy,us(q P E exists
when the corresponding classes pr; Xz5q H. Recall that we define overlap between
two classes 1 and xo when their respective OFDs share a common consequent at-
tribute. Hence, we only include nodes (and edges) in the dependency graph for OFDs
with a common consequent attribute, thereby avoiding enumeration of all pairs of
classes. We use the terms uq, us to represent classes when it is clear from the context.
Let wpuy, usq denote the weight of edge e, representing the EMD value between u;
and uy. We visit nodes in a breadth-first search manner, and select nodes u; with
the largest EMD value by summing over all edges containing u;. This strategy prior-
itizes classes that require the largest amount of work. For each visited edge, we check
whether wpuy, usq j @, and if so, check whether a sense re-assignment will reduce the

weight, i.e., reduce the EMD value under the new sense. If so, then the new sense
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re-aligns the two class distributions and incurs a minimal cost cost. The algorithm

ends when all vertices have been visited. Algorithm 3 provides the details.

Example 14: Figure 4.6(a) shows the dependency graph corresponding to the equiv-
alence classes in Figure 4.3(a), with EMD values as edge weights. Suppose 6 10,
and we visit nodes in BFS order of tus, uy, us, uy, usu. Starting at node uy (the blue
node), we evaluate edge pusg,uszq with weight 22. From Example 13, we update the
sense for us from Ay to )\ since the new weight w'pus,usq  wpus,usq 3 22.
We next consider edge pus, u1q with wpug,u1q 11, with costs to update u; for data
repair, ontology repair and sense reassignment as 1, 1 and 0, respectively. However,
after updating the sense for u; from A to A;, w'pus, u1q does not decrease. Thus,
we do not refine the sense for u;, and keep A\¢ as is. The algorithm then visits node
uz and evaluates edge (ug, uy), where after sense reassignment to A; for uz, we have
wPpusz, us 1 6, and there is no further evaluation needed. Lastly, we visit nodes
uy, us, where wpuy,usq 4 6, and the algorithm terminates. Figure 4.6(b) shows

the final sense assignments. |

4.4.3 Algorithm

Algorithm 4 presents the details of our sense assignment algorithm. We first com-
pute an initial assignment for every equivalence class z. We construct the dependency
graph G, and compute the EM D between overlapping classes (uq, uz) as edge weights.
We visit nodes in decreasing order of their EM D values by summing over all cor-

responding edges. For example, Figure 4.3(d) shows that we visit uy first since the
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Algorithm 4: Sense_Assignment(/,

Algorithm 5: Ontology_Repair

¥, 5,0) (1,3, S, 0b)
1: A= {g, T} 1: Cand(S) «— &
2: for each ¢ € ¥ do 2: P(S) —{T,... T}
3:  for each z € IIx(I) do 3: for each ¢ € ¥ do
4: for each A € A do 4:  for each x € IIx(I) do
5: Ay < Initial_Assignment(z, S, A) o: if t. € x and t.[A] ¢ S then
6: Cand(S) <« Cand(S) t.[A]
6: A=A {z, )} T end if
7 end for 8: end for
8: end for 9: end for
9: end for 10: k<1
10: G = CreateDepGraph(I, %, S, A) 11: Generate Vi as clusters of size k, with values
11: sort(G, DSC) Sort vertices in DSC order v € Cand(S)
EMD edge weights 12: Ly <« {vg|vk € Vi}
12: while (u; = BFS(G) and EMD(u4) ¢ 0) 13: while L, # ¢ do
do 14:  §(vk) = compute data repairs for vy
13: A <« Local Refinement(G, z, A) 15: Ly < top-b nodes with smallest §(vy) to
14: end while expand
15: return A 160 v = {vg| min 6(vg)}
17: P(S) « (S I') using vy *
18: k—k+1
19: end while
20: return P(S)

EMD value of us = 22 + 11 = 33, and of uz = 22 + 7 = 29. Furthermore, we visit

edge pus, usq first since wpus, us(

22 is the largest edge weight of uy. We refine the

sense for each equivalence class based on Algorithm 3. Lastly, the algorithm returns

the final sense assignment.

Complexity. Computing an initial assignment takes time O(|IIx| m) to evaluate

all [TTx| equivalence classes, and in the worst case, the total m senses. Traversing the

dependency graph is in the same order as BFS, taking time Opp|V/|

to evaluate senses for each visited node.
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4.5 Computing Repairs

After each equivalence class x is assigned a sense, we have an interpretation from
which to identify errors, and to compute repairs. We describe our repair algorithm
that first evaluates ontology repair candidates, i.e., values that are in I but not in S
under the chosen sense. Second, assuming a set of ontology repairs, we discuss how

the remaining data violations are modeled and repaired.

4.5.1 Ontology Repairs

We consider ontology repairs that add new values v P I, but v R S. Let CandpSq
represent all candidate ontology repair values. We iterate through C'andpSq by con-
sidering repairs of size k, k& t1,2,...,|CandpSq|u. For ease of presentation, let Vy
represent the set of candidate ontology repairs of size k. For each Vj, we compute
the number of data repairs d, needed to achieve consistency w.r.t. 3, and select data
repairs with a minimum number of updates for each k. To generate a Pareto-optimal

set of repairs, we select pS', I'g that are minimal for each k value.

Generating all k-combinations of solutions has exponential complexity, taking
Op2!CandpSilg. We propose a greedy strategy to selectively consider the most promising
solutions. We use the beam search strategy, a heuristic optimization of breadth-
first search, that expands the top-b most promising nodes, for a beam size b. The
parameter b can be tuned according to application requirements; in our case, we select

b by maximizing the probability of selecting the value from a random sequence. The
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Secretary Problem addresses this issue, where the objective is to select one secretary

from w candidates, and applicants are considered in some random order (all orders

are equally likely) [46]. Applicants are chosen immediately after being interviewed,

and decisions are non-reversible. Prior work has shown that it is optimal to interview
X\

b < candidates, where e is the exponential constant. This strategy selects the

best candidate with probability %, with a competitive ratio e. In our case, we set

w  |CandpSq|.

We organize the candidate repairs as a set-containment lattice, where nodes at
level k represent ontology repairs of size k, e.g., at level 1, we consider single value
repairs. Let v, represent a node at level k, i.e., the repairs in v, P V,. Each node vy, is
created by augmenting a node at level £ 1 with a single repair value. We begin the
search at a node v; at level & 1. As we visit a node vy, we compute the minimum
number of data repairs for the current candidate ontology repair vy, i.e., assuming
S' tSY viu. We select the top-b nodes at each level k& with the minimum number
of data repairs, to further explore at the next level & 1. We continue this traversal
at each subsequent level until we have I' |& ¥ w.r.t. S%, or until we reach the leaf

level. Algorithm 5 presents the details.

4.5.2 Approximating Minimum Data Repairs
Given vy, to derive S!, we compute the necessary data repairs I' such that distpl, I'g—"

7. Computing a minimal number of data repairs to I such that I' |g T, for a set of

FDs T', is known to be NP-hard [65]. Since OFDs subsume FDs, ije., ' X, this
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intractability result, unfortunately, carries over to OFDs. Beskales et al., show that
the minimum number of data repairs can be approximated by upper bounding the
minimum number of necessary cell changes [51]. In our implementation, we adapt
their RepairData algorithm that is shown to compute an instance I', by cleaning tuples
one at a time, such that the number of changed cells is at most P 2 mint|Z], |X]|u,
where |Z] is the number of (unique) consequent attributes in ¥, and |X| denotes
the number of OFDs. We seek P-approximate, 7-constrained repairs, where a P-
approximate 7-constrained repair pS*, I'q is a repair in U such that distpl, I's—"T,
and there is no other repair pS2,1%q P U such that pdistpS, S?q, P distpl, I%qq

ndistpS, S'q, 7.

We transform the data repair problem to the problem of finding a minimum vertex
cover, where nodes represent a tuple ¢;, and an edge pt;, ¢, represents that ¢;, ¢; conflict
w.r.t. an OFD. We generate a conflict graph for I, w.r.t. 3,5, and compute a 2-
approximate minimum vertex cover of the conflict graph [47]. We annotate the edges
in the conflict graph with: (i) the violated OFD ¢; and (ii) the candidate repair and

sense.

Example 15: Table 4.2 shows a subset of Table 4.1 where ¢;;[CTRY] is updated to
United States. Consider ¢, : [CC]  [CTRY] with an ontological equivalence between
USA, America, and ¢, : [SYMP, DIAG]  [MED] w.r.t. the drug (MED) ontology
shown in Figure 4.1. If the FDA sense is selected for ¢ (according to Algorithm 4),

then Figure 4.7 shows the corresponding conflict graph. |

For each error tuple t., we modify attribute A by considering candidate repairs
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Table 4.2: Sample clinical trials data.

lid | CC | CTRY [SYMP |DIAG | MED |
ts | US | USA headache | hypertension | cartia
ty | US | USA headache | hypertension | ASA
tio | US | America headache | hypertension | tiazac
t11 | US | Uni. States | headache | hypertension | adizem

o Lo

label,
£12qv] ‘M12q0]

label, label,

tg ® tll
label,: SYMP,DIAG—-MED, adizem—MED (FDA)
label,: SYMP,DIAG—MED, ASA—MED (FDA)
label;: CC—CTRY, United States—CTRY

Figure 4.7: Conflict graph for Table 4.2.

Table 4.3: Sample repairs.

Ont. Repair | |5, S Conflict Edges Coopt | Op
value (sense)
H 0 Pts, tol, Pls, 1110, Plo, t100 | to,t11 | 4

Ply, 1110, Ptio, t110
ASA (FDA) 1 Pts, t110, Pto, 110, Plio, L1210 | t11 2
adizem (FDA) 1 Pts, o0, Pts, t110, Pto, L10q | to,t11 | 4
Pty, 1110, Ptio, t110
United States 1 Pts, tod, Pts, t110, Plo, t100 | to,t11 | 4
Pty, 1110, Ptio, t110
adizem (FDA) 2 Pts, tod, Ptg, 100, Ply, t110 ty 2
United States
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from the domain of A when there is sufficient evidence to do so, or to a value v P S*
such that the values tv!,au are synonyms for all @ P IIy. As each t. is repaired,
we remove its corresponding nodes and edges, and re-generate the conflict graph in
linear time. The algorithm continues until all tuples ¢, have been removed from the
conflict graph, and I' is returned. The algorithm runs in Op|E| |I|g, where |E| is

the number of edges in the conflict graph [51].

Example 16: Table 4.3 shows an execution of OFDClean listing: (i) candidate on-
tology repairs (value, sense); (ii) number of ontology repairs |ApS, S'q; (iii) conflicts
in the conflict graph (Figure 4.7); (iv) Cyop: the 2-approximation vertex cover of
the conflict graph, indicating the tuples to be repaired; and (v) §ppS?, Iq: the upper
bound on the minimum number of data repairs to I. Consider an ontology repair to
add ASA to S, which would eliminate edges pts, toQ, pto, t100, and leave only tuple ¢;
to be updated with at most two minimum data repairs. Comparing all single candi-
date ontology repairs, this repair is the minimum, involving one and two, ontology

and data repairs, respectively. |

4.6 Experiments

In this section, we study the accuracy and performance of OFDClean. We show the
effectiveness of our sense selection algorithm, and compare OFDClean against the
HoloClean [83] repair algorithm and demonstrate the benefits of ontology repair. We

evaluate the scalability of OFDClean by varying the beam size, error rates, and number
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of tuples.

4.6.1 Experimental Setup

Experiments were performed using four Intel Xeon processors at 3.0GHz each with
32GB of memory. Algorithms were implemented in Java. The reported runtimes are

averaged over six executions.

Datasets. We use two real datasets, and the U.S. National Library of Medicine
Research and WordNet ontologies [77].

Kiva [64] describes loans issued over two years via the Kiva.org online crowdfunding

platform to financially excluded citizens around the world. There are 670K records
and 15 attributes, including loan principal amount, loan activity, country code,

country, region, funded time and usage.

Clinical [56]: The Linked Clinical Trials (LinkedCT.org) database describes clinical
patient data characteristics such as the clinical study, country, medical diagnosis,
drugs, illnesses, symptoms, treatment, and outcomes. We use a portion of the dataset

with 250K records and 15 attributes.

We use real ontologies to ensure coverage of the (RHS) attribute domain, e.g., the
Medical Research ontology covers values in the DRUG attribute of the clinical trials
data, while considering that some medications have different names across different
countries (senses). We aim to maximize coverage (upwards of 90%+ coverage for some

attributes). Values not covered by an ontology are candidates for ontology repair.
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Table 4.4: Parameter values (defaults in bold)

Symbol | Description Values

[\l # senses 2,4,6, 8,10

err% error rate 3,6,9,12, 15

N # tuples (Million) | 0.2, 0.4, 0.6 0.8, 1 (clinical)
b beam size 1,2,3,4,5

inc% incompleteness rate | 2, 4, 6, 8, 10

o Z OFDs 10, 20, 30, 40, 50

Parameters and Ground Truth. Table 4.4 shows the parameter values and their
defaults. We inject errors randomly into the consequent attributes. Errors are in-
serted by either changing an existing value to a new value (not in the attribute
domain), or to an existing domain value. We consider the original data values as the
ground truth, as we vary the error rate err%. We specify 7 as a percentage (100%
allows the algorithm to freely change the data). We set 7 65% to balance similarity

between I and I', and flexibility to consider new values via ontology repairs.

Comparative Techniques.

HoloClean [83] provides holistic data repair by combining multiple input signals (in-
tegrity constraints, external dictionaries, and statistical profiling), and uses proba-
bilistic inference to infer dirty values. We input to HoloClean: (i) a set of denial
constraints translated from the given dependencies; (ii) external reference sources
such as the National Drug Code Directory [95]; and (iii) we profile the data to obtain
statistical frequency distributions of each attribute’s domain. We compare OFDClean

against HoloClean since it also considers external information during data repair.
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Figure 4.8: Sense assignment effectiveness (Clinical dataset).

4.6.2 Sense Selection Performance

We now use the clinical dataset to evaluate the performance of our sense selection

algorithm.

Exp-6: Vary |)\|. Figure 4.8a shows the accuracy as we increase the number of
senses |A|. Since every equivalence class is assigned a sense, we achieve 100% recall,

independent of the number of senses. Precision decreases with more senses due to
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more available choices, but still remains above 80%. As we evaluate more senses, the

runtimes increase linearly, as shown in Figure 4.8b.

Exp-7: Vary err%. Figure 4.8c shows that precision declines linearly as the num-
ber of errors increases. It becomes more challenging to select the correct sense when
multiple senses contain overlapping (erroneous) values. Figure 4.8d shows that run-
times increase as more candidate senses and refinements have to be evaluated to align

distributional deviations caused by an increasing number of errors.

Exp-8: Vary N. We increase the number of tuples in the Clinical dataset up to 1M
records. This increases the number of equivalence classes, but our sense assignment
strategy achieves over 90% precision. We found that the increase in N did not impact
the precision and recall accuracy (figure omitted for brevity). With more equivalence
classes, there is an increased likelihood of overlap, leading to longer runtimes to resolve

shared errors, as shown in Table 4.5.

Table 4.5: Varying N runtimes.

N (M) 0.2 04 06 0.8 1

(sec) |93 118 17.1 23.8 272

4.6.3 OFDClean Performance

Exp-9: Vary beam size b. Figure 4.9a shows that as we evaluate more candidate

ontology repairs, we achieve higher precision and recall. The incremental benefit
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Figure 4.9: OFDClean Performance.

becomes marginal once we have found the best repair, as reflected between b 4 and
b 5. Figure 4.9b shows that the runtime increases exponentially due to the number
of repair combinations that must be evaluated for increasing b. To manage runtime
costs in practice, the beam size can be tuned according to accuracy requirements,

with initial tuning guidelines given in Section 4.5.1.

Exp-10: Vary err%. For increasing error rates, Figure 4.9¢ shows that accuracy

declines due to overlapping values between antecedent and consequent values among
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multiple OFDs. An update to attribute A P X, for ¢, : X3 A, do i Xy B,
changes the distribution of equivalence classes w.r.t. Xs, leading to lower recall and
precision. Figure 4.9d shows that runtimes increase as more errors are evaluated, and

a larger space of repairs must be considered.

Exp-11: Vary inc%. Figure 4.10 shows the repair accuracy as we vary the incom-
pleteness rate, inc%, which measures the percentage of values in I, but not in S,
where such errors are resolved via ontology repairs. As inc% increases, the preci-
sion declines, as some repair values are added to the wrong sense. Recall scores are
more consistent, achieving above 85%, with slight linear decline as error values are

corrected by data updates.

Exp-12: Vary [X|. Figure 4.11 shows that increasing the number of OFDs causes
both precision and recall to decline as an increasing number of attributes overlap
among the OFDs. OFDClean resolves errors when attribute overlap occurs in the
consequent attribute between two OFDs, i.e., ¢1 : X1 Ay, ¢o: Xo Ay, Ay Ao,

However, when errors arise w.r.t. ¢; due to an update in attribute A P X4, we do not
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re-evaluate ¢, again. We intend to explore this increased space of repairs in future

work.

Exp-13: Vary N. Increasing the number of tuples, N, does not significantly impact
the repair accuracy, with an average variation of 1.4% in precision (figure omitted
for brevity). Similarly, OFDClean achieves linear runtime performance, as shown in
Table 4.6. This runtime increase occurs due to the larger number of equivalence classes
created by newly inserted domain values, and the overhead of evaluating ontology

repair combinations.

Table 4.6: OFDClean runtimes (m)

N (K) | 50 100 150 200 250

166 175 182 198 217

Exp-14: Comparative Discussion. To the best of our knowledge, there are no
ontology repair algorithms coupled with data repair, especially for sense selection.
We compare OFDClean against HoloClean [83], which considers external information
during repair selection. Figure 4.9c shows that OFDClean achieves increased precision
and recall over HoloClean by 7.4% and 4.4%, respectively. By recognizing the same
interpretation of different values via a sense, OFDClean selectively identifies errors and
improves precision. This comes at a cost in runtime (Figure 4.9d) since OFDClean
must evaluate a space of ontology repairs to find those that minimize the number of

data repairs.

148



Doctoral Thesis — Z. Zheng McMaster University — Computer Science

4.7 Related Work

Data Dependencies. Our work is similar to ontological dependencies and relaxed
notions of FDs.  Motik et al. define integrity constraints using the Web Ontology
Language (OWL), where OWL ontologies are often incomplete [76]. They propose
an extension of OWL to validate ontology completeness by defining inclusion depen-
dencies and domain constraints to check for missing and valid domain values within

an ontology.

Ontological Graph Keys (OGKs) exploit ontologies to enhance keys for graphs [72].
An OGK incorporates an event pattern defined on an entity, which identifies instances
w.r.t. concept similarity in an ontology S. OGKSs characterize entity equivalence
using ontological similarity. Our work shares a similar spirit to leverage ontological
relationships and concepts. However, existing techniques do not consider the notion

of senses to enable multiple interpretations of values in an ontology.

Constraint-based Data Cleaning. FDs are used as a benchmark to propose data
repairs such that the data and the FDs are consistent [17, 82, 24]. Extensions have
relaxed the notion of equality in FDs, and used similarity and matching functions
to identify errors, and propose repairs [15, 55|. While our work is similar in spirit,
we differ in the following ways: (1) the similarity functions match values based only
on syntactic string similarity; and (2) the notion of senses is not considered, and

similarity under multiple interpretations is not possible.

Holistic Data Cleaning. Probabilistic approaches have shown promise to tackle

the multiple facets of data cleaning. ERACER [74] and HoloClean [83] learn from
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given attribute templates and training samples to infer clean values. Existing systems
either use a broad set of constraints [48], or bound repairs according to maximum
likelihood [99].  These techniques capture context either via external sources or
additional statistics. We advocate for a deeper integration of context into the data
cleaning framework so that such “inconsistencies” are not flagged in the first place.
To the best of our knowledge, the only prior work on using ontologies for data clean-
ing is KATARA [25], which includes simple patterns in ontologies such as “France”
hasCapital “Paris”, and does not integrate ontologies into the definition of integrity
constraints. Context takes a central role in BARAN, which defines a set of error
corrector models with a context-aware data representation to improve precision [73].
Incorporating these models into OFDClean and resolving conflicts between contextual

models and ontologies are interesting avenues of future work.

Knowledge Base Incompleteness. Computational fact checking against Knowl-
edge Bases (KBs) has emerged in recent years to automatically verify facts from
different domains. The main problem in fact checking with KBs is that the reference
information may be incomplete. That is, under an Open World Assumption (OWA),
we cannot assume that all facts in a KB are complete; facts not in a KB may be
false or just missing [60]. In our work, we do not make such open assumptions. To
improve KB quality, the RuDiK system discovers positive rules to mitigate incom-
pleteness (e.g., if two persons have the same parent, then they are siblings), and
negative rules to detect errors (e.g., if two persons are married, one cannot be a child
of the other) [79]. Incorporating such inference into OFDClean as a new ontology

repair operation will enrich existing ontological relationships.
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4.8 Conclusions

Ontology Functional Dependencies (OFDs) capture domain relationships found in
ontologies. We study the repair problem with respect to a set of OFDs, and propose
an algorithm to find a sense for each equivalence class to provide an interpretation
for each OFD against the data. Our proposed framework, OFDClean, combines sense
selection with ontology and data repair such that the total number of updates to the
data and to the ontology is minimized. Our experiments showed that our algorithms
are effective, as OFDs are useful data quality rules to capture domain relationships,
and significantly reduce the number of false positive errors in data cleaning solutions
that rely on traditional FDs. As next steps, we intend to explore cleaning with respect

to inheritance OFDs, which represent hierarchical relationships among data values.
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Chapter 5

Conclusion and Future Work

In this thesis, we tackled various challenges associated with two data quality di-
mensions, namely, data currency and data consistency. For the challenges in the data
currency dimension, we propose two quantitative approaches: (1) we present a proba-
bilistic system for identifying and cleaning stale values by learning the spatio-temporal
update patterns in an update history, which outperforms four existing approaches by
an average +34% recall to identify stale cells, and +28% F1-score in repair accuracy;
(2) We derive a theoretical bound on the confidence that a replica is current or stale
in distributed database settings. We implement a novel consistency level DYNAMIC
in Cassandra, and the experiments show the effectiveness and efficiency of our ap-
proach. For the challenges in the data consistency dimension, we present OFDClean,
an algorithm that computes a minimal number of modifications to an ontology and
to the data to satisfy a given set of OFDs. Compared to HoloClean, a holistic data

cleaning framework, we achieve increased precision and recall by +7.4% and +4.4%,
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respectively.

CurrentClean. We present CurrentClean, a probabilistic system for identifying
and cleaning stale values. We introduce a spatio-temporal probabilistic model that
captures the database update patterns to infer stale values, and propose a set of
inference rules that model spatio-temporal update patterns commonly seen in real
data. We recommend repairs to clean stale values by learning from past update
values over cells. Our evaluation shows CurrentClean’s effectiveness to identify stale
values over real data, with improved error detection and repair accuracy over state-

of-the-art techniques.

Replica Currency Estimation. We provide theoretical bounds on the confidence
of replica currency estimation. Our system computes with a minimum probability
p, whether the retrieved replicas are current or stale. Using this confidence-bounded
replica currency estimation, we implement a novel DYNAMIC consistency level in
the open-source, NoSQL database, Cassandra. Experiments show that the proposed
replica currency estimation is effective and efficient. In most tested scenarios, with
various query loads and cluster configurations, we show our estimations with confi-
dence levels of at least 0.99. Moreover, the overheads introduced due to estimation
scoring and training are low, incurring only 0.76% to 1.17% of the original query

processing and replica synchronization time costs, respectively.

OFDClean. We present OFDClean, an algorithm that computes a minimal number
of modifications to an ontology and to the data to satisfy a given set of OFDs. To
consider the possible interpretations of the data, OFDClean selects the best interpre-

tation (sense) for an equivalence class of tuples, such that the selected sense minimizes
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the number of required modifications. We evaluate the performance and effectiveness
of OFDClean using real datasets over varying parameter values, and show that OFDs
can reduce the number of false positive errors in data cleaning techniques that rely

on traditional FDs.

5.1 Future Work

Naturally there is more work to be done. While we study the problems of improving
data consistency and estimating data currency, we have not studied the relationship

between these two important dimensions.

To encourage more future study in this area, we can consider creating a taxonomy
of techniques, similar to data cleaning, where declarative and quantitative approaches
are possible. Currency constraints [39]) are declarative specifications with a set of
data quality rules, and the data is stale when a rule is violated. In quantitative
solutions, such as PBS [8]), often relies on a statistical model to infer the probability

of a cell being stale.

Secondly, a more in-depth study of the similarities and relationships between the
requirements and techniques to achieve these two quality dimensions would be a next
step. Data currency focuses on identifying and repairing stale values for a given
entity with different versions of values. Data consistency is often measured by a
set of data quality rules, and inconsistent data may exist across multiple entities.

However, cleaning stale data helps repair inconsistent data and vice versa [39]. For
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instance, CurrentClean considers the values to be stale if they violate the spatio-
temporal update patterns that are learned in the update history, and these stale
values are inconsistent if we consider update patterns as a set of data quality rules.
On the other hand, the violations of OFDs may occur as data and ontology changes
over time and the ontology is stale. By considering the update patterns and update
value correlations in the update history of data and ontology, CurrentClean is another

approach to resolving the violations w.r.t. OFDs.

5.1.1 CurrentClean

In future work, (1) we plan to relax the assumption that the history of updates,
H, is clean, by considering that H contains a proportion of errors, which makes the
problem harder since we must now balance the trade-offs between data currency and
data accuracy; (2) we are exploring extensions to the model to consider learning and
inference beyond the adjacent time unit to multiple time units to capture more com-
plex temporal dependencies; (3) the size of a time unit (J) is a model parameter that
influences the accuracy of currency estimation. The optimal value of ¢ is dependent
on the frequency of queries in the update history. Within a time unit, the UModel
and RModel do not distinguish among these updates nor do they consider the up-
date frequency of a cell within a time interval. Each model selects the most recent
update (or updated value) to use as part of the learning and inference. This leads
to a large proportion of errors not being identified and incorrectly repaired since o
is not selected properly. We are addressing this limitation as a next step, to differ-

entiate among multiple updates to a cell within a time unit; (4) CurrentClean may
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inaccurately identify stale cells when there exists update distribution bias in H, e.g.,
H is extreme incomplete. To decrease potential bias in H, a possible approach is to
augment the incomplete H with an open source data that has a similar update distri-
bution, to produce a relative complete update history based on a data augmentation

technique.

5.1.2 Replica Currency Estimation

In this work, we assumed a fixed timestamp of a replica synchronization operation
e.g., regularly by anti-entropy or occasionally by read repair in Cassandra. We intend
to study in future work how this synchronization time can be adaptive to the replica
response times. In addition, we believe that the replica currency estimation and
the DYNAMIC consistency level are extensible to other (NoSQL) databases, such
as HBase, and intend to implement such features as future work. Lastly, we bound
the estimation confidence based on a machine learning model’s generalization error,
specifically, we use linear regression model which provides a lower bound. In the next

step, we plan to study whether tighter bounds are possible under specific scenarios.

5.1.3 OFDClean

As next steps, we intend to (1) explore cleaning with respect to inheritance OFDs,
which represent hierarchical relationships among data values; (2) relax the assump-

tion of no overlapping attributes between antecedent and consequent attributes among
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multiple OFDs; (3) incorporate human-in-the-loop models that leverage domain ex-
pertise to target and reduce the space of senses considered. For example, by looking
at the data distributions w.r.t. specific OFDs, we can reduce the space of candidate
senses that must be evaluated. In addition, incorporating human-in-the-loop feedback
to select the most desirable repairs from our set of Pareto-optimal repairs is another

avenue of future study.
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